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Abstract

AI-generated videos have achieved near-perfect visual realism (e.g., Sora), urgently
necessitating reliable detection mechanisms. However, detecting such videos faces
significant challenges in modeling high-dimensional spatiotemporal dynamics and
identifying subtle anomalies that violate physical laws. In this paper, we propose a
physics-driven AI-generated video detection paradigm based on probability flow
conservation principles. Specifically, we propose a statistic called Normalized
Spatiotemporal Gradient (NSG), which quantifies the ratio of spatial probability
gradients to temporal density changes, explicitly capturing deviations from natural
video dynamics. Leveraging pre-trained diffusion models, we develop an NSG
estimator through spatial gradients approximation and motion-aware temporal mod-
eling without complex motion decomposition while preserving physical constraints.
Building on this, we propose an NSG-based video detection method (NSG-VD)
that computes the Maximum Mean Discrepancy (MMD) between NSG features of
the test and real videos as a detection metric. Last, we derive an upper bound of
NSG feature distances between real and generated videos, proving that generated
videos exhibit amplified discrepancies due to distributional shifts. Extensive exper-
iments confirm that NSG-VD outperforms state-of-the-art baselines by 16.00% in
Recall and 10.75% in F1-Score, validating the superior performance of NSG-VD.
The source code is available at https://github.com/ZSHsh98/NSG-VD.

1 Introduction

The rapid advancement of generative models [1, 2, 3, 4, 5, 6], particularly diffusion-based frameworks
(e.g., Sora [3]), has achieved unprecedented capabilities in synthesizing photorealistic video content.
While these breakthroughs enable transformative applications in content creation for creative indus-
tries [7, 8, 9, 10], they simultaneously pose critical societal risks through malicious manipulation (e.g.,
deepfake disinformation [11, 12, 13, 14, 15, 16, 17], synthetic media fraud [7, 18]). As AI-generated
videos become increasingly realistic in both spatial and temporal domains, developing effective video
detection methods becomes critically urgent for preserving societal trust in digital media.

A fundamental challenge for AI-generated video detection lies in modeling the spatiotemporal
dynamics of video evolution. Intuitively, natural videos inherently obey physical laws like motion co-
herence and texture continuity [19, 20], while AI-generated videos often exhibit subtle yet systematic
inconsistencies in spatiotemporal coherence [21]. This observation raises a crucial question:

How can we model intrinsic spatiotemporal dynamics of natural videos to expose synthetic anomalies?
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Figure 1: Comparisons of traditional and physics-driven paradigms for spatiotemporal modeling in
AI-generated video detection. (a) Traditional methods [22, 23, 24] often rely on specific artifacts
like appearance consistency and optical flow-based motion modeling, struggling with highly realistic
content yet physically implausible (e.g., Sora). (b) Our physics-driven approach explicitly models
video dynamics via physics conservation laws, effectively identifying violations of physical laws.

Two critical difficulties arise: 1) Video content inherently contains complex spatial domain correla-
tions (e.g., texture structure) and temporal domain dependencies (e.g., motion trajectories), requiring
modeling frameworks that jointly capture both spatial structures and temporal dynamics characteris-
tics. 2) AI-generated videos are rapidly approaching the perceptual quality of natural videos, with
discrepancies that may become vanishingly subtle in both visual appearance and temporal evolution.

Existing AI-generated video detection methods primarily rely on local feature inconsistencies (e.g.,
optical flow-based motion modeling [22], appearance consistency modeling [23]) or supervised
learning with large-scale datasets [25, 24, 26, 27]. However, they often ignore physics-driven
constraints governing spatiotemporal evolution inherent to natural videos. This limitation exhibits
inherent vulnerabilities when confronting synthetic anomalies that violate physical laws, e.g., non-
physical motion patterns in Sora-generated videos [3] (Figure 1-a), leading to inferior performance.

In this paper, we propose a physics-driven paradigm based on probability flow conservation principles
[28, 29]. By modeling video dynamics as fluid mechanics, we formulate video evolution through
a probability flow velocity field governed by continuity equations (see Figure 1-b and Section 3.1).
This reveals a key insight: natural video dynamics preserve the product between the velocity field
and the ratio of spatial probability gradients to temporal density changes. Inspired by this, we
introduce a Normalized Spatiotemporal Gradient (NSG) statistic, which quantifies the ratio of
spatial probability gradients to temporal density changes. NSG captures fundamental discrepancies
in how videos adhere to physical constraints while eliminating reliance on specific artifacts, enabling
sensitive detection even when visual differences are imperceptible to humans or conventional models.

To enable practical estimation, we develop an NSG estimator leveraging pre-trained diffusion models’
inherent gradient estimation ability [30, 31] in Section 3.2. By approximating spatial gradients with
learned score functions (i.e., the gradient of the log probability density) from the diffusion models and
temporal derivatives through motion-aware temporal dynamics via a brightness constancy constraint
[32], our method avoids explicit flow computation while preserving essential physical constraints.
This estimator eliminates reliance on complex motion modeling by physics-inspired priors while
maintaining sensitivity to subtle spatiotemporal inconsistencies inherent to synthetic content.

Building on this foundation, we propose an NSG-based video detection method (NSG-VD) in
Section 3.3, which computes the Maximum Mean Discrepancy (MMD) [33, 34] between NSG
features of real videos and the test video as the detection metric, as illustrated in Figure 2. We further
theoretically derive an upper bound of the distance between NSG features of real and generated data
in Section 3.4, showing this bound expands with increasing distribution shifts in generated videos.
This implies that the MMD between NSGs of real videos tends to be smaller than that between real
and generated videos, establishing the theoretical basis for the effectiveness of NSG-VD. Extensive
experiments show that NSG-VD achieves 16:00% higher Recall and 10:75% higher F1-score than
baselines, validating the superior performance of NSG-VD. Our contributions are summarized as:

• A physics-driven NSG statistic: We formulate the video evolution through a probability flow
velocity field with a continuity equation and propose a novel statistic Normalized Spatiotemporal
Gradient (NSG) that explicitly models spatiotemporal dynamics of videos. By quantifying the ratio
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of spatial probability gradients to temporal density changes, NSG fundamentally captures violations
of physical continuity in AI-generated videos without reliance on artifact-specific supervision.

• A diffusion-guided NSG estimation with physical priors: We develop an NSG estimator by spatial
gradients approximation and motion-aware temporal dynamics modeling using pre-trained diffusion
models. By avoiding explicit flow modeling and instead enforcing brightness constancy constraints,
our method achieves effective NSG approximation without domain-specific motion modeling.

• An AI-generated video detection method with theoretical and empirical justifications: We propose
an NSG-based video detection method (NSG-VD), which quantifies distributional shifts in NSG
features using Maximum Mean Discrepancy (MMD). We derive an upper bound of NSG feature
distances between real and generated videos, proving that generated videos exhibit amplified
discrepancies under distribution shifts. Empirical results also show the superiority of our NSG-VD.

2 Related Work

AI-Generated Video Detection. Early generated video detection methods primarily focus on
identifying synthetic facial videos. Yang et al. [35] and Amerini et al. [22] exploit auxiliary facial
motion cues (landmark dynamics vs. optical flow) for deepfake detection. Gu et al. [36] separately
model spatial and temporal inconsistencies, and introduce a vertical slicing feature fusion mechanism
to establish a more comprehensive spatial-temporal representation. Wang et al. [23] propose an
alternating-freezing strategy with spatiotemporal augmentation for facial consistency modeling.
Xu et al. [24] transform consecutive frames into a predefined layout via masking/resizing to enable
efficient spatiotemporal modeling. Peng et al. [37] integrate multi-feature fusion of facial perspectives,
textures, and attributes. While most methods utilize facial priors, their reliance on domain-specific
features limits their generalizability to more general AI-generated content detection.

With the rapid advancement in video generation, detecting general AI-generated content has become
challenging. Bai et al. [38] fuse frame-level and optical flow predictions to detect spatial-temporal
anomalies. To jointly capture spatiotemporal cues, Ma et al. [39] and Chen et al. [25] propose
Transformer- and mamba-based frameworks to model spatiotemporal relationships in video frame
features for detection. Song et al. [40] exploit the cross-modal perception and reasoning in vision-
language large models to learn general forgery features. Despite this progress, these methods mainly
focus on appearance inconsistencies, while overlooking the intrinsic spatiotemporal dynamics cues,
thereby struggling to tackle visual cues from diverse video generative models.

Diffusion Models. Diffusion models [41, 30, 42, 31] have emerged as powerful probabilistic
generative models, benefiting from their diffusion-denoising paradigm that perturb data into noise
through Gaussian processes and reconstruct samples via iterative denoising. Intuitively, the high-
quality and diverse generative capabilities of diffusion models come from their ability to capture and
exploit the distributional characteristics of natural data, enabling effective discrimination between
natural samples and outliers. Motivated by this, a growing body of research has leveraged diffusion
models for the detection of adversarial [43, 44, 45] and generated samples [46, 47, 48], wherein
the score model emerges as a powerful discriminative tool. Nevertheless, it remains challenging to
simultaneously capture and integrate spatiotemporal features when relying solely on score models.

3 Modeling Spatiotemporal Dynamics for AI-Generated Video Detection

AI-Generated Video Detection. Let P be a Borel probability measure on a separable spatiotemporal
metric space X�RT×d, where T is the number of frames and d is the spatial dimension. Given
independent and identically distributed (i.i.d.) samples SP=fx(i)gni=1 from the real video distribution
P, we aim to determine whether each sample y(j) in SQ=f~y(j)gmj=1 originates from P.

Challenges for Video Detection. The complex spatiotemporal dynamics in high-dimensional
video data often require modeling both spatial irregularities (e.g., unnatural textures) and temporal
inconsistencies (e.g., implausible motions). Moreover, the diversity of generative paradigms (e.g.,
diffusion models [1] and generative adversarial networks [49]) introduces heterogeneous distribution
shifts that exhibit as subtle statistical inconsistencies rather than explicit artifacts. These challenges
are further worsened by rapidly evolving generative techniques (e.g., Sora [3]), which continuously
produce novel spatiotemporal patterns surpassing existing detection mechanisms.
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Figure 2: Overview of the proposed NSG-VD. Given a reference set of real videosfx re g and a test
videox te , we estimate their spatial gradientsr x log p(x; t) and temporal derivatives@t log p(x; t) via
a pre-trained diffusion models� , from which we derive their Normalized Spatiotemporal Gradients
(NSGs) and calculate the MMD between NSG features of real and test videos as a detection metric.

Method Overview. To address these challenges, we propose a physics-driven method based on
physical conservation principles to model spatiotemporal dynamics and introduce a novel statistic
Normalized Spatiotemporal Gradient (NSG), which quanti�es the ratio of spatial probability
gradients to temporal density changes, capturing subtle anomalies in videos (Section 3.1). Leveraging
diffusion models, we develop an effective NSG estimator by spatial gradients approximation and
motion-aware temporal dynamics modeling (Section 3.2). Building on this, we develop an NSG-
based video detection method (NSG-VD), which computes the Maximum Mean Discrepancy
(MMD) between NSG features of the test video and real videos as a detection characteristic (Section
3.3), where its framework is shown in Figure 2. Last, we theoretically show that the MMD between
NSGs of real videos tends to be smaller than that between real and generated videos (Section 3.4).

3.1 Modeling Spatiotemporal Dynamics via Normalized Spatiotemporal Gradient

Detecting AI-generated videos requires capturing both spatial irregularities and temporal inconsisten-
cies in synthetic content. Inspired by conservation laws in physics (e.g., mass or energy transport),
we initially formulate the probability �ow velocity �eldv(x; t) to model the evolution of probability
densityp(x; t) , which satis�es a continuity equation for global consistency across spatiotemporal
domains. However, solvingv faces challenges due to its underdetermined nature (Eqn. (4)). To
address this, we propose Normalized Spatiotemporal Gradient (NSG)g(x; t) , a dual �eld statistic
of v combining both spatial gradients and temporal dynamics of p(x; t), as de�ned in Eqn. (6).

Probability Flow Velocity Field v(x; t) . We begin to conceptualize the probability �ow (also called
probability current) as the movement of probability mass ofx over timet [50, 51]. To formalize this
�ow, we de�ne the probability �ow density J(x; t), analogous to �uid mechanics [52]:

J(x; t) = p(x; t) � v(x; t); (1)

wherep(x; t) denotes the probability density andv(x; t) represents the velocity �eld guiding the �ow
of probability mass. The conservation of probability mass [28, 29] implies the continuity equation:

@p(x; t)
@t

+ r x � J(x; t) = 0; (2)

wherer x � J=
P

i
@Ji
@xi

denotes the divergence of the vector �eldJ [51]. This is not a video-speci�c
assumption but a universal mathematical formulation of probability mass conservation, which holds
for any time-evolving probability densityp(x; t) [53, 29]. Intuitively, this equation shows that the
rate of change in probability density@t p at a point equals the difference between in�ow (negative
divergence) or out�ow (positive divergence) of the probability �owJ. SubstitutingJ(x; t) into Eqn.
(2), dividing by p(x; t), and applying the chain rule to log p(x; t), yields:

@t log p(x; t) + r x � v(x; t) + v(x; t) � r x log p(x; t) = 0: (3)

This expression reveals how the velocity �eldv(x; t) simultaneously encodes temporal evolution
(@t log p(x; t)) and spatial gradients (rx log p(x; t)) of the probability distribution.
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