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Abstract

Temporal reasoning is pivotal for Large Language Models (LLMs) to comprehend
the real world. However, existing works neglect the real-world challenges for
temporal reasoning: (1) intensive temporal information, (2) fast-changing event
dynamics, and (3) complex temporal dependencies in social interactions. To
bridge this gap, we propose a multi-level benchmark TIME, designed for temporal
reasoning in real-world scenarios. TIME consists of 38,522 QA pairs, covering 3
levels with 11 fine-grained sub-tasks. This benchmark encompasses 3 sub-datasets
reflecting different real-world challenges: TIME-WIKI, TIME-NEWS, and TIME-
Di1AL. We conduct extensive experiments on reasoning models and non-reasoning
models. And we conducted an in-depth analysis of temporal reasoning performance
across diverse real-world scenarios and tasks, and summarized the impact of
test-time scaling on temporal reasoning capabilities. Additionally, we release
TIME-LITE, a human-annotated subset to foster future research and standardized
evaluation in temporal reasoning.
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1 Introduction

Time serves as the thread that weaves together complex events in the real world. Effective temporal
reasoning is crucial for Large Language Models (LLMs) to process and comprehend complex events
with human-like understanding, particularly in applications requiring integration of historical data
and real-time progress tracking. Despite good capabilities of current LLMs across a wide range of
reasoning tasks [26], including mathematical problem-solving [11} 14} 29] and code generation [22}
19, 115, [16} 25]], they still face challenges in managing temporal understanding in reality.

Temporal reasoning in real-world contexts presents complex challenges: (1) the density of temporal
information embedded within world knowledge, (2) the rapid evolution of event details over time,
and (3) the complexity of temporal dependencies in social interactions, but existed benchmarks,
like TimeBench[6]] and TRAM][47] primarily focus onsimplified scenarios, such as basic temporal
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commonsense and relationships within short texts and simple QA tasks. Consequently, a significant
gap remains in exploring temporal reasoning in depth.

On the other hand, temporal reasoning constitutes a hierarchical framework of fine-grained abilities,
which is also different from other reasoning tasks that focus on singular capabilities, but is still ignored
by current works. For example, TReMu[12]] involves only neuro-symbolic temporal reasoning while
neglecting temporal computation, and TCELongBench[38] overlooks fundamental temporal concept
understanding. In contrast, a robust evaluation framework should encompass both basic temporal
abilities and complex event-event temporal reasoning, necessitating the development of a new
comprehensive benchmark.

To address these limitations, we introduce TIME, a multi-level comprehensive benchmark for
evaluating temporal reasoning in LLMs across diverse real-world scenarios, comprising 38,522
instances. TIME consists of three datasets: TIME-WIKI assesses temporal reasoning in knowledge-
intensive scenarios, TIME-NEWS evaluates temporal understanding in rapidly evolving news contexts,
and TIME-DIAL examines temporal reasoning in complex interactive settings with extensive temporal
dependencies in very-long dialogs. Additionally, we construct TIME-LITE, a high-quality lightweight
benchmark containing 938 carefully curated instances through manual annotation and verification,
enabling efficient and reliable temporal reasoning evaluation. Both TIME and TIME-LITE feature a
multi-level task structure: (1) basic temporal understanding and retrieval, (2) temporal expression
reasoning, and (3) complex temporal relationship reasoning, with each level incorporating multiple
fine-grained dimensions to comprehensively assess temporal reasoning capabilities.

Our main contributions can be summarized as follows:

* We introduce an innovative multi-level evaluation framework that systematically assesses
temporal reasoning capabilities across different granularities in LLMs.

* We construct TIME, a comprehensive benchmark that captures the complexity of temporal
reasoning in diverse real-world scenarios, including knowledge-intensive, dynamic events,
and multi-session interactive contexts.

* We conduct a comprehensive evaluation and in-depth analysis on temporal reasoning for a
wide range of LLMs.

2 Related Work

Temporal Understanding in Natural Language Temporal understanding in Natural Language
Processing (NLP) has a rich history, initially focusing on extracting time expressions and temporal
relationships [33} 142431 144|141}, 28], 132} [36]]. The advent of pre-trained language models facilitated
the exploration of more complex phenomena, including implicit time reasoning [21} 38} 39] and
cross-event temporal relationships [60, 148 150, 18} 138} 139, 37]]. Research has also addressed com-
monsense temporal knowledge [45) |59]] and enhanced event-based temporal question-answering
through knowledge graphs [51]] or specialized language model training [35} 5, 55} [13]]. Unlike these
prior efforts that often target specific temporal aspects, TIME proposes a unified framework for a
comprehensive evaluation of temporal understanding spanning time and events.

Temporal Reasoning in Real-World Scenarios Advancements in language models have facilitated
deeper exploration of temporal reasoning, particularly concerning event ordering and causality.
Benchmarks like TimeQA [4] assess time-sensitive question answering, while RealTimeQA [23]],
FreshLLM [46]], and StreamingQA [27]] address adaptation to dynamic knowledge. SituatedQA
[56] and SituatedGen [57] evaluate the integration of temporal and geographical commonsense
into text understanding. Domain-specific studies further explore temporal reasoning. In news,
TCELongBench [58] probes temporal understanding of complex events, focusing on details, ordering,
and prediction. For conversations, TimeDial [34] examines everyday temporal commonsense, and
TReMu [12] tackles temporal localization and long-range dependencies in long-form dialogues.
Unlike TCELongBench and TReMu, which concentrate on specific temporal aspects, TIME offers a
comprehensive evaluation. It employs three progressive complexity levels and diverse subtasks for
fine-grained analysis of temporal reasoning in extended contexts.

Benchmarks for Temporal Reasoning Existing studies evaluate LLM temporal reasoning using
various benchmarks like TRAM [47]], which assesses event sequence understanding but lacks chal-
lenge for current models. Other efforts include a benchmark using six existing datasets [20] and
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