Toward Engineering AGI: Benchmarking the
Engineering Design Capabilities of LL.Ms

Xingang Guo'*', Yaxin Li'*, Xiangyi Kong'*, Yilan Jiang'*, Xiayu Zhao'*, Zhihua Gong'*, Yufan
Zhang'*, Daixuan Li', Tianle Sang', Beixiao Zhu', Gregory Jun', Yingbing Huang', Yiqi Liu’,
Yugqi Xue', Rahul Dev Kundu®, Qi Jian Lim!, Yizhou Zhao?, Luke Alexander Granger', Mohamed
Badr Younis', Darioush Keivan', Nippun Sabharwal', Shreyanka Sinha', Prakhar Agarwal®, Kojo
Vandyck', Hanlin Mai', Zichen Wang', Aditya Venkatesh', Ayush Barik', Jiankun Yang', Chongying
Yue!, Jingjie He'!, Libin Wang!, Licheng Xu', Hao Chen', Jinwen Wang', Liujun Xu!, Rushabh
Shetty', Ziheng Guo', Dahui Song', Manvi Jha', Weijie Liang', Weiman Yan', Bryan Zhang', Sahil
Bhandary Karnoor', Jialiang Zhang', Rutva Pandya', Xinyi Gong', Mithesh Ballae Ganesh®, Feize
Shi', Ruiling Xu', Yifan Zhang', Yanfeng Ouyang®, Lianhui Qin®, Elyse Rosenbaum', Corey Snyder?,
Peter Seiler?, Geir Dullerud’, Xiaojia Shelly Zhang', Zuofu Cheng', Pavan Kumar Hanumolu!, Jian
Huang', Mayank Kulkarni®, Mahdi Namazifar®, Huan Zhang', Bin Hu'"

1University of Illinois at Urbana-Champaign, >University of Pennsylvania,

3University of California San Diego, *University of Michigan, > Amazon AGI

*Core Contributors Corresponding Author

Project page: https://agidengineering.github.io/Eng-Design/

Dataset page: https://huggingface.co/datasets/optlzer/EngDesign

Abstract

Modern engineering, spanning electrical, mechanical, aerospace, civil, and com-
puter disciplines, stands as a cornerstone of human civilization and the foundation
of our society. However, engineering design poses a fundamentally different chal-
lenge for large language models (LLMs) compared with traditional textbook-style
problem solving or factual question answering. Although existing benchmarks
have driven progress in areas such as language understanding, code synthesis, and
scientific problem solving, real-world engineering design demands the synthesis
of domain knowledge, navigation of complex trade-offs, and management of the
tedious processes that consume much of practicing engineers’ time. Despite these
shared challenges across engineering disciplines, no benchmark currently cap-
tures the unique demands of engineering design work. In this work, we introduce
ENGDESIGN, an Engineering Design benchmark that evaluates LLMs’ abilities
to perform practical design tasks across nine engineering domains. Unlike exist-
ing benchmarks that focus on factual recall or question answering, ENGDESIGN
uniquely emphasizes LLMs’ ability to synthesize domain knowledge, reason under
constraints, and generate functional, objective-oriented engineering designs. Each
task in ENGDESIGN represents a real-world engineering design problem, accom-
panied by a detailed task description specifying design goals, constraints, and
performance requirements. ENGDESIGN pioneers a simulation-based evaluation
paradigm that moves beyond textbook knowledge to assess genuine engineering
design capabilities and shifts evaluation from static answer checking to dynamic,
simulation-driven functional verification, marking a crucial step toward realizing
the vision of engineering Artificial General Intelligence (AGI).

1 Introduction

Modern engineering, spanning electrical, mechanical, aerospace, civil, and computer disciplines
[Chen, 2004, Grote and Hefazi, 2021, Chen and Liew, 2002, Blockley, 2012], stands as a cornerstone
of human civilization and the foundation of our society. From the electrical grids powering our cities
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to the aerospace systems launching us beyond Earth, from analog integrated circuits forming the
foundation of electronics to the structural designs supporting our skylines, engineering disciplines
have woven themselves into the fabric of human existence [Ten and Hou, 2024, Paul et al., 2023, Gray
et al., 2009]. At its core, engineering design is the systematic and creative process that engineers use
to solve problems and create functional products, systems, or processes, transforming requirements
and constraints into tangible solutions that meet human needs. Recent advances in large language
models (LLMs) have led to remarkable performance on conventional question-answering (QA)
benchmarks, with strong results across a wide range of tasks—from textbook-level scienti ¢ problem
solving [Rein et al., 2024, Wang et al., 2024b, Du et al., 2025, Zou et al., 2024], to code synthesis
[Chenetal., 2021, Jain et al., 2024, Chan et al., 2024], and even to answering textbook-level questions
across various engineering domains [Kevian et al., 2024, Li et al., 2024, Skelic et al., 2025]. Today,
industry leaders aspire to build on such progress in LLMs to create general-purpose Al engineers
capable of bringing to life humanity's boldest ambitions-from interstellar starships to Dyson spheres
that harvest stellar energy-leveraging these foundation models' vast knowledge across engineering
domains and their potential to transcend traditional disciplinary boundaries that constrain human
engineers [Business Wire, 2025].

However, practical engineering design confronts LLMs with a grand challenge profoundly different
and vastly more complex than conventional factual recall or textbook-level engineering problem
solving. Speci cally, real-world engineering design demands the synthesis of domain knowledge,
navigation of complex trade-offs, management of the tedious processes that consume much of
practicing engineers' time, and rigorous validation through domain-speci ¢ simulators to ensure that
designs meet functional requirements and safety constraints. Yet despite progress in textbook-level
engineering problem solving, no existing benchmark captures the distinctive demands of practical
design work—with its multifaceted, open-ended challenges across multiple engineering disciplines.

In this work, we introducéeENGDESIGN, the rst benchmark for holistically evaluating LLMs on
real-world, multi-domain engineering design challenges. Unlike traditional Question-Answer (QA)
formats, our benchmark requires models to function as practicing engineers, producing functional so-
lutions, such as dynamical system controllers, material structure designs, analog integrated circuits, or
GPU architectures that meet rigorous performance requiremerntDESIGN uniquely emphasizes

the synthesis of domain knowledge, constraint-based reasoning, and the generation of functional,
objective-oriented designs, spanning practical design problems across nine engineering domains:
Operating System Design, Computer Architecture Design, Control System Design, Mechanical
Systems, Structural Design, Digital Hardware Design, Analog Integrated Circuit Design, Robotics,
and Signal Processing. Each taskBRGDESIGN is accompanied by an executable evaluation
pipeline that validates designs against task requirements using domain-speci ¢ simulation tools such
as SPICE simulations [Roberts, 1996], structural nite element analysis [Bhavikatti, 2005], MATLAB
Control System Toolbox [Chiang and Safonov, 1984], and other scienti ¢ software tailored to speci ¢
engineering domains. Our approach establishes a revolutionary evaluation paradigm: assessment
using engineering simulation tools. This simulation-based approach fundamentally shifts evaluation
from linguistic pattern matching to functional veri cation, ensuring that solutions are assessed based
on their engineering merit rather than textual plausibility.

ENGDESIGN advances LLM evaluation methodology by moving beyond conventional question-
answering benchmarks to address the open-ended, constraint-driven nature of real-world engineering
design. Our key contributions include:

» The rst multi-domain engineering design benchmark. Unlike QA benchmarks that
test narrow factual or procedural knowled@@yGDESIGN evaluates LLMs on complex
engineering design challenges spanning diverse engineering disciplines (e.g., mechanical,
electrical, civil), requiring synthesis of domain knowledge, constraint satisfaction, and strong
reasoning capabilities.

« Executable simulation-based evaluation.We replace static correctness checks with
dynamic, domain-speci ¢ evaluation pipelines. Each task includes human-designed task-
speci ¢ evaluation scripts that rigorously verify functional feasibility (e.g., via simulation,
constraint validation, or performance testing), ensuring objective, reproducible scoring
grounded in real engineering standards.

« Partial-credit grading for incomplete solutions. Conventional benchmarks often use
binary scoring, buUENGDESIGNS rubrics quantify incremental progress (e.g., 20/100 for



Figure 1: Comparison between conventional QA-style benchmarks (left) and the design-style bench-
mark ENGDESIGN (right). Conventional QA benchmarks evaluate LLMs through static answer
extraction and string-matching, whiENGDESIGN involves open-ended design tasks with potentially
non-unique solutions. LLMs must propose candidate design speci cations, which are evaluated via
program-based simulations and performance validation pipelines.

delivering a stable controller that meets partial performance requirements). This granularity
reveals nuanced capability gaps and rewards iterative re nement.

» Empirical validation of design competencies.Through large-scale evaluations across
10+ state-of-the-art LLMs including both general-purpose LLMs and reasoning models,
we demonstratENGDESIGNS ability to expose critical limitations in Al systems—such
as over-reliance on textual patterns or failure to handle trade-offs—that are invisible to
traditional benchmarks.

We believe thaENGDESIGN marks a crucial milestone toward realizing engineering AGI by breaking
new ground with its comprehensive coverage of engineering design problems across diverse domains,
each requiring deep technical expertise and domain-speci ¢ simulation tools for rigorous evaluation.
This benchmark not only measures what models know but what they can actually design, bridging
the chasm between textbook-level knowledge understanding and practical engineering capability.

2 ENGDESIGN

In this section, we introducENGDESIGN, a multi-domain benchmark developed to evaluate the
capabilities of LLMs in real-world engineering design tasks. Unlike conventional QA benchmarks,
ENGDESIGN adopts a rigorous simulation-based evaluation pipeline to assess model performance in
practical, design-oriented scenarios. Table 1 summarizes the benchmark's key statistics: it comprises
101 design tasks spanning 9 engineering domains, with a total of 473 gradable items. While the task
distribution may appear uneven, it naturally re ects the domain expertise of our contributors and
the ltering rigor imposed by our multi-stage review process. Notably, the average prompt length in
ENGDESIGNIs 778.71 tokens, substantially higher than typical QA benchmahkghlighting the
contextual richness and complexity of realistic engineering design problems. Word clouds generated
from ENGDESIGN prompts are provided in Appendix C.

Among the 101 tasks iENGDESIGN, 34 tasks require domain-speci ¢ scienti ¢ software such
as MATLAB or Cadence for evaluation, while the remaining 67 tasks are fully open-sourced and
evaluated using manually authored evaluation scripts. We consolidate these tasks into a subset

We adopt Byte Pair Encoding (BPE) tokenizer for OpenAl models, available at Tiktoken. Token length
comparison betweenNg&sDESIGN and other QA benchmarks in Appendix C.1.



Figure 2: Selected demonstration tasks froRGDESIGN.



Table 1: Statistics of EGDESIGN. Token counts are computed \W800k_basein Tiktoken.
# tasks # query tokens

Engineering Domain |

# rubrics
| Open Closed Total Max Min  Avg

Operating System Desigh 8 0 8 66 2938 310 1103.25
Computer Arch Design 5 0 5 20 4385 2348 3539.60
Control Design 7 11 18 100 1361 209 634.44
Mechanical Systems 6 1 7 32 781 225 391.14
Structure Design 7 6 13 25 483 186  345.31
Digital Hardware Design| 13 4 17 58 1715 206 515.65
Analog IC Design 0 5 5 23 2136 547 1196.6
Robotics 10 0 10 68 1485 192 771.9

Signal Processing 11 7 18 81 2304 151 611.72
Overall | 67 34 101 473 4385 151 778.71

calledENGDESIGN-OPEN to support broader community adoption without licensing constraints.
Additionally, 23 tasks of EGDESIGNincorporate images as part of the task input to LLMs.

2.1 Task Structure

Each task of EGDESIGN consists of the following four key components:

1. Task Description. This part is the query prompt fed into the LLMs, offering a clear and detailed
de nition of the engineering design problem, including design objectives, speci cations, constraints.

2. Evaluation Rubrics. Given the complexity oENGDESIGNtasks, each task is further decomposed
into multiple gradable items evaluated individually during the performance check stage. The evalua-
tion rubrics de ne the assessment criteria and scoring metrics, with a full score of 100. This enables
models to receive partial credit even if the design does not fully meet all speci ed requirements.

3. Evaluation Pipeline. Each task includes automated evaluation scripts that assess the LLMs'
design. It returns a binary pass/fail indicator, numerical score, and evaluation logs for further analysis.

4. Reference DesignEach task provides a validated reference design that fully satis es all speci ed
requirements, ensuring the feasibility and realism of the design challenge.

Figure 2 shows four demonstrated design examples EamDESIGN including task descriptions
and evaluation pipelines.

2.2 Evaluation Pipeline

Unlike conventional benchmarks, which often have a single golden answer that allows evaluation
through exact string matching or LLM-as-judge scoring, our engineering design tasks inherently
lack a uniquegolden design For example, there are in nitely many valid controller designs that

can regulate the temperature of a stirred tank modeled by a rst-order system while satisfying
both time-domain and frequency-domain performance requirements. To address this challenge,
our benchmark introducessimulation-based evaluation pipeline Speci cally, for each LLM-
generated design, we rst parse the key design components from the response automatically (such
as code snippets, key parameters, etc.). These components are then fed into our evaluation pipeline,
which runs domain-speci ¢ simulations to assess the design's performance against the speci ed task
requirements. Guided by a per-task rubric table, the evaluation pipeline outputs three key results: a
binary pass/fail indicator, a numerical score between 0 and 100, and a detailed log that records the
evaluation process for further analysis. Below we discuss each step in detail.

Structured Responses from LLMs. To constrain the output format for a wide range of LLMs and
ensure compatibility with our evaluation pipeline, we adopt the popular open-source Python library
instructor  [Liu and Contributors, 2024], which is built on top of Pydantic and facilitates structured
LLM responses. By de ning schema templates that specify expected elds, such as design parameters
or code snippets, thiestructor  package enables LLMs to produce outputs in a pre-de ned format.
We provide an example at Figure 10 in Appendix D.2. Speci cally, LLMs are instructed to construct



Figure 3: An overview of the construction procesEnfGDESIGN, illustrating stages from initial
task design, LLM ltering, and expert review to nal benchmark integration, with iterative re nement
and evaluation.

their responses into two main parts: (Ieasoning eld, which contains the step-by-step reasoning
process for solving the task, and (2CanfigFile class, which summarizes the nal design results,
including their design choices or code snippets. During evaluation, the elds de n€diifigFile

can be automatically parsed to trigger the simulation-based evaluation pipeline.

Task-Speci ¢ Evaluation Pipeline. A simulation-based evaluation pipeline was designed for each
task. For example, control engineering tasks may evaluate closed-loop dynamics through metrics such
as rise time, settling time, overshoot, and phase/gain margins via MATLAB. The evaluation pipeline
outputs three key results: (1) a binary pass/fail indicator for meeting all performance requirements,
(2) a numerical score (0-100) re ecting ne-grained performance analysis, and (3) an evaluation log
capturing simulation outputs, performance metrics, or error messages.

2.3 Construction of ENGDESIGN

The construction oENGDESIGN follows a multi-stage process that integrates both automated
validation and human expertise as shown in Figure 3:

1. Initial Task Design. We recruited graduate students and researchers from various engineer-
ing disciplines to contribute initial task proposals, drawing on open-source resources and
their domain knowledge. Contributors were guided to follow a standardized submission
format, which includes a task description, evaluation rubric, executable evaluation codebase,
and a reference solution.

2. LLM Filtering and Pre-Test. Submitted tasks undergo an initial Iltering phase using a
language model (04-mini) to assess prompt suf ciency and the functionality of the evaluation
code. Speci cally, we prompt the LLM to classify the task's engineering domain and
determine whether the information provided is adequate to solve the problem. If the model
ags missing or unclear details, we work with the original contributor to address those gaps.

3. First-Round Review. Tasks that pass the pre-test enter a rst-round review involving close
collaboration between reviewers and the original authors. The review ensures that:

» The task description is clear, self-contained, and complete.
» The evaluation rubric is well-de ned with partial credit, and aligns with the task goals.
» The evaluation codebase is executable, robust, and handles typical edge cases.
 The reference design meets all performance requirements, validating the task feasibility.
Based on this review, tasks fall into one of three categorfsscept the task meets
all requirements and proceeds to expert reviBwyise minor issues are identi ed and

addressed in collaboration with the contributorRamject the task is excluded due to critical
issues such as unfeasibility, triviality, or misalignment with design-oriented evaluation.

4. Second-Round Review with Domain Experts.Tasks accepted in the rst round are
reviewed by faculty experts in the corresponding engineering domain. These experts assess
the technical soundness and relevance of each task to ensure it serves as a meaningful
evaluation of LLMs in realistic design settings.



Table 2: Average pass rate (%) results (each task evaluated over 3 tridlg)del is not multi-

modal and was evaluated only on the text-only subset. We report text-only results for all models in
Appendix D.4. The domain abbreviations are: AICD = Analog Integrated Circuit Design, Arch =
Computer Architecture Design, Ctrl = Control Design, DHD = Digital Hardware Design, Mech =
Mechanical Systems, OS = Operating System Design, Robo = Robotics, SigP = Signal Processing,
Stru = Structure Design. The best results for each column are highlighted in bold.

Model Overall AICD Arch Ctrl DHD Mech OS Robo SigP Stru

Chat Models
GPT-40 15.68 0.00 20.00 18.52 10.26 0.00 4.17 26.67 17.65 25.64
DeepSeek-v3 17.92 0.00 0.00 27.27 2564 0.00 0.00 16.67 12.82 38.89
Gemini-2.0-Flash 14.16 0.00 0.00 15.15 16.67 4.76 0.00 20.00 5.13 36.11

Claude-3.7-Sonnet 22.61 0.0040.00 16.67 33.33 14.29 0.00 33.33 2157 30.77
Reasoning Models

ol 29.17 0.00 40.00 24.07 41.03 14.29 37.50 50.00 25.49 23.08
03 34.38 0.00 40.00 3519 20.51 23.81 25.00 63.3341.18 30.77
03-high 33.57 0.00 40.00 27.78 20.51 28.57 30.43 68.97 35.29 41.03
04-mini 31.60 0.00 33.33 24.07 41.03 19.05 29.17 43.33 33.33 41.03
04-mini-high 34.04 0.00 40.00 27.78 47.22 19.05 37.50 46.67 35.29 35.90
Gemini-2.5-Pro 29.54 0.00 0.00 33.33 4359 0.00 952 56.67 128200
DeepSeek-R1 25.53 0.00 36.36 36.36 38.46 4.76 526 26.67 20.51 41.67

Claude-3.7-Thinking  20.07 0.00 33.33 1852 1795 952 0.00 40.00 19.61 28.21

5. Final Integration. Tasks that pass both review stages are standardized to match the bench-
mark's formatting and structural guidelines, and are formally included ifEth@DESIGN.

3 Experiments

We evaluate a set of representative LLMs on thesBESIGN and analyze their performance.

Evaluated LLMs. For chat models, we include GPT-40, Claude-3.7-Sonnet, Gemini-2.0-Flash,
and DeepSeek-v3. For reasoning models, we evaluate o1, 03, 03-high, 04-mini, 04-mini-high,
Claude-3.7-Thinking, DeepSeek-R1, and Gemini-2.5-Pro.

Evaluation Metrics. We report three primary evaluation metrics: @)erage Pass Ratg(2)

Average Score and (3)Reasoning RobustnessEach task is evaluated over three independent trials

per model. To measure reasoning robustness, we compute the ratio between the number of tasks
where all three trials passed and the number of tasks where at least one trial passed. This ratio, which
ranges from 0 to 1, serves as a straightforward indicator of an LLM's reasoning consistency. A value
closer to 1 indicates higher robustness and more stable reasoning behavior across repeated runs.
Formal de nitions of all evaluation metrics are provided in Appendix D.3.

3.1 Main Results

Table 2 presents the average pass rates and average score across evaluated LLMs, across 9 distinct
engineering design areas. The average score demonstrates a strong correlation with the pass rate,
which we provided the detailed results in Appendix D.4. We make the following key observations.

ENGDESIGN presents a highly challenging benchmark, with even the best-performing models
achieving only modest pass rateAs shown in Table 2, no model surpasses a 35% overall pass rate.
The top-performing model, 03, achieves 34.38%, while widely-used chat models such as GPT-40
and Gemini-2.0-Flash attain around 15%. Analog IC design tasks stands as the most dif cult ones
where all the models got 0% pass rate. These results highlight the dif culty of the benchmark, which
stems from its requirements for domain-speci ¢ expertise, multi-step reasoning, and design trade-off
considerations, capabilities that go beyond the strengths of current LLMs.

Reasoning models outperform general-purpose chat model$lodels designed with enhanced
reasoning capabilities, including 03, 04-mini, and DeepSeek-R1, consistently outperform general-
purpose chat models across most engineering domains. However, this trend does not hold for Claude



Figure 4: Reasoning robustness distribution of evaluated LLMSNGIESIGN.

models, where both Claude-3.7-Sonnet and Claude-3.7-Thinking exhibit similar pass rates despite
their differences in reasoning emphasis.

Reasoning Models are more robust in generalFigure 4 shows the reasoning robustness of all
evaluated models. Reasoning-focused models such as 01, 03, and o4-mini-high achieve the highest
robustness scores (0.62, 0.61, and 0.57, respectively), indicating strong consistency across repeated
trials on tasks they are capable of solving. In contrast, chat-oriented models like Gemini-2.0- ash and
DeepSeek-v3 exhibit substantially lower robustness (0.20 and 0.35), re ecting less stable reasoning
behavior. Notably, the gap in reasoning robustness between top-performing reasoning models and
weaker chat models is more pronounced than in average pass rate as shown in Table 2—up to a
3 performance difference in robustness compared2o difference in pass rate. This highlights
robustness as a distinguishing strength of reasoning models.

Token Consumption Reasoning models require substantially more compute due to longer inference
time. We analyze the number of completion tokens generated across different models. As shown
in Figure 5, the reasoning model (01) produces signi cantly more tokens than the non-reasoning
model (GPT-40) to achieve performance gains. Optimizing the latency—performance trade-off will be
essential for making future models more accessible and deployable in real-world engineering design
scenarios. Additional results are provided in Appendix D.5.

Figure 5: Average token consumption of evaluated LLMs OIGEESIGN.

3.2 lterative Design

To emulate the work ow of human engineers, we implement an iterative design protocol that allows
LLMs to re ne their solutions based on feedback from previous attempts. In our implementation, the
LLM is provided with its previous design output along with corresponding evaluation results, such
as scores, performance metrics, and diagnostic logs, and is then prompted to generate an improved
design in the subsequent iteration. The prompt we used for iterative design is presented in Figure 6.



Figure 6:Left: LLM prompt for iterative designRight: Average pass rate across iterations, showing
how performance evolves with feedback-driven updates.

As shown in Figure 6, model performance consistently improves with additional iterations. Notably,
03 achieves almost a 60% pass rate after ten iteratiddewever, we also observed that iterative
design does not help in all cases. For example, in Analog IC design tasks, models still fail to meet the
requirements even after ten iterations.

3.3 Failure Analysis

To better understand the limitations of LLMs in engineering design tasks, we de ne ve primary
error categories observed iNEDESIGN:

1. Domain Knowledge Error (DKE). The model lacks essential engineering knowledge
required to interpret or solve the task correctly.

2. Constraint Violation Error (CVE). The model generates designs that violate explicitly
stated constraints, such as structural limits, performance bounds, or budgetary requirements.

3. Prior Knowledge Overreliance (PKO). The model applies memorized patterns or text-
book solutions without adapting them to the speci ¢ requirements of the task, resulting in
suboptimal or invalid outputs.

4. Hallucination (HAL). The model fabricates content, such as equations, parameters, or
designs, that is unsupported by the task description or domain knowledge.

5. Computation Error (CE). The model performs arithmetic or symbolic computations
incorrectly despite correct methodological reasoning.

6. Others. Residual errors that do not t the above categories

Table 3: Error types statistics for three representative models.
Model | DKE CVE PKO HAL COM Others
o4-mini 33.3% 252% 18.8% 12.6% 9.0% 0.9%

Gemini-2.5-Pro 31.9% 31.9% 159% 12.4% 6.2% 1.7%
Claude-3.7-Sonnet 30.7% 36.0% 10.5% 13.2% 7.0% 2.6%

We analyzed the responses of three representative models (04-mini, Gemini-2.5-Pro, and Claude-3.7-
Sonnet) orENGDESIGN tasks where they failed evaluation, and manually annotated each failure
with its corresponding error types. The results are summarized in Table 3. Given the complexity of
engineering design problems, many responses exhibited multiple failure modes; we therefore allowed
multi-label annotations per task.

2Due to time and resource constraints, the iterative design protocol was applied to a selected subset (71 tasks)
of ENGDESIGNtasks using four representative models: GPT-40, 01, 03, and o4-mini. As a result, reported pass
rates in the iterative experiments are slightly lower than the ones report in Table 2. Nonetheless, this subset
demonstrates the effectiveness of feedback-driven re nement and highlights the potential of LLMs to improve
design quality through iterative design.



Our analysis yields several key observations

1. Dominant failure modes: Insuf cient domain knowledge and constraint violations together
account for roughly 55-67% of all failures. This indicates that LLMs frequently struggle to apply
domain-speci ¢ principles, satisfy task constraints, and generalize beyond memorized patterns.

2. Second-tier issuesOver-reliance on prior knowledge and hallucinations contribute 25-30%,
suggesting that incorrect reuse or misapplication of known facts remains a signi cant challenge.

3. Low arithmetic fragility: Pure computational errors are rare9@o), implying that numerical
reasoning is not the primary bottleneck for current frontier models.

4 Related Work

Large Language Models. Advances in large language models (LLMs) have been propelled by
scaling, instruction tuning, and improved reasoning. Frontier models such as GPT-3 and GPT-
4 [Brown et al., 2020, Achiam et al., 2023], Claude [Anthropic, a], Gemini [Team et al., 2023], and
DeepSeek [Liu et al., 2024a] exhibit broad general capabilities. Recent work enhances reasoning
through architectural and prompting innovations, including Chain-of-Thought [Wei et al., 2022] and
least-to-most prompting [Zhou et al., 2022]. These developments have led to reasoning-oriented
models such as OpenAl's o-series [OpenAl], Claude-Thinking [Anthropic, b], Gemini 2.5 Pro [Google
DeepMind], and DeepSeek-R1 [Guo et al., 2025]. Yet, their effectiveness in domain-speci ¢ contexts,
particularly engineering design, remains largely unexploE2dsDESIGN lIs this gap by evaluating

LLMs within realistic, simulation-based engineering work ows.

General Purpose Benchmarks for LLMs. A variety of benchmarks assess LLM reasoning and
problem-solving capabilities. MMLU [Hendrycks et al., 2020] and MMLU-Pro [Wang et al., 2024b]
evaluate broad subject knowledge, while GAIA [Mialon et al., 2023] and HLE [Phan et al., 2025] test
long-context and high-dif culty reasoning. HumanEval [Chen et al., 2021] measures code generation
accuracy, GPQA [Rein et al., 2024] targets graduate-level science, and GSM8k [Cobbe et al., 2021]
focuses on arithmetic reasoning. Recent work such as DynaMath [Zou et al., 2024] evaluates VLMs'
mathematical reasoning robustness.

LLMs in Engineering Domains. Recent studies have started to explore the applicability of LLMs

to engineering contexts. For example, [Syed et al., 2024, Kevian et al., 2024, Guo and Zhao, 2025,
Xu et al., 2025, Xiong et al., 2025, Eslaminia et al., 2024, Ogo and Koga, 2024] evaluate LLMs
across engineering sub elds using curated QA datasets. However, these efforts only focuses one
speci c domain or largely focus on factual recall rather than generative design capabilities. Several
domain-speci ¢ studies examine LLM-assisted design work ows. For example, ControlAgent [Guo

et al., 2024] integrates control theory solvers for automated controller design, while AnalogCoder [Lai
et al., 2024] and SPICED [Chaudhuri et al., 2024] target analog circuit and SoC design using prompt
engineering and retrieval-based techniques. Retrieval-augmented and programmatic strategies have
also been explored to enhance LLM performance [Ghosh and Team, 2024, Alsager et al., 2024].
Other studies examine LLMs in mechanical design [Lu et al., 2024], cross-domain creativity [Jia
et al., 2024], and computational engineering [Hamann et al., 2024, Xu et al., 2024, Majumder et al.,
2024, Makatura et al., 2023]. Compared to prior wdEkiGDESIGN spans multiple engineering
domains and introduces a novel evaluation framework that combines generative outputs from LLMs
with simulation-based evaluation to assess performance in realistic design settings.

5 Conclusion

In this work, we introduce@NGDESIGN, a comprehensive benchmark for rigorously evaluating large
language models (LLMSs) in realistic, multi-domain engineering design scenaneDESIGN em-
phasizes end-to-end design synthesis, constraint satisfaction, and simulation-based validation across
diverse engineering disciplines. Our results show EhtDESIGN poses substantial challenges: even

the most capable frontier models achieve only modest performance. We ersisiiPESIGN as a
foundation for future research at the intersection of language, reasoning, and engineering intelligence.
By providing a standardized and reproducible evaluation testbed, we hope to accelerate progress
toward the long-term goal of developing general-purpose Al engineers.

3Additional failure cases and qualitative analyses are provided in Appendix E.
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NeurlPS Paper Checklist

The checklist is designed to encourage best practices for responsible machine learning research,
addressing issues of reproducibility, transparency, research ethics, and societal impact. Do not remove
the checklist.The papers not including the checklist will be desk rejectedThe checklist should

follow the references and follow the (optional) supplemental material. The checklist does NOT count
towards the page limit.

Please read the checklist guidelines carefully for information on how to answer these questions. For
each question in the checklist:

* You should answer [Yes], , or [NA] .

« [NA] means either that the question is Not Applicable for that particular paper or the
relevant information is Not Available.

* Please provide a short (1-2 sentence) justi cation right after your answer (even for NA).

The checklist answers are an integral part of your paper submissionThey are visible to the
reviewers, area chairs, senior area chairs, and ethics reviewers. You will be asked to also include it
(after eventual revisions) with the nal version of your paper, and its nal version will be published
with the paper.

The reviewers of your paper will be asked to use the checklist as one of the factors in their evaluation.
While "[Yes] " is generally preferable to " ", itis perfectly acceptable to answer " " provided a
proper justi cation is given (e.g., "error bars are not reported because it would be too computationally
expensive" or "we were unable to nd the license for the dataset we used"). In general, answering

" "or "[NA] " is not grounds for rejection. While the questions are phrased in a binary way, we
acknowledge that the true answer is often more nuanced, so please just use your best judgment and
write a justi cation to elaborate. All supporting evidence can appear either in the main paper or the
supplemental material, provided in appendix. If you answer [Yes] to a question, in the justi cation
please point to the section(s) where related material for the question can be found.

IMPORTANT, please:

« Delete this instruction block, but keep the section heading “NeurlPS Paper Checklist"
» Keep the checklist subsection headings, questions/answers and guidelines below.
» Do not modify the questions and only use the provided macros for your answers

1. Claims

Question: Do the main claims made in the abstract and introduction accurately re ect the
paper's contributions and scope?

Answer: [Yes]

Justi cation: We introducedENGDESIGN benchmark in this work to benchmark the engi-
neering design capabilities of current LLMs. The dataset details have been discussed in
Section 2, and our experimental results are included in Section 3.

Guidelines:
» The answer NA means that the abstract and introduction do not include the claims
made in the paper.

» The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

» The claims made should match theoretical and experimental results, and re ect how
much the results can be expected to generalize to other settings.

* Itis ne to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
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Justi cation: We have discussed the limitations of our work in Appendix A.
Guidelines:

» The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

The authors are encouraged to create a separate "Limitations" section in their paper.

The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-speci cation, asymptotic approximations only holding locally). The authors
should re ect on how these assumptions might be violated in practice and what the
implications would be.

» The authors should re ect on the scope of the claims made, e.qg., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

The authors should re ect on the factors that in uence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

» The authors should discuss the computational ef ciency of the proposed algorithms
and how they scale with dataset size.

« If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

» While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren't acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be speci cally instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [NA]
Justi cation: Our paper does not include theoretical results.
Guidelines:

» The answer NA means that the paper does not include theoretical results.

All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

All assumptions should be clearly stated or referenced in the statement of any theorems.

The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

« Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

» Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justi cation: We have open-sourced our dataset and evaluation pipeline to reproduce our
work.

Guidelines:
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» The answer NA means that the paper does not include experiments.

If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken

to make their results reproducible or veri able.

» Depending on the contribution, reproducibility can be accomplished in various ways.

For example, if the contribution is a novel architecture, describing the architecture fully

might suf ce, or if the contribution is a speci ¢ model and empirical evaluation, it may

be necessary to either make it possible for others to replicate the model with the same

dataset, or provide access to the model. In general. releasing code and data is often

one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurlPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with suf cient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justi cation: We have provided open access to the benchmark data including all the task
prompt, domains, and topics. In addition, we have provided a github repo contains all the
evaluations logs and evaluation pipeline for each tasknof[BESIGN.

Guidelines:

» The answer NA means that paper does not include experiments requiring code.

» Please see the NeurlPS code and data submission guidelies/(nips.cc/
public/guides/CodeSubmissionPolicy ) for more detalils.

» While we encourage the release of code and data, we understand that this might not be
possible, so “N0” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

 The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurlPS code and data submission guideijres (
/Inips.cc/public/guides/CodeSubmissionPolicy ) for more details.

» The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

» The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.
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« At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

 Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.
6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyper-

parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]
Justi cation: We can explained our experimental setup in detail in Appendix D.1.
Guidelines:

» The answer NA means that the paper does not include experiments.

» The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

 The full details can be provided either with the code, in appendix, or as supplemental
material.
7. Experiment statistical signi cance

Question: Does the paper report error bars suitably and correctly de ned or other appropriate
information about the statistical signi cance of the experiments?

Answer: [Yes]

Justi cation: We report error bars in Table 11 and Table 12, which presents the detailed
evaluation results. Speci cally, during evaluation, we ran each task three independent trials
to compute the mean and standard deviation results.

Guidelines:

» The answer NA means that the paper does not include experiments.

» The authors should answer "Yes" if the results are accompanied by error bars, con -
dence intervals, or statistical signi cance tests, at least for the experiments that support
the main claims of the paper.

 The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

« The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

» The assumptions made should be given (e.g., Normally distributed errors).

« |t should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% Cl, if the hypothesis
of Normality of errors is not veri ed.

« For asymmetric distributions, the authors should be careful not to show in tables or
gures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

« If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding gures or tables in the text.

8. Experiments compute resources

Question: For each experiment, does the paper provide suf cient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]
Justi cation: We have discussed the required compute resources in Appendix D.1.
Guidelines:
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» The answer NA means that the paper does not include experiments.

» The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

» The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

» The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn't make it into the paper).

9. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurlPS Code of Ethicsttps://neurips.cc/public/EthicsGuidelines ?

Answer: [Yes]

Justi cation: This work adheres to the NeurlPS Code of Ethics. All experiments were
conducted responsibly, without harm to individuals or groups, and without the use of
sensitive or personally identi able data. We also carefully considered the potential societal
impact of our methods and reported both the limitations and potential risks in the paper.

Guidelines:

* The answer NA means that the authors have not reviewed the NeurlPS Code of Ethics.

« If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

« The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

10. Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]
Justi cation: We have discussed the broader impacts of our work in Appendix A.
Guidelines:

» The answer NA means that there is no societal impact of the work performed.

« If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

« Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake pro les, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact speci ¢
groups), privacy considerations, and security considerations.

» The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

» The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the ef ciency and accessibility of ML).

11. Safeguards
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12.

13.

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.qg., pretrained language models,
image generators, or scraped datasets)?

Answer: [NA]

Justi cation: Our work does not involve the release of any pretrained models, generative
systems, or large-scale scraped datasets that would present a high risk of mBisBeE-

SIGN is a benchmark comprising structured engineering design tasks, and all associated
data is manually curated and domain-speci c. It is intended solely for the evaluation of
model capabilities in engineering design and does not raise the same risks associated with
general-purpose generative models or un Itered data releases.

Guidelines:

» The answer NA means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety lters.

» Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

» We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justi cation: Tasks inENGDESIGN are curated by individual task contributors, and the
corresponding references are cited properly (see Table 15).

Guidelines:

» The answer NA means that the paper does not use existing assets.

» The authors should cite the original paper that produced the code package or dataset.

» The authors should state which version of the asset is used and, if possible, include a
URL.

» The name of the license (e.g., CC-BY 4.0) should be included for each asset.

» For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

« If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datagetserswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

« If this information is not available online, the authors are encouraged to reach out to
the asset's creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justi cation: The paper introduces a new benchm&ksDESIGN, which includes a suite

of engineering design tasks along with structured evaluation scripts. Each task is docu-
mented with a clear task description, LLM response instruction, and evaluation codebase.
Additionally, we provide metadata and instructions for running evaluations, reproducibility
guidelines, and license information alongside the released assets. The assets are shared
through publicly accessible repositories to support transparent and reproducible research.
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Guidelines:

» The answer NA means that the paper does not release new assets.

» Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip le.

14. Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [NA]
Justi cation: Our study does not involve crowdsourcing nor research with human subjects.
Guidelines:

» The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

« Including this information in the supplemental material is ne, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

 According to the NeurlPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [NA]
Justi cation: Our study does not involve crowdsourcing nor research with human subjects.

Guidelines:

» The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

» Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

» We recognize that the procedures for this may vary signi cantly between institutions
and locations, and we expect authors to adhere to the NeurlPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scienti ¢ rigorousness, or originality of the research, declaration is not required.

Answer: [NA]

Justi cation: The core development BNGDESIGNin this work does not involve LLMs as
any important, original, or non-standard components.

Guidelines:
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» The answer NA means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

» Please refer to our LLM policyn{tps://neurips.cc/Conferences/2025/LLM )
for what should or should not be described.
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A Limitations and Broader Impact

Limitations

While ENGDESIGN provides a comprehensive benchmark for evaluating LLMs in engineering design
tasks, some limitations remain:

1. ENGDESIGN currently covers 9 engineering design domains. Although these are diverse
and representative, the benchmark does not yet encompass the full breadth of engineering
disciplines or sub elds.

2. Our evaluation includes a selection of widely used and high-performing LLMs. However, it
is not exhaustive. Many emerging or smaller-scale models are not included in our evaluation.

3. We employ thanstructor  framework to enforce structured output from LLMs. While
this tool has shown reliable performance throughout our evaluations, there are instances
where LLMs fail to adhere to the expected output format.ifstructor  is still under
active development, future improvements will be necessary to further enhance its robustness
and compatibility across models.

Broader Impact

This work aims to advance our understanding of how LLMs perform in complex, real-world engi-
neering design scenarios. However, we highlight the following considerations:

* Not a replacement for human engineers.Our benchmark is intended to assess LLM
capabilities, not to replace the expertise and judgment of professional engineers. Engineering
design involves safety-critical decision-making, physical prototyping, and domain-speci ¢
knowledge that current LLMs cannot fully replicate.

» Supporting real-world design work ows. We hope that LLMs, when properly evaluated
and deployed, can assist engineers by automating routine tasks, enhancing ideation, and
accelerating early-stage design processes—particularly in settings with limited access to
expert resources.

» Need for rigorous safety checksAny LLM-generated design, particularly those intended
for deployment in safety-critical domains such as aerospace, biomedical devices, civil infras-
tructure, or autonomous systems, must undergo thorough validation and safety assessment
by quali ed human experts before real-world application.

« Ethical use and accessibilityCare must be taken to ensure that advances in Al-assisted
engineering design bene t a broad and diverse community. Efforts should be made to avoid
misuse, bias ampli cation, or overreliance on unveri ed outputs.

B More on Related Work

Recent years have seen a surge of domain-speci ¢ engineering benchmarks that evaluate Al systems
on isolated reasoning or coding sub-tasks. However, most existing efforts fall short of assessing
end-to-end design capability, that is, the ability to synthesize, implement, and validate complete
engineering systems under realistic constraints. Below, we review representative benchmarks across
key engineering domains and highlight how EngDesign differs by emphasizing holistic design and
simulation-based validation.

Operating Systems OSVBench [Li et al., 2025a] focuses on the speci cation and veri cation

of simpli ed operating system components using formal methods. While it advances progress in
formal veri cation, its tasks are limited to checking correctness of given code fragments. In contrast,
ENGDESIGN-OStasks require participants to design and simulate new operating system subsystems
(e.g., schedulers, memory allocators), moving beyond static speci cation toward dynamic design.

Computer Architecture  Benchmarks such as FIXME [Wan et al., 2025] and ChatCPU [Wang et al.,

2024a] center on verifying or patching existing CPU components through code reasoning. These
tasks measure correctness and local optimizaEwGDESIGN-ARCH, by comparison, tasks models
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with designing and optimizing new micro-architectures and quantitatively validates performance
through simulation, bridging reasoning and generative design.

Control Systems Design ControlBench [Kevian et al., 2024] and ControlEval [Guo et al., 2024]
examine language models' ability to answer control-theoretic questions or tune simple PID controllers.
These benchmarks remain largely static, focusing on analytical understanding rather than synthesis.
ENGDESIGN-CTRL extends the scope to diverse control system design problems, including state-
feedback, robust control, and optimal control, and evaluates designs via dynamic simulations.

Mechanical Design Prior mechanical design studies, such as MechAgents [Ni and Buehler, 2024]
developed a set of Al agents can solve speci ed elasticity problem, which focuses on one type of
problems.ENGDESIGN-MECH introduces multiple mechanism design tasks with physics-based
simulation and objective trade-offs, providing a consistent evaluation framework across mechanical
systems.

Structural Engineering Benchmarks like AEC-bench [Liang et al., 2025] that integrate a bench-
mark for architecture, engineering, and construction eld domain questions and DrafterBench [Li
et al., 2025b] that focuses on evaluting LLMs on technical drawing revision all focuses on speicify
guestion and answer evaluation scenaliRGDESIGN-STRU instead requires sizing new structures
under material and load trade-offs, capturing the creative reasoning central to structural design.

Digital Hardware Design VerilogEval [Liu et al., 2023] focuses on writing and verifying RTL code
shippets. These benchmarks measure correctness at the snippet level but not full design integration. In
contrast ENGDESIGN-DHD targets complete module-level design with explicit trade-offs between
latency, area, and power—mirroring real-world hardware co-design challenges.

Analog and Integrated Circuit Design Recent efforts such as AnalogCoder [Lai et al., 2025a]
and AnalogCoder-Pro [Lai et al., 2025b] focuses on agent design on IC desigh domains. EngDesign-
AICD advances this direction by provide a evaluation testbed and validates models' performance
through SPICE-like simulation.

Robotics Benchmarks such as [Goebel and Zips, 2025, Yin et al., 2024] target high-level reasoning,
perception, or planning. These are complementary but orthogonal to engineering design, as they
do not involve building controllers or physical systenESNGDESIGN-ROBO bridges this gap by
coupling low-level control design with physics simulation, assessing dynamic feasibility and safety
in robotic mechanisms.

Signal Processing SensorBench [Quan et al., 2025] focuses on sensor data. They emphasize data
understanding, but not system-level desifiNGDESIGN-SIGP introduces tasks involving Iter
design, sensor con guration, and system-level optimization, encompassing a broader range of design
decisions.

Across these domainENGDESIGN distinguishes itself by requiring end-to-end design reasoning,
cross-disciplinary synthesis, and simulation-based validation. Whereas prior benchmarks evaluate
correctness or reasoning on partial tasks, EngDesign systematically measures an Al model's ability
to conceptualize, implement, and verify complex engineered systems—an essential step toward
assessing the real-world utility of intelligent design agents.

C More on ENGDESIGN

C.1 Prompt Token Length Comparison

Table 4 reports the average number of tokens in the input prompts for various benchmarks, measured
using theo200k_base tokenizer. NotablyENGDESIGN exhibits signi cantly longer prompts
(averaging 778.71 tokens) compared to other popular QA-style benchmarks such as-RidLU
(61.76), HLE (250.03), and GSM8K (58.46). This re ects the greater contextual and structural
complexity involved in realistic engineering design tasks, which often require extensive problem
descriptions and domain-speci ¢ constraints.
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Table 4: Average token counts across different benchmarks usi@€@@k basetokenizer.
Benchmark MMLU-Pro HLE  SuperGPQA DynaMATH GSM8K EngDesign

Average Token # 61.76 250.03 57.89 27.83 58.46 778.71

C.2 More on construction of ENGDESIGN

As described in Section 2.3, the developmenEnGDESIGN follows a rigorous multi-stage process,
including initial task design and two rounds of review to ensure task quality and relevance. During
the initial stage, over 40 task contributors submitted a total of 186 task proposals. Following thorough
evaluation and revision across the two review phases, 101 tasks were accepted for inclusion in
ENGDESIGN, while the remaining 85 were discarded due to various issues such as insuf cient clarity,
infeasibility, or misalignment with the benchmark's design-oriented goals.

C.3 Word Clouds of ENGDESIGN

Figure 7 and Figure 8 present the word clouds of the most frequently occurring terms across all
prompts and within each domain, respectively. These visualizations underscore the benchmark's
emphasis on design-speci ¢ vocabulary and highlight the diversity of engineering contexts it encom-
passes.

Figure 7: Word Cloud of the overallNE©sDESIGN Prompts.

D More on Evaluation

Figure 9 illustrates the benchmarking pipeline for evaluating LLMs on engineering design tasks. In
this section, we provide more details on the evalutionsEBESIGN.

D.1 Detailed Experimental Setup

We use the default con guration for each LLM during evaluation. Table 5 provides detailed informa-
tion on the model names, setup parameters, and special con gurations used for each model.

All evaluations in this work were conducted via APl access to proprietary LLMs (e.g., OpenAl,
Anthropic, Google, and DeepSeek). As a result, the computational burden on our end was minimal,
with no need for local GPU infrastructure. The primary cost was associated with inference-time API
usage, which varies depending on the model types and token numbers. Since we did not perform
model training or ne-tuning, the overall computational footprint of our study remains low.
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(a) Analog integrated circuit design. (b) Control Design (c) Robotics

(d) Structure Design (e) Signal Processing () Mechanical Systems

(9) Digital Hardware Design (h) Operating System Design (i) Computer Architecture Design

Figure 8: Word clouds of EGDESIGNfor each engineering domain.
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