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Evidence Page: 

"text1": [ "All of the respondents are
used ................................" ]

"text2": [ "The various age groups
have been collapsed into fourbroad
ag................."    ]

"text3": [ "The table below shows
the percentage of menand women
as per the census of 20 ll and the
sample for each of the three
waves"   ]

"text4": [ "While for single response
questions, the total percentage
............................" ]

"text5": [ "The margin of error was 
the most.........................."]
........

"text12": [ "The table provides a
breakdown of a population ....."]
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["table","figure","Text"]
"Inferential"

Q : "How many female respondents in wave III
never listen to the radio in recent half year?"

Short Answer: 
Modality_Type: 
Question_type: 

Gold Quotes: 
Text Quotes: 
Image Quotes: 

["text3","image2","image3","image5"]
["text1"......."text12"]
["image1"......."image8"]

The question requires determining the number of female respondents in
Wave III who never listened to the radio in the recent half year. To find
this, we need to analyze the relevant data from the provided figures.
From Figure 1, we know that Wave III has a sample size of 4,021.

 Figure 2 shows that females make up 49.8% of the sample in September
2014. Therefore, the number of female respondents in Wave III [3 ] is:
Number of female respondents = 4,021 * 0.498 = 2,001 

Figure 3 provides the distribution of radio listening habits and indicates
that 55.7% of female respondents never listened to the radio.

Therefore, the number of female respondents who never listened to the
radio is:  Number of females who never listened = 2,001 * 0.557 = 1,115

Gold/Noisy Quotes Multimodal Interleaved Answer
Figure 1: MMDocRAG annotations: QA pair, noisy multimodal quotes, and multimodal answer.

Abstract

Document Visual Question Answering (DocVQA) faces dual challenges in pro-
cessing lengthy multimodal documents (text, images, tables) and performing cross-
modal reasoning. Current document retrieval-augmented generation (DocRAG)
methods remain limited by their text-centric approaches, frequently missing crit-
ical visual information. The field also lacks robust benchmarks for assessing
multimodal evidence selection and integration. We introduce MMDocRAG, a com-
prehensive benchmark featuring 4,055 expert-annotated QA pairs with multi-page,
cross-modal evidence chains. Our framework introduces innovative metrics for
evaluating multimodal quote selection and enables answers that interleave text with
relevant visual elements. Through large-scale experiments with 60 VLM/LLM
models and 14 retrieval systems, we identify persistent challenges in multimodal
evidence retrieval, selection, and integration. Key findings reveal advanced propri-
etary LVMs show superior performance than open-sourced alternatives. Also, they
show moderate advantages using multimodal inputs over text-only inputs, while
open-source alternatives show significant performance degradation. Notably, fine-
tuned VLM/LLMs achieve substantial improvements for multimodal generation.
MMDocRAG establishes a rigorous testing ground and provides actionable insights
for developing more robust multimodal DocVQA systems. Our benchmark and
code are available at https://mmdocrag.github.io/MMDocRAG/.

1 Introduction
DocVQA [49] focuses on visual question answering over documents with rich multimodal content.
Multimodal documents (e.g., financial reports, technical manuals, and medical records) present
significant challenges for DocVQA: (i) they are typically lengthy [18], complicating the identification
of key evidence, and (ii) they require complex reasoning across various modalities, including images,
tables, charts, and layout structures. Thus, recent studies [9, 10, 20, 30, 67] have adopted document
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Retrieved Docs

AIGC text: hallucinated, no visual aid
Donald Trump -The 45&46th President of USA…
Melania Trump - Donald Trump’s second wife…
Barron Trump -  Donald Trump's youngest children..
Donald Trump Jr. - Trump's eldest child with Ivana…
Ivanka Trump - Trump's second child with Ivana…
Eric Trump - Trump’s first child Marla Maples...
Tiffany Trump - Trump's second child with Marla Maples...

AIGC image: hallucinated, no explanation

Introduce me about Trump family?
Multimodal RAG: reliable, traceable,
visualizations, and explanations
Donald Trump - The 45&47th President of USA…
Melania Trump - Donald Trump's third wife…
Barron Trump -  Donald Trump's youngest children..
Donald Trump Jr. - Trump's eldest child with Ivana…
Ivanka Trump - Trump's second child with Ivana…
Eric Trump - Trump's third child with Ivana…
Tiffany Trump - Trump‘s only child w/ Marla Maples...

From left to right: Donald, Melania, Donald Jr.,
Barron, Ivanka, Eric, and Tiffany Trump

Figure 2: Comparison of different QA paradigms: text-only, image-only, and interleaved text-image.

Benchmarks Document Question Evi. Loc. Answer Evaluation Metric
Domain #Pages #Num Expert Page Quote Type Evi Loc. Evi Sel. Ans.

MP-DocVQA [76] Industrial 8,3 46k 7 3 7 TXT 7 7 3
DUDE [38] Multiple 5.7 24k 7 3 3 TXT 7 7 3
SlideVQA [72] Slides 20.0 14.5k 7 3 7 TXT 7 7 3
PDF-MVQA [15] Biomedical 9.6 260k 7 3 3 TXT 3 7 3
MMLongBench-Doc [47] Multiple 47.5 1,082 3 3 7 TXT 7 7 3
DocBench [92] Multiple 66.0 1,102 3 7 7 TXT 7 7 3
M3DocVQA [10] Wikipedia 12.2 2,441 3 3 7 TXT 3 7 3
M-Longdoc [9] Multiplie 210.8 851 3 3 7 TXT 3 7 3
MMDocIR [19] Multiple 65.1 1,658 3 3 3 TXT 3 7 7
MuRAR [91] Webpage - 300 3 7 7 TXT/TAB/I/V 7 7 3
M2RAG [48] Webpage - 200 3 7 7 TXT/I 7 7 3

MMDocRAG Multiple 67.0 4,055 3 3 3 TXT/C/TAB/I 3 3 3

Table 1: Comparison between MMDocRAG and existing DocVQA/DocRAG benchmarks.
TXT/C/TAB/I/V refers to pure text/chart/table/image/video, respectively. “Evi. Loc.” refer to
locating which pages and quotes contain evidence in the document. “Evi. Sel.” aims to select useful
evidence given a list of noisy multimodal pages or quotes (e.g., only 2 out of 20 quotes are relevant).

retrieval-augmented generation (DocRAG), which first retrieves relevant document pages and then
generates answers by selecting and composing supporting evidence. However, current DocRAG
systems show significant limitations, resulting in perspective narrowing, as highlighted in Table 1: 1.
Unimodal Bias: Generated answers frequently over-rely on plain text, neglecting valuable visual
information such as charts and tables. Prior work [48, 91] has shown that multimodal content
greatly enhances user understanding, supporting the notion that “a single image is worth a thousand
words”. However, current AIGC models struggle in generating informative visualizations from
scratch. Ideally, the multimodal evidence displayed in answer must be traceable and credible,
allowing users to verify supporting information as shown in Figure 2. 2. Evaluation Flaws: Existing
benchmarks [9, 19, 47] primarily assess the recall of retrieved quotes or the quality of textual answers.
There are no benchmarks for evaluating a model to (i) select relevant multimodal evidence from noisy
retrieved quotes or (ii) align and integrate multimodal content with text in a coherent and logical
manner. These gaps hinder the evaluation in complex multimodal RAG scenarios.

In response to these challenges, we propose MMDocRAG, a comprehensive multimodal document
question answering benchmark (x2), with an annotation exemplified in Figure 1. MMDocRAG consists
of 4,055 expert-annotated question-answer pairs, each accompanied by multimodal evidence chains
which may span multiple pages and modalities, including both text and image quotes. Evidence
is provided at multiple granularities, ranging from coarse-grained page-level screenshots to fine-
grained quotes extracted based on document layout. In addition to these annotations, MMDocRAG
introduces two novel evaluation features: (1) Quote Selection: We propose a practical evaluation
metric that measures a model’s ability to select and integrate relevant multimodal quotes. To increase
task difficulty, we include hard text and image negatives2 mixed with gold (relevant) quotes. (2)
Multimodal Output Paradigm: Our benchmark supports multimodal answers, allowing document
figures, infographics, charts, and tables to be interleaved within textual responses. This paradigm
enhances both the interpretability and cognitive effectiveness of generated answers.

2Hard negatives refer to quotes retrieved with high textual or visual similarity but irrelevant to the question.
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Figure 3: Four-stage Annotation Pipeline for MMDocRAG.

Utilizing MMDocRAG, we conduct comprehensive experiments on DocVQA/RAG tasks. Our study
includes 60 latest large models, among which 33 VLMs can handle multimodal (interleaved text and
image) inputs and 27 LLMs can only process text inputs. For multimodal tasks with LLMs, we either
extract text from images using OCR [71] tools (“OCR-text”) or use VLMs [55, 60] to generate detailed
image descriptions (“VLM-text”). We �x the number of input quotes to 15 or 20 for multimodal
generation. Experimental results (x4.3) highlight the complexities of multimodal DocRAG: the best
model, GPT4.1 [58], achieves an F1 score of only 70.2% for quote selection. For multimodal answer
quality, we assess �uency, citation quality, text-image coherence, reasoning, and factual accuracy,
with GPT4.1 achieving the highest scores. Overall, proprietary VLMs signi�cantly outperform open-
sourced VLMs and LLMs. Meanwhile, �ne-tuning Qwen2.5-instruct LLMs [65] (3–72B parameters),
Qwen2.5-VL-Instruct VLMs [3] (3&7B), and InternVL-3 VLMs [90] (8&9B) yields substantial
performance improvements. It is worthnoting that the advanced proprietary VLMs generally show
better performance using multimodal inputs over pure-text inputs, and the performance gap is modest.
In contrast, open-source or smaller proprietary VLMs show signi�cant performance boost using
pure-text inputs than multimodal inputs (x4.4). Notably, LLMs leveraging VLM-text signi�cantly
outperform those using OCR-text (x4.5). Additionally, we evaluate the retrieval performance of 6 text,
4 visual, and 4 hybrid retrievers, in both pure retrieval (x4.7) and end-to-end RAG (x4.8) mode. The
results further highlight the challenges of extracting relevant multimodal quotes from long documents.
In summary, our contributions are:

• We proposeMMDocRAGbenchmark (x2) for evaluating multimodal generation on DocVQA/RAG
tasks. Our dataset include over 4,000 QA pairs, diverse forms of evidence, a mixture of gold and
noisy quotes to enable nuanced quote selection, and answers with interleaved multimodal content.

• We conduct extensive evaluations (x4) on multimodal RAG, covering (i) retrieval performance on 6
text, 4 visual,4 hybrid retrievers, (ii) quote selection F1 and (iii) multimodal answer quality across
37 open-source and 23 proprietary models, and 9 models �netuned using MMDocRAG dev-set.

• Our results indicate that even state-of-the-art LLMs and VLMs struggle with multimodal integration,
while targeted �ne-tuning can signi�cantly improve model performance on these tasks.

2 MMDocRAG Benchmark

As exempli�ed in Figure 1,MMDocRAGcontains annotations: QA pair, page and quote evidence, noisy
quotes, and multimodal answer. The construction pipeline and statistics are in Figure 3 and Table 2.

2.1 Construction

Document Parsing and Evidence Selection. We utilize the document corpus from the MMDocIR
dataset [19], which consists of 313 documents spanning over 10 diverse domains. These documents
are suf�ciently long (averaging 65.1 pages) and provide rich multimodal coverage. We process
the documents with MinerU [77], which leverages LayoutLMv3 [32] to detect page layouts and
classify them as body text, titles, equations, �gures, tables, etc. Each identi�ed layout serves as
a content-aware chunk [17], or “quote”. Text quotes correspond to layouts such as equations or
paragraphs, and are stored in text format. For image quotes (e.g., tables or �gures), we extract text
using OCR [71] (“OCR-text”) and generate detailed descriptions using VLMs [55, 60] (“VLM-text”).
Consequently, each image quote is stored in three formats: original image, OCR-text, and VLM-text.
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Statistic Number

Documents 222
- Domain Types 10
- Avg./Med./Max. pages per doc 67 / 28 / 844
- Avg./Med./Max. words per doc 33k / 10k / 332k
- Avg./Med./Max. images per doc 63 / 31 / 663
- Avg./Med./Max. texts per doc 536 / 194 / 5k

Total Questions 4,055
- Development / Evaluation split 2,055 / 2,000
- Derived questions 820 (20.2%)
- Newly-annotated questions 3,235 (79.8%)

- Cross-page questions 2,107 (52.0%)
- Multi-image questions 1,590 (39.2%)
- Cross-modal questions 2,503 (61.7%)

(Question Type)
Comparative: 1,456 (35.9%)Analytical: 488 (12.0%)
Descriptive: 1,256 (31.0%)Inferential: 75 (1.8%)
Interpretative: 697 (17.2%)Others: 83 (2.0%)

(Evidence Modality)
Text - 2,457 (60.1%) Table - 2,677 (66.0%)
Figure - 1,004 (24.8%) Chart - 636 (15.9%)

All Selected Quotes (Text/Image) 48,618 / 32,071
- Gold Quotes (Text/Image) 4,640 / 6,349
- Noisy Quotes (Text/Image) 43,978 / 25,722

Avg./Med./Max words: question 21.9 / 20 / 73
Avg./Med./Max words: short ans 23.9 / 22 / 102
Avg./Med./Max words: multimodal ans 221.0 / 203 / 768
Avg./Med./Max number of gold quotes 2.7 / 2 / 12

Table 2: Overall Dataset Statistics.

(a) #Pages Per Doc. (b) #Words (in k) Per Doc.

(c) #Image Quotes Per Doc.(d) #Text Quotes Per Doc.

Figure 4: Document Distribution.

(a) Distribution of #words/quote (b) #words/quote

Figure 5: Length Distribution: OCR/VLM-text.

After indexing all documents, we carefully select pages with rich multimodal and text information.
This process yields 2,373 high-quality pages, forming the basis for subsequent annotation.

Multimodal Answer Generation: Existing QA Pairs. We review 1,658 QA pairs from the
MMDocIR dataset [19] and select questions suitable for multimodal answer generation. Speci�cally,
we identify 943 questions that can be answered using interleaved text, �gures, tables, infographics, or
charts as supporting evidence. These questions, along with their textual answers and evidence, are
used as input to GPT-4o [55] to generate draft multimodal answers. We further re�ne the outputs
by (i) discarding QA pairs lacking visual content, (ii) removing overly simple questions, and (iii)
revising the positioning, formatting, and coherence of the multimodal content. This process results in
821 QA pairs with multimodal answers that effectively interleave text and multimodal information.

Multimodal Answer Generation: New QA Pairs. The process for generating multimodal answers
for new QA pairs is similar to that of existing QA pairs, with the key distinction that VLMs
autonomously generate both the questions and textual answers based on provided evidence. We
de�ne eight question types: descriptive, comparative, procedural, interpretative, causal, analytical,
inferential, and application-based. To create challenging questions, we use either single or multiple
document pages as input during annotation. This results in a new dataset of 1,719 single-page and
1,630 multi-page questions, each paired with corresponding multimodal answers.

Gold Quotes Citation. To reduce hallucination and improve answer traceability and credibility,
we explicitly cite gold quotes in the generated answers. Image quotes are cited using the format
“ ![](imagej ) ”, while text quotes are cited as “[i] ”. Since images are already explicitly referenced in
the multimodal answers, we focus on accurately citing text quotes in this step. For each QA pair, we
use a dense retriever to identify the top 20 most relevant text quotes. These candidates are provided to
an LLM, which selects the most contextually relevant evidence and inserts the citations at appropriate
positions. Expert evaluators assess citation quality by verifying that the selected quotes genuinely
support the answer, and ensuring the insertion positions coherently re�ect the cited evidence. As a
result, we revise 2,457 multimodal answers, with a total of 4,641 text quotes cited.

Negative Quotes Augmentation. To increase task dif�culty, we augment the context with hard
negative text and image quotes mixed with gold (relevant) quotes. Hard negatives are irrelevant
quotes that exhibit high textual or visual similarity to the question or answer. This augmentation
aims to assess the model's ability to distinguish relevant information from confounding distractors.
Speci�cally, we select hard negatives from the top 20 relevant quotes retrieved, based on either the
question or answer. For each question, we generate two versions of the candidate set: (i) 15 quotes
(5 images and 10 texts) and (ii) 20 quotes (8 images and 12 texts). Each quote is annotated with its
layout and page identi�er, allowing precise traceability to its origin within the document corpus.
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2.2 Dataset Analysis

The main statistics ofMMDocRAGare summarized in Table 2. In total, our benchmark contains 4,055
questions, each paired with image-text interleaved answers and augmented with supporting evidence.
We split the total of 4,055 questions into 2,055 / 2,000 for model development and evaluation. The
questions are based on 222 lengthy documents spanning 10 different types, with an average length
of 67 pages and approximately 33k words per document. Detailed distributions of the documents are
shown in Figure 4. For question characteristics, there are 2,107 cross-page questions (requiring
evidence from 2+ pages), 1,590 multi-image questions (involving 2+ image quotes), and 2,503
cross-modal questions (requiring multiple evidence modalities). All questions are categorized into
one of eight prede�ned types. Regarding quotes, the dataset includes 48,618 text quotes (of which
4,640 are gold) and 32,071 image quotes (with 6,349 gold quotes). On average, each question is
associated with 2.7 gold quotes out of 15/20 candidates, resulting in only 18.0/13.5% relevant quotes.
Figure 5. Notably, VLM-text is signi�cantly longer and more detailed than OCR-text. For answer
length, the short answer contains an average of 23.9 tokens, whereas the multimodal answer averages
221.0 tokens. Additional annotation examples can be found in Appendix D.

2.3 Quality Assurance

To ensure the quality ofMMDocRAG, we employ a rigorous quality assurance process that combines
semi-automated validation of draft annotations with manual cross-validation of �nal annotations.
Semi-automated Validation of Draft Annotation. For document page selection, layout detection
models automatically identify pages rich in multimodal content, which are then reviewed by expert
annotators; 74.3% of these pages are retained. For quote integration and multimodal answer genera-
tion, we leverage (i) VLMs to select and insert relevant visual content coherently, and (ii) LLMs to
check the accuracy and coherence of integrated text. Answers that fail validation are regenerated,
with a maximum of three attempts. The �ltered answers and gold quotes undergo further expert
validation, resulting in a retention of 90.2% of answers and 93.5% of gold quotes.
Manual Cross-validation of Final Annotation. We divide the draft annotations into two parts of
approximately 2,300 QA pairs each, with 500 overlapping pairs serving as validation checkpoints.
Two annotation groups are assigned to revise separate parts, while both annotate the overlapping
set for quality comparison. Each group's answers are measured against the other's as ground truth,
enabling mutual validation. This cross-evaluation allows us to assess consistency in quote selection
and answer quality, and to identify discrepancies for further re�nement. For quote selection, Groups
A and B achieved F1 scores of 89.7 and 91.4, respectively. For answer quality, average scores were
4.23 for Group A and 4.17 for Group B (see Section 4.1 for details on the scoring metric).

3 Task De�nition

Document retrieval-augmented multimodal generation aims to produce multimodal answer given a
user question and targeted document corpus. This task consists of two key stages as follows:
Multimodal Retrieval. Let D denote a document corpus consisting of text quotesT =
ft 1; t2; : : : ; tm g and image quotesI = fi 1; i 2; : : : ; i n g, as extracted via layout detection (see Sec-
tion 2.1). On average, documents inMMDocRAGcontain 63 image quotes and 536 text quotes. The
objective is to retrieve a subset of quotes that are most relevant to a queryQ from T andI , by ranking
them based on similarity scores,Sim(Q; t) andSim(Q; i) . The top-k quotes, wherek � n + m , are
selected as candidate evidence.
Multimodal Answer Generation. Different document parsing, chunking strategies, or retrieval
models may yield varying results, complicating fair evaluation of answer generation due to differences
in available context. Therefore, we employ a �xed set of candidate quotes as the input context to
isolate the evaluation of LLM/VLM quote selection and answer generation capabilities. Speci�cally,
we consider two settings: using 15 or 20 candidate quotes as context, denoted asC15 andC20,
respectively.C15 = ft 1; : : : ; t10; i 1; : : : ; i 5g consists of 10 text quotes fromT and 5 image quotes
from I . C20 = ft 1; : : : ; t12; i 1; : : : ; i 8g consists of 12 text quotes fromT and 8 image quotes from
I . Given user questionQ and quotes contextC15 andC20, the model needs to generate multimodal
answer A. Irrelevant (noisy) quotes should be excluded from the generated answer.

We highlight thatMMDocRAGtasks on selecting and integrating multimodal content (fromC15 and
C20) during multimodal answer generation, rather than generating multimodal content from scratch.
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4 Experiments

4.1 Evaluation Metric

Multimodal Retrieval. The retriever scores each quote in the document based on its relevance to
the question, and returns the topk candidates with the highest scores. We use recall@k to calculate
the proportion of the ground truth quote evidence that is successfully retrieved.
Multimodal Answer Generation. To comprehensively evaluate multimodal answer generation,
we employ a combination of automatic and LLM-as-judge metrics covering quote selection accuracy,
surface-level answer similarity, and qualitative answer quality (See more details in Appendix A.).

• Quotes Selection. We explicitly compute precision, recall, and F1 scores for both text and image
quotes, which are then averaged to yield an overall quote selection F1.

• Surface-level Similarity. We employ BLEU [59] and ROUGE-L [42] as lexical similarity metrics.
• LLM-as-Judge Criteria. We evaluate predicted answer from �ve dimensions: �uency, cite quality,

text-image coherence, reasoning logic, and factuality, where each is scaled from 0 to 5.

4.2 Baseline Models

Quotes Retrieval. We �rst evaluate 6 text and 4 visual retrievers. For hybrid retrieval, quotes
are combined as follows: top 10 (3 images and 7 texts from visual and text retriever, respectively),
top 15 (5 images, 10 texts), and top 20 (8 images, 12 texts). See Appendix C.3 for more details.

Multimodal Answer Generation. We evaluate 60 latest models by using quotes as: (i) multimodal
inputs for VLM, and (ii) pure-text inputs for VLM and LLM (see Appendix C.1 for implementation
details). Then, we evaluate 9 �netuned models (Qwen2.5 LLMs [65] with 3, 7, 14, 32, and 72B
parameters, Qwen2.5-VL VLMs [3] of 3B and 7B parameters, and InternVL-3 VLMs [90] of 8B and
9B parameters) using MMDocRAG dev-set. See Appendix C.2 for �netuning details).

4.3 Main Results

We present the results of 60 state-of-art LLM and VLM models in Table 8 and Table 3, which use 15
and 20 quotes as context for multimodal generation respectively. The performance distribution of
these models is illustrated in Figure 7. Our key �ndings are summarized below:

• Quotes Selection with 20 quotes. GPT-4.1 achieves the highest F1 score of 70.2, while other
leading proprietary models range from 60 to 66. In contrast, smaller proprietary and open-source
models generally achieve F1 scores between 20 to 60, indicating substantial room for improvement.

• Answer Quality with 20 quotes. GPT-4.1 again leads with a best score of 4.14, followed by other
proprietary models scoring between 3.6 to 4.0. Most smaller proprietary and open-source models
score between 3.0 and 3.6, primarily due to citation, reasoning, and factuality errors.

• Multimodal vs Pure-text Quotes. Proprietary VLMs using multimodal inputs generally achieve
better or comparable performance compared to pure-text inputs, albeit with signi�cant compu-
tational overhead and increased latency. Smaller VLMs struggle with both quote selection and
answer generation in the multimodal setting. Additional discussion is provided in Section 4.4.

• Thinking models do not show advanced performance, although costing 3 times more output
tokens. This indicates the step-by-step reasoning on multimodal quotes selection and integration
does not help much on �nal answer generation. See Appendix B.2 for more results.

• Fine-tuning can signi�cantly increase the performance in selecting and generating multimodal
information, as clearly displayed in Figure 6. Refer to more qualitatively analysis in Appendix F.3.

Beyond the overall results, we also provide �ne-grained analysis on model performance across
different document domains (xB.4), question types (xB.5), and evidence con�gurations (xB.6). Our
detailed analysis reveals that model performance varies signi�cantly based on document complexity
(with "Workshop" documents being easiest and "Brochure" documents most challenging), question
reasoning requirements (with "Descriptive" questions outperforming "Interpretative" ones), and
evidence structure (with single-image/page evidence consistently outperforming multi-image/page
scenarios). These granular insights demonstrate distinct strengths and limitations across model
architectures and provide valuable guidance for practical deployment considerations. Complete
breakdowns and detailed �ndings are presented in Appendix B.4, B.5, and B.6.
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Method
Metric

Tokens Quote Selection Multimodal Answer Quality

In Out Image Quotes Text Quotes F1 Bleu Rou- Flu- Cite Txt-Im Reas. Fact- AvgPrec Rec F1 Prec Rec F1 geL ency Qlty. Coher. Logic uality

Use using 20 quotes (8 images & 12 texts) as pure-text input sequence for both LLM and VLM
O

pe
n-

so
ur

ce
M

od
el

s
Qwen2.5-3B-Inst 3.6k 415 50.4 23.6 32.2 17.8 10.7 13.425.0 0.123 0.271 4.02 2.52 2.73 2.87 2.59 2.94

- After Fine-tuning 3.6k 286 68.1 57.8 62.5 44.6 1.4 2.8 49.6 0.182 0.338 4.45 3.08 3.40 3.03 2.60 3.31
Llama3.2-3B-Inst 3.4k 418 37.9 25.7 30.6 18.5 30.4 23.023.0 0.089 0.243 3.35 1.87 2.17 2.30 2.17 2.37
Qwen3-4B (think) 3.6k 1072 68.5 64.4 66.4 36.1 46.7 40.758.2 0.139 0.301 4.25 3.13 3.57 3.55 3.40 3.58
Mistral-7B-Inst 4.0k 451 53.4 45.2 49.0 23.1 44.2 30.438.6 0.109 0.251 3.53 2.38 2.82 2.67 2.50 2.78
Qwen2.5-7B-Inst 3.6k 302 66.5 45.5 54.0 36.2 28.2 31.745.8 0.159 0.313 4.27 2.93 3.21 3.22 3.07 3.34

- After Fine-tuning 3.6k 223 71.2 66.8 69.0 38.5 2.6 4.9 56.0 0.199 0.353 4.59 3.38 3.70 3.36 2.98 3.60
Llama3.1-8B-Inst 3.4k 435 54.1 51.8 52.9 24.1 38.1 29.541.0 0.112 0.254 3.61 2.40 2.82 2.75 2.70 2.86
Qwen3-8B (think) 3.6k 1018 71.3 67.5 69.4 34.4 60.1 43.859.7 0.138 0.302 4.15 3.13 3.57 3.40 3.32 3.51
InternVL3-8B 3.6k 385 60.4 54.7 57.4 30.7 34.9 32.748.1 0.147 0.290 3.90 2.68 3.11 3.07 2.93 3.14
InternVL3-9B 4.0k 395 72.7 43.3 54.3 30.5 29.2 29.845.4 0.157 0.300 4.09 2.87 3.28 3.23 3.03 3.30
Qwen2.5-14B-Inst 3.6k 362 71.5 56.0 62.8 34.8 43.9 38.854.7 0.148 0.295 4.26 3.15 3.48 3.33 3.24 3.49

- After Fine-tuning 3.6k 282 74.1 70.6 72.3 53.0 6.4 11.559.4 0.212 0.366 4.69 3.62 3.93 3.64 3.34 3.84
Qwen3-14B (think) 3.6k 920 73.0 64.9 68.7 36.4 57.3 44.559.9 0.142 0.305 4.29 3.25 3.66 3.59 3.47 3.65
InternVL3-14B 3.6k 385 73.3 45.6 56.2 30.5 56.4 39.649.9 0.157 0.301 4.22 3.04 3.44 3.42 3.29 3.48
Mistral-Small-24B-Inst 3.7k 391 49.3 46.7 48.0 22.7 46.0 30.439.0 0.091 0.236 2.34 1.77 2.12 1.88 1.90 2.00
Qwen3-30B-A3B 3.6k 969 72.5 68.2 70.3 36.7 61.1 45.961.4 0.147 0.305 4.22 3.23 3.68 3.49 3.40 3.60
Qwen2.5-32B-Inst 3.6k 320 69.4 66.8 68.1 40.7 33.0 36.558.9 0.159 0.307 4.39 3.27 3.59 3.48 3.41 3.63

- After Fine-tuning 3.6k 282 77.5 74.2 75.8 62.1 22.9 33.465.1 0.224 0.377 4.73 3.71 4.06 3.73 3.41 3.93
Qwen3-32B (think) 3.6k 917 72.8 57.2 64.0 34.5 64.344.9 54.5 0.137 0.300 4.28 3.22 3.60 3.53 3.44 3.61
InternVL-38B 3.6k 338 68.4 52.6 59.5 33.5 64.8 44.155.0 0.160 0.307 4.30 3.24 3.61 3.52 3.36 3.61
Mistral-8x7B-Inst 4.0k 259 57.2 32.6 41.5 28.5 24.2 26.130.7 0.098 0.248 3.22 2.09 2.38 2.37 2.23 2.46
Llama3.3-70B-Inst 3.4k 430 54.3 82.5 65.5 30.6 64.341.5 55.6 0.120 0.264 3.93 2.72 3.17 3.11 3.26 3.24
Qwen2.5-72B-Inst 3.6k 380 76.5 62.1 68.5 38.8 49.2 43.459.1 0.173 0.324 4.48 3.41 3.71 3.64 3.53 3.75

- After Fine-tuning 3.6k 286 76.6 74.8 75.7 56.9 23.4 33.1 64.9 0.224 0.377 4.76 3.74 4.11 3.78 3.48 3.97
InternVL-78B 3.6k 375 66.0 69.0 67.4 32.1 65.3 43.156.4 0.157 0.302 4.26 3.13 3.55 3.46 3.39 3.56
Qwen3-235B-A22B 3.6k 1052 71.2 67.4 69.2 35.3 62.8 45.259.5 0.138 0.296 4.34 3.38 3.77 3.72 3.63 3.77
Deepseek-V3 3.4k 234 70.8 73.4 72.1 37.3 59.8 45.961.1 0.171 0.338 4.57 3.31 3.74 3.62 3.47 3.74
Deepseek-R1 3.4k 930 66.5 77.0 71.4 31.5 68.6 43.2 59.4 0.113 0.268 4.13 3.17 3.56 3.30 3.25 3.48

- Distill-Qwen-32B 3.6k 731 65.5 47.4 55.0 38.4 30.1 33.844.8 0.137 0.305 4.29 2.75 3.15 3.31 3.20 3.34
- Distill-Llama-70B 3.3k 680 69.0 52.7 59.8 38.4 42.6 40.451.0 0.144 0.311 4.36 2.99 3.39 3.42 3.33 3.50

Llama4-Scout-17Bx16E 3.3k 418 60.4 59.4 59.9 27.6 55.3 36.848.2 0.132 0.271 3.77 2.69 3.09 3.03 3.03 3.12
Llama4-Mave-17Bx128E 3.3k 366 69.2 75.0 72.0 36.6 50.7 42.558.3 0.153 0.301 4.09 3.17 3.58 3.52 3.60 3.59
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Qwen-Plus 3.6k 316 70.2 62.5 66.1 36.2 53.1 43.155.4 0.169 0.318 4.35 3.28 3.57 3.51 3.44 3.63
Qwen-Max 3.6k 426 71.7 66.9 69.3 39.7 51.5 44.8 58.9 0.165 0.315 4.42 3.47 3.71 3.64 3.59 3.77
Qwen-QwQ-Plus 3.6k 1266 67.4 66.1 66.7 35.7 62.6 45.559.6 0.126 0.284 4.17 3.29 3.63 3.54 3.51 3.63
Gemini-1.5-Pro 3.6k 290 66.8 72.9 69.7 32.1 60.3 41.956.2 0.126 0.262 3.59 2.62 3.13 2.82 3.01 3.03
Gemini-2.0-Pro 3.6k 307 71.7 81.4 76.3 36.7 61.3 45.962.8 0.164 0.308 4.13 3.08 3.56 3.34 3.46 3.51
Gemini-2.0-Flash 3.6k 283 66.0 71.3 68.5 30.6 65.1 41.654.4 0.134 0.277 3.84 2.75 3.21 3.00 3.13 3.19
Gemini-2.0-Flash-Think 3.6k 275 72.0 73.6 72.8 37.4 60.5 46.261.0 0.133 0.272 4.14 3.04 3.54 3.27 3.35 3.47
Gemini-2.5-Flash 3.6k 385 67.4 81.7 73.8 29.9 79.9 43.5 59.5 0.131 0.268 4.02 3.09 3.68 3.39 3.57 3.55
Gemini-2.5-Pro 3.6k 387 71.3 87.5 78.6 35.7 78.5 49.1 65.1 0.142 0.281 4.25 3.35 3.94 3.64 3.77 3.79
Claude-3.5-Sonnet 3.8k 348 65.2 77.5 70.8 33.7 76.6 46.857.4 0.122 0.276 4.30 3.11 3.60 3.50 3.50 3.60
Grok-3-mini-beta 3.3k 315 75.2 77.8 76.5 38.4 71.5 49.964.6 0.127 0.261 4.21 3.24 3.73 3.40 3.57 3.63
Grok-3-beta 3.3k 434 72.8 69.0 70.9 34.7 73.7 47.257.9 0.119 0.255 4.55 3.38 3.77 3.70 3.76 3.83
GPT-4-turbo 3.4k 353 69.9 63.6 66.6 36.8 51.4 42.957.7 0.148 0.304 4.28 3.15 3.44 3.46 3.47 3.56
GPT-4o-mini 3.4k 394 61.9 71.3 66.3 31.9 49.7 38.956.6 0.145 0.291 4.56 3.15 3.66 3.65 3.49 3.70
GPT-4o 3.4k 353 66.9 67.1 67.0 37.0 57.2 44.957.2 0.160 0.313 4.29 3.37 3.65 3.56 3.59 3.69
GPT-o3-mini 3.4k 623 71.2 66.0 68.5 33.9 49.1 40.157.0 0.146 0.304 3.46 2.73 3.23 2.93 3.13 3.10
GPT-4.1-nano 3.3k 320 62.1 40.0 48.7 27.2 46.6 34.440.8 0.129 0.285 4.22 2.93 3.33 3.35 3.13 3.39
GPT-4.1-mini 3.4k 411 66.8 80.6 73.0 30.6 68.8 42.361.0 0.137 0.283 4.46 3.45 3.98 3.81 3.78 3.90
GPT-4.1 3.4k 324 77.8 80.9 79.3 42.2 59.4 49.468.3 0.148 0.294 4.56 3.74 4.15 3.98 3.92 4.07

Use using 20 quotes (8 images & 12 texts) as multimodal input sequence for VLM

O
pe

n-
so

ur
ce

M
od

el
s

Janus-Pro-7B - 154 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.000 0.110 0.00 0.10 0.00 0.00 0.00 0.02
Qwen2.5-VL-3B-Inst 8.7k 265 42.5 0.5 1.0 22.8 3.0 5.3 1.2 0.105 0.283 4.07 1.07 1.49 2.45 2.17 2.25

- After Fine-tuning 8.7k 243 74.1 64.0 68.6 52.2 5.4 9.8 55.5 0.186 0.341 4.40 3.03 3.44 3.15 2.75 3.36
Qwen2.5-VL-7B-Inst 8.7k 128 58.0 14.5 23.2 31.3 11.0 16.316.6 0.069 0.273 4.05 1.75 1.89 2.36 2.29 2.47

- After Fine-tuning 8.7k 249 76.6 68.7 72.4 44.0 3.3 6.5 58.6 0.199 0.355 4.57 3.26 3.70 3.48 3.19 3.64
MiniCPM-o-2.6-8B - 1346 13.0 11.5 12.2 13.9 19.4 16.29.3 0.062 0.184 2.13 1.74 1.33 2.27 1.29 1.75
InternVL2.5-8B 17.1k 182 38.1 38.9 38.5 16.8 2.3 4.1 33.0 0.085 0.269 3.41 1.74 2.17 2.18 1.95 2.29
InternVL3-8B 17.1k 419 61.8 30.3 40.7 27.3 46.5 34.437.0 0.119 0.260 3.75 2.58 2.92 2.91 2.72 2.98

- After Fine-tuning 17.1k 268 75.4 68.3 71.7 57.3 8.2 14.458.8 0.205 0.356 4.05 3.68 3.75 3.51 3.58 3.71
InternVL3-9B 17.2k 287 72.4 52.4 60.8 33.9 25.9 29.350.9 0.146 0.303 3.97 2.75 3.17 2.99 2.69 3.12

- After Fine-tuning 17.2k 283 77.7 68.7 72.9 60.6 10.8 18.460.3 0.210 0.362 4.22 3.81 3.91 3.72 3.70 3.87
InternVL3-14B 17.1k 369 66.5 51.7 58.1 27.4 56.9 37.049.9 0.149 0.292 4.01 2.89 3.32 3.20 3.03 3.29
InternVL2.5-26B 17.1k 198 56.8 26.6 36.3 21.9 5.4 8.6 25.8 0.094 0.291 3.76 1.65 2.01 2.41 2.18 2.40
Qwen2.5-VL-32B-Inst 7.0k 755 57.4 32.2 41.2 26.8 73.2 39.336.2 0.086 0.227 4.20 3.32 3.70 3.69 3.71 3.73
InternVL2.5-38B 17.1k 470 25.2 40.1 31.0 24.5 11.5 15.731.3 0.098 0.257 3.16 1.46 1.82 2.49 2.60 2.30
InternVL3-38B 17.1k 359 67.7 51.0 58.2 33.1 64.743.8 53.9 0.155 0.301 4.08 3.07 3.47 3.36 3.27 3.45
Qwen2.5-VL-72B-Inst 7.1k 320 68.9 72.1 70.5 36.0 52.9 42.8 57.5 0.151 0.298 4.15 3.08 3.43 3.35 3.33 3.47
InternVL2.5-78B 17.1k 229 66.7 30.7 42.0 39.6 31.3 34.934.2 0.122 0.313 4.23 2.65 2.79 2.98 2.89 3.11
InternVL3-78B 17.1k 292 69.6 68.6 69.1 35.1 54.5 42.759.8 0.165 0.312 4.08 3.05 3.47 3.31 3.19 3.42
Llama4-Scout-17Bx16E 11.6k 339 60.0 44.0 50.8 29.1 40.9 34.038.9 0.128 0.288 3.91 2.57 2.96 3.07 3.01 3.10
Llama4-Mave-17Bx128E 11.6k 320 69.6 74.2 71.8 41.8 30.8 35.5 58.6 0.151 0.308 4.25 3.29 3.63 3.55 3.61 3.67
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Qwen-VL-Plus 7.1k 257 57.3 20.9 30.6 21.7 21.5 21.625.2 0.096 0.269 3.22 2.03 2.34 2.17 2.05 2.36
Qwen-VL-Max 7.1k 206 78.4 45.9 57.9 33.5 39.3 36.246.8 0.124 0.308 4.17 3.01 3.32 3.14 3.13 3.35
Qwen-QVQ-Max 6.8k 1137 63.5 6.8 12.2 34.0 13.2 19.112.3 0.106 0.290 4.53 2.44 2.77 3.61 3.45 3.36
Gemini-1.5-Pro 3.8k 202 68.0 72.5 70.2 36.8 45.6 40.759.3 0.098 0.261 3.27 2.50 2.90 2.48 2.68 2.77
Gemini-2.0-Pro 3.8k 265 69.1 82.4 75.1 36.0 61.3 45.362.0 0.148 0.298 3.91 2.87 3.33 3.12 3.30 3.31
Gemini-2.0-Flash 3.8k 226 72.8 69.7 71.2 37.8 63.4 47.460.0 0.130 0.292 3.69 2.79 3.17 2.86 3.05 3.11
Gemini-2.0-Flash-Think 3.8k 290 72.6 80.6 76.4 41.2 61.2 49.2 66.2 0.144 0.297 4.21 3.24 3.69 3.41 3.48 3.61
Gemini-2.5-Flash 3.7k 362 72.2 80.7 76.2 34.3 70.4 46.162.4 0.139 0.284 4.24 3.28 3.82 3.66 3.79 3.76
Gemini-2.5-Pro 3.7k 371 68.8 89.9 78.0 35.0 72.8 47.3 65.4 0.139 0.283 4.33 3.40 3.97 3.78 3.94 3.88
Claude-3.5-Sonnet 7.8k 313 68.9 82.7 75.2 35.6 68.9 46.962.5 0.120 0.279 4.25 3.22 3.71 3.54 3.53 3.65
GPT-4o-mini 8.5k 355 63.0 71.8 67.1 32.1 47.4 38.356.3 0.145 0.295 4.54 3.13 3.59 3.53 3.23 3.60
GPT-4o 6.4k 347 60.2 83.4 70.0 35.2 58.1 43.862.6 0.157 0.315 4.39 3.42 3.74 3.58 3.58 3.74
GPT-4.1-nano 14.2k 301 54.3 20.7 30.0 30.9 43.9 36.329.0 0.129 0.299 4.19 2.61 2.93 3.09 2.76 3.12
GPT-4.1-mini 9.8k 474 62.0 85.1 71.7 30.6 72.0 43.0 61.2 0.132 0.285 4.41 3.48 3.98 3.87 3.88 3.92
GPT-4.1 6.6k 306 77.2 84.5 80.7 42.9 66.0 52.070.2 0.157 0.313 4.61 3.75 4.20 4.10 4.04 4.14

Table 3: Main results (using 20 quotes as context) for quote selection and multimodal answer
generation. The best and second best scores are in boldface andunderlined. Two most important
columns: (i) Overall F1 of both image/text quotes selection, and (ii)Average Scoresof �uency, cite
quality, text-image coherence, reasoning logic, and factuality for answer generation, are highlighted.
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Figure 6: Performance differ-
ence: base/�netuned models.

Method In-token Usage Quote Sel. F1 Answer Avg.
Multimodal:MM Pure-Text:PT MM PT �% MM PT �% MM PT �%

Use the same VLM to process both multimodal and pure-text inputs.
Gemini-1.5-Pro 3.8k 3.6k -5.3 59.3 56.2 -5.2 2.77 3.03 +9.4
Gemini-2.0-Pro 3.8k 3.6k -5.3 62.0 62.8 +1.3 3.31 3.51 +6.0

Gemini-2.0-Flash 3.8k 3.6k -5.3 60.0 54.4 -9.3 3.11 3.19 +2.6
Gemini-2.0-Flash-Think 3.8k 3.6k -5.3 66.2 61.0 -7.9 3.61 3.47 -3.9

Gemini-2.5-Pro 3.7k 3.6k -2.7 65.4 65.1 -0.5 3.88 3.79 -2.3
Gemini-2.5-Flash 3.7k 3.6k -2.7 62.4 59.5 -4.6 3.76 3.55 -5.6
Claude-3.5-Sonnet 7.8k 3.8k -51.3 62.5 57.4 -8.2 3.65 3.60 -1.4

GPT-4o-mini 8.5k 3.4k -60.0 56.3 56.6 +0.5 3.60 3.70 +2.8
GPT-4o 6.4k 3.4k -46.9 62.6 57.2 -8.6 3.74 3.69 -1.3

GPT-4.1-nano 14.2k 3.4k -76.1 29.0 40.8 +40.7 3.12 3.39 +8.7
GPT-4.1-mini 9.8k 3.4k -65.3 61.2 61.0 -0.3 3.92 3.90 -0.5

GPT-4.1 6.6k 3.4k -48.5 70.2 68.3 -2.7 4.14 4.07 -1.7
InternVL3-8B 17.1k 3.6k -78.9 37.0 48.1 +30.0 3.14 3.19 +1.6
InternVL3-9B 17.2k 4.0k -76.7 50.9 45.4 -10.8 3.12 3.30 +5.8
InternVL3-14B 17.1k 3.6k -78.9 49.9 49.9 +0.0 3.29 3.48 +5.8
InternVL3-38B 17.1k 3.6k -78.9 53.9 55.0 +2.0 3.45 3.61 +4.6
InternVL3-78B 17.1k 3.6k -78.9 59.8 56.4 -5.7 3.42 3.56 +4.1

Llama4-Scout-17Bx16E 11.6k 3.3k -71.6 38.9 48.2 +23.9 3.13 3.12 -0.3
Llama4-Mave-17Bx128E 11.6k 3.3k -71.6 58.6 58.3 -0.5 3.67 3.59 -2.2

Use separate VLM/LLM to process multimodal/pure-text inputs, respectively.
Qw-VL-Plus Qw-Plus 7.1k 3.6k -49.3 25.2 55.4 +120 2.36 3.63 +53.8
Qw-VL-Max Qw-Max 7.1k 3.6k -49.3 46.8 58.9 +25.9 3.35 3.77 +12.5
QVQ-Max QwQ-Plus 6.8k 3.6k -47.1 12.3 59.6 +385 3.36 3.63 +8.0

Qw2.5-VL-7B Qw2.5-7B 7.1k 3.6k -49.3 16.6 45.8 +176 2.47 3.34 +35.2
Qw2.5-VL-32B Qw2.5-32B 7.0k 3.6k -48.6 36.2 58.9 +62.7 3.73 3.63 -2.7
Qw2.5-VL-72B Qw2.5-72B 7.1k 3.6k -49.3 57.5 59.1 +2.8 3.47 3.75 +8.1

Table 4: Using 20 quotes for multimodal generation.�% is calcu-
lated by values (PT-MM)/MM in percentage.

Figure 7: Scatter plots of models' answer quality and
quote selection scores using 20 quotes as context.

Method
Metric Image Quote F1 Answer Avg.

VLM OCR � VLM OCR �
15

Q
uo

te
s

Qwen2.5-7B-Inst 59.8 49.6 -10.2 3.37 3.15 -0.22
Llama3.1-8B-Inst 61.1 52.4 -8.7 3.33 3.19 -0.14
Llama3.3-70B-Inst 71.8 64.1 -7.7 3.14 3.08 -0.06
Qwen2.5-72B-Inst 73.3 65.7 -7.6 3.76 3.55 -0.21
Qwen-Max 74.4 65.7 -8.7 3.77 3.63 -0.14
Deepseek-V3 76.5 70.2 -6.3 3.75 3.68 -0.07
Gemini-2.0-Pro 77.4 74.9 -2.5 3.50 3.41 -0.09
Gemini-2.0-Fl-Tk 74.9 73.0 -1.9 3.51 3.46 -0.05
GPT-4o 71.6 69.4 -5.9 3.73 3.65 -0.08

Avg. results 71.7 65.0 -6.7 3.54 3.42 -0.12

20
Q

uo
te

s

Qwen2.5-7B-Inst 53.5 43.5 -10.0 3.34 3.15 -0.19
Llama3.1-8B-Inst 52.2 45.8 -6.4 3.25 3.16 -0.09
Llama3.3-70B-Inst 65.1 60.6 -4.5 3.24 3.13 -0.11
Qwen2.5-72B-Inst 68.0 59.7 -8.3 3.75 3.50 -0.25
Qwen-Max 69.3 59.9 -9.4 3.77 3.62 -0.15
Deepseek-V3 71.8 65.8 -6.0 3.74 3.59 -0.15
Gemini-2.0-Pro 77.0 70.9 -6.1 3.51 3.32 -0.18
Gemini-2.0-Fl-Tk 73.5 68.3 -5.2 3.47 3.41 -0.06
GPT-4o 66.4 63.8 -2.6 3.69 3.59 -0.10

Avg. results 66.3 59.8 -6.5 3.53 3.39 -0.14

Table 5: Quotes as Text: performance differ-
ence using VLM-text and OCR-text.

4.4 Multimodal vs Pure-text Quotes: Comparison and Analysis

In Table 4 and 9, we compare model performance when quotes are provided as either pure-text or
multimodal inputs. Multimodal quotes signi�cantly increase token usage, as images are typically
encoded with more tokens. Interestingly, Gemini models maintain similar token usage across both
modes, indicating ef�cient image encoding. Gemini, Claude, and GPT models demonstrate superior
quote selection performance in the multimodal setting and comparable answer quality across both
input types. In contrast, Qwen models perform signi�cantly better in both quote selection and
answer generation when using pure-text inputs. Smaller VLMs, compared to their LLM counterparts,
struggle to effectively process long multimodal input sequences. For instance, the Qwen-7B and 32B
LLMs achieve 175.9% and 62.7% higher F1 scores for quote selection, respectively, compared to
their equivalent VLMs. Further qualitative analysis is provided in Appendix F.2.

4.5 Multimodal Quotes as text: VLM-text vs OCR-text

We compare model performance using OCR-extracted text versus VLM-generated text, as shown in
Table 5 (complete results in Table 12). Models utilizing VLM-text signi�cantly outperform those
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Figure 8: Quotes selection accuracy at all positions.

Method Recall@10 Recall@15 Recall@20
Txt Img Txt Img Txt Img

Te
xt

DPR 25.5 53.5 31.4 59.9 35.9 63.9
ColBERT 37.4 64.1 42.8 69.1 46.0 72.8
BGE 38.8 64.9 43.6 70.2 47.0 74.2
E5 41.7 63.5 46.4 69.1 49.5 73.7
Contriever 37.7 64.1 42.8 69.846.8 73.4
GTE 38.2 63.0 43.3 69.1 47.372.8

V
is

ua
l DSEwiki�ss 24.7 67.1 29.6 75.3 33.4 79.9

DSEdocmatix 25.6 65.7 30.1 75.0 33.7 78.2
ColPali 27.3 68.2 32.6 77.5 35.2 81.2
ColQwen 28.5 70.8 33.7 79.2 36.0 84.3

H
yb

rid

ColP+ColB 38.2 67.3 42.6 79.2 46.8 83.4
ColP+BGE 39.2 67.3 43.5 79.2 47.7 83.4
ColQ+ColB 38.2 68.5 42.6 81.046.8 85.2
ColQ+BGE 39.2 68.5 43.5 81.0 47.7 85.2

Table 6: Retrieval Results.

Model Retriever Query Quote Retrieval Rec. Quote Selection F1 Multimodal Answer Quality
Text Image All Text Image All Bleu RougeL LLM-Judge

GPT-4.1 perfect - - - - 52.0 80.7 70.2 0.157 0.313 4.14
GPT-4.1 BGE original 34.6 77.8 71.0 34.2 60.8 54.4 0.137 0.299 3.53
GPT-4.1 BGE clauses 42.1 83.6 78.9 37.9 64.0 57.5 0.141 0.302 3.71
GPT-4.1 multiple clauses 49.5 86.8 84.9 41.4 65.6 59.9 0.141 0.303 3.79

Gemini2.5-Flash perfect - - - - 46.1 76.2 62.4 0.139 0.284 3.76
Gemini2.5-Flash BGE original 34.6 77.8 71.0 27.5 55.6 47.7 0.124 0.280 3.21
Gemini2.5-Flash BGE clauses 42.1 83.6 78.9 30.9 59.2 50.4 0.125 0.281 3.39
Gemini2.5-Flash multiple clauses 49.5 86.8 84.9 34.3 60.3 51.8 0.124 0.281 3.42

Table 7: End-to-end RAG Results.

using OCR-text in both image quote selection and multimodal answer generation. This suggests that
VLM-text preserves richer multimodal information compared to raw text extracted by OCR tools.
As shown in Figure 5, the length of VLM-text is 0.5 times longer for tables and 2.8 times longer
for �gures, compared with OCR-text. While tables often contain structured text that are adequately
captured by OCR, �gures present more graphical and visual cues, causing OCR tools to struggle.
Although VLM-text captures better multimodal information, it incurs additional overhead and latency.

4.6 Quotes Selection Analysis

In MMDocRAG, gold and noisy quotes are randomly mixed, resulting in an even distribution of gold
quotes across all positions. Previous work [45] shows that LLMs tend to favor information at the start
and end positions, often neglecting middle content. We therefore analyze quote selection accuracy by
breaking it down into 20 positions, with indices 1–12 for text quotes and 13–20 for image quotes. As
shown in Figure 8, gold quotes (especially image-based) placed in the �rst position have the highest
likelihood of selection. Selection accuracy declines as the quote appears later in the sequence.

4.7 Quotes Retrieval Results

Our primary focus is multimodal generation, with �xed quotes used in previous experiments for
reproducibility. Here, we assess whether current SOTA retrievers can accurately retrieve the correct
gold quotes from long documents. As shown in Table 6, visual retrievers outperform text retrievers in
image retrieval, while lagging behind text retrievers in text retrieval. The hybrid retrieval can leverage
the strength of both text and visual retrievers. We show retrieval in long document is challenging.

4.8 End-to-end Multimodal RAG Analysis

While previous experiments use �xed quotes, real-world RAG systems must contend with imperfect
retrieval. To bridge this gap and assess the robustness of multimodal generation under realistic condi-
tions, we conduct end-to-end experiments that jointly evaluate retrieval and generation performance.

Experimental Setup. We evaluate four retrieval con�gurations: (1) Perfect retriever (upper bound):
All gold quotes provided alongside noisy quotes, maintaining the 20-quote setting (8 images, 12 texts).
Single retriever: BGE [83] with either (2) original questions or (3) expanded multi-clause queries.
(4) Multi-retriever ensemble: Combination of BGE, Qwen3-0.6B [87], BM25 [68], and E5 [78]
retrievers with query expansion. Note that for multi-clause queries and multi-retriever methods, we
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consolidate top quotes from multi-retriever/clause via reranking using Qwen3-0.6B-reranker [87].
We focus on single-vector embedding models for compatibility with production vector databases
(e.g., Milvus), excluding multi-vector approaches like ColBERT [37] and ColQwen [21].

Results and Analysis. Table 7 presents performance across retrieval con�gurations. Three key
observations emerge: (i) Retrieval-generation correlation: A clear positive correlation exists between
retrieval recall and downstream performance. When retrieval recall drops from perfect to 71.0%
using single BGE, GPT-4.1's quote selection F11 degrades from 70.2 to 54.4 (-22.5%), while answer
quality drops from 4.14 to 3.53 (-14.7%). (ii) Query expansion bene�ts: Expanding queries into
multi-clause formulations consistently improves retrieval recall (+7.9% absolute for BGE), which
cascades into better generation performance. This suggests that comprehensive query understanding
remains crucial for document-grounded multimodal generation. (iii) Multi-retriever robustness:
Ensemble approaches achieve substantially higher recall (84.9%) compared to single retrievers (71.0-
78.9%), narrowing the performance gap with perfect retrieval. Even leading models like GPT-4.1 and
Gemini-2.5-Flash experience approximately 10% performance degradation under realistic retrieval
conditions, highlighting the continued challenge of end-to-end multimodal RAG.

5 Related Work

Interleaved Text-Image Generation aims to produce coherent content mixing multiple images
and text segments. This task is inherently challenging due to fundamental differences between
modalities. Recent works [22, 73, 75] address this by combining diffusion models with LLMs for
interleaved generation. Newer approaches treat images as part of the next-token prediction within
autoregressive frameworks. Methods such as [8, 22, 74, 84] demonstrate end-to-end interleaved text-
image generation via autoregressive training. However, these models mainly generate images from
scratch, making them prone to hallucinations and noise, re�ected in recent benchmarks [44, 81, 88].

Multimodal RAG and Benchmarks. Retrieval-Augmented Generation (RAG) retrieves relevant
quotations as context for answer generation [39, 86]. Multimodal RAG (MRAG) extends RAG by
retrieving and leveraging multimodal knowledge (e.g., image-text pairs) for VQA [5, 43]. MuRAR
[91] tackles source attribution by retrieving multimodal elements from webpage. M2RAG [48] builds
upon MuRAR by proposing a multi-stage image insertion framework that uses model multiple times
during answer generation. Although MuRAR and M2RAG enable multimodal answer generation,
their benchmarks are limited to webpage domain and lack annotations of supporting evidence.

DocVQA and DocRAG Benchmarks. Early DocVQA benchmarks focus on single-page VQA, such
as DocVQA [49], InfoVQA [50], and TAT-DQA [89]. To mitigate the limitation of single-page input,
DUDE [38], MP-DocVQA [76], SildeVQA [72] extend context lengths to 5-20 pages. However,
these tasks are yet to be document-level [16] understanding. Two most recent MMLongBench-Doc
[47] and DocBench [92], formulate DocVQA as long-context tasks by inputting entire documents
(averaging 50-70 pages). To address increasing document length, M3DocVQA [10], M-Longdoc [9],
and MMDocIR [19] propose DocRAG tasks, incorporating evidence retrieval followed by answer
generation over the retrieved multimodal evidence. To our best knowledge, no existing DocVQA or
DocRAG benchmarks focus on multimodal interleaved generation.

6 Conclusion

In this paper, we presentedMMDocRAG, a comprehensive benchmark for multimodal document
question answering and retrieval-augmented generation (RAG).MMDocRAGfeatures over 4,000 expert-
annotated QA pairs with multimodal evidence chains, as well as novel evaluation metrics for both
quote selection and interleaved multimodal answer generation. Through extensive benchmarking
of 58 leading LLMs and VLMs along with multiple retrieval methods, we reveal that current
models struggle with effective multimodal evidence selection and interleaved image-text answer
generation, especially in noisy and diverse document scenarios. Our results indicate that while
proprietary models show a signi�cant lead over open-source models, �ne-tuning and the use of
high-quality visual descriptions can drive substantial improvements. Despite these advances, a
signi�cant performance gap remains between current systems and the requirements of comprehensive
multimodal DocVQA/DocRAG tasks. We hope thatMMDocRAGwill inspire future research toward
more effective and interpretable multimodal reasoning in document understanding and RAG.
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Appendix Overview

The appendix includes the following sections:

• Appendix A: Details the evaluation metrics for multimodal RAG, including (A.1) related work on
multimodal generation, and (A.2) implementation details of the evaluation metrics.

• Appendix B: Provides supplementary experimental results, with (B.1) related results by using
15 quotes for multimodal generation, (B.2) comprehensive results comparing thinking and non-
thinking modes, (B.3) comprehensive results comparing different models using OCR and LLM
text for image quote representation, and �ne-grained results by document type (B.4), question type
(B.5), and evidence type (B.6).

• Appendix C: Presents implementation details, including (C.1) the deployment and inference of
large models, (C.2) data preparation and model training procedures, and (C.3) deployment of text,
visual, and hybrid retrievers.

• Appendix D: Shows six annotated examples that illustrate typical multimodal reasoning and
integration patterns, facilitating understanding of MMDocRAG.

• Appendix E: Lists prompt instructions used in this work, including (E.1) prompts for constructing
MMDocRAG, and (E.3) prompt messages for inference and evaluation of large models.

• Appendix F: Presents a qualitative study on the quality of multimodal answer generation based
on existing and �netuned large models, comprising (F.1) error analysis for four typical errors,
(F.2) performance comparison of VLM by using multimodal and pure-text quotes for multimodal
generation, and (F.3) assessment of �netuning effectiveness.

• Appendix G: Discusses the license agreements forMMDocRAGand artifacts used to construct
MMDocRAG.

A Evaluation Metric of Multimodal Answer Generation

This section provides more details about the evaluation metrics used for multimodal answer generation
(see Section 4.1).

A.1 Related Work of multimodal generation

Multimodal generation, particularly interleaved image-text sequence generation, involves generating
outputs that integrate visual and textual information in a cohesive manner (see Section 5). This
capability facilitate applications such as storytelling, question answering, and document comprehen-
sion. Recent benchmark, MM-Interleaved [75], MMIE [ 81], GATE Opening [88], and M2RAG [48]
provide comprehensive evaluations for multimodal generation. Commonly adopted metrics include
�uency, relevance, image-text coherence, and content quality. These are evaluated through human
annotation or automated scoring using large language models such as GPT-4. Speci�cally, �uency
assesses the grammatical correctness and readability of text, relevance measures the alignment of
generated content with the prompt, image-text coherence evaluates the logical connection between
images and text, and content quality addresses the completeness and richness of the output. Our
benchmark,MMDocRAG, adopts established metrics such as �uency, image-text coherence, and content
quality. Additionally, we incorporate BLEU [59] and ROUGE-L [42] scores to quantitatively assess
the lexical similarity between generated and gold answers.

However, existing benchmarks largely focus on end-to-end multimodal generation, and often overlook
evaluation settings speci�c to the Multimodal RAG (see Section 5) paradigm, which requires models
to read, select, and integrate multimodal evidence. To address this gap, our work extends multimodal
generation evaluation to the RAG setting by: (i) introducing quantitative F1-based metrics for
image and text quote selection, and (ii) incorporating RAG-speci�c criteria such as citation quality,
reasoning logic, and factuality. As a result,MMDocRAGoffers a more balanced and reliable framework
for evaluating multimodal RAG, ensuring thorough assessment of both generative and retrieval-
augmented capabilities.
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A.2 Evaluation Metrics: details and implementations

To comprehensively evaluate model performance in multimodal Retrieval-Augmented Generation
(RAG), we employ a combination of automatic and LLM-as-judge metrics covering quote selection
accuracy, surface-level answer similarity, and qualitative answer quality.

1. Quote Selection Metrics. We explicitly measure the model's ability to select appropriate
evidence by computing precision, recall, and F1 scores for both text and image quotes. Formally,
given a predicted set of quotes P (either image or text) and the ground truth set G, we de�ne:

Precision =
jP \ Gj

jPj
; Recall =

jP \ Gj
jGj

; F1 = 2 �
Precision � Recall
Precision + Recall

(1)

We extract quotes from the model's answer using regular expressions (e.g., text quotes indicated by
“ [i] ” and image quotes by “![](imagej ) ” patterns). F1 is calculated separately for text and image
quotes, then averaged to yield an overall quote selection F1. This directly benchmarks the model's
capability to differentiate gold evidence from noisy quotes.

2. Surface-level Similarity Metrics. To assess how closely model-generated answers match the
reference answers in content, we employ BLEU and ROUGE-L, two widely-used surface-level
(lexical) similarity metrics: (i) BLEU (Bilingual Evaluation Understudy) computesn-gram overlap
between the generated textC and reference textR. For a maximumn-gram lengthN , BLEU is
computed by:

BLEU = BP � exp

 
NX

n=1

wn log pn

!

; where BP =
�

1; if c > r
exp

�
1 � r

c

�
; if c � r

(2)

wherepn is the modi�ed precision forn-grams,wn is the weight for eachn (often 1
N ), andBP is a

brevity penalty accounting for length mismatch. (ii) ROUGE-L (Recall-Oriented Understudy for
Gisting Evaluation) focuses on the Longest Common Subsequence (LCS) between the generated and
reference answers. ROUGE-L combines recall and precision using:

ROUGE-L =
(1 + � 2) � R LCS � PLCS

RLCS + � 2PLCS
; PLCS =

LCS(Gen; Ref)
jGenj

; RLCS =
LCS(Gen; Ref)

jRefj
(3)

whereRLCS andPLCS are the recall and precision based on LCS length, andj � j refers to the length
of generated or reference answer. � is typically set to favor recall (� = 1:2 by default).

While effective for surface-level comparison, both BLEU and ROUGE-L are limited in capturing
deeper semantic or cross-modal relationships, especially in long or highly interleaved multimodal
contexts. We supplement them with task-speci�c metrics and human-aligned evaluation.

3. LLM-as-Judge Evaluation Criteria. For qualitative assessment, we utilize large language
models to score generated answers on �ve key aspects:

• Fluency: Assesses grammatical correctness, readability, and natural �ow. High �uency indicates
the response is smooth and easy to follow.

• Citation Quality: Evaluates the correctness and contextual appropriateness of both image and text
citations, ensuring that references effectively support the narrative.

• Text-Image Coherence: Measures the integration and consistency between textual and visual
information. The answer should present images and text in a synergistic manner.

• Reasoning Logic: Examines the logical structure, clarity of argument, and progression from
evidence to conclusion.

• Factuality: Ensures the answer is factually accurate, aligning with the underlying evidence
provided in the ground-truth answer.

Each criterion is scored independently to promote thorough and unbiased qualitative judgment,
providing a nuanced view of answer quality beyond automated metrics. Refer to Figure 24 for the
detailed prompt used for LLM-as-Judge evaluation.

21



B Supplementary Experimental Results

B.1 Main results by using 15 quotes for Multimodal Generation

We conduct experiments on two main settings: using 15 or 20 quotes for multimodal RAG. However,
due to limited pages, we include the results of 60 off-the-shelf and 5 �netuned models using 15
quotes in Figure 8.

Moreover, we report the performance difference of models by using 15 quotes as either multimodal
or pure-text input sequence, as shown in Figure 9. This serves as extended experimental results to
complement the comparison and analysis in Section 4.4 (Multimodal vs Pure-text Quotes). Observe
that the performance difference on 15 and 20 quotes exhibit similar patterns. It is interesting to note
for advanced proprietary VLMs that the degradation switching to pure-text quotes become larger in
quotes-15 setting, indicating current advanced proprietary VLMs become much smarter by taking less
image quotes in its inputs. Similarly for open-source and smaller properitary VLMs, the performance
increase by switching to pure-text quotes become smaller in quotes-15 setting.

B.2 Comprehensive Results and Comparison Between Thinking and Non-Thinking Modes

Thinking mode refers to settings in which the model performs step-by-step reasoning before gen-
erating a �nal answer [62], making it well-suited for complex tasks requiring deeper reasoning. In
contrast, non-thinking mode directs the model to provide rapid, near-instant responses, which is
preferable for simple questions where speed is prioritized over depth. As discussed in Section 4.3,
models operating in thinking mode generally consume signi�cantly more output tokens and often
yield inferior results compared to their non-thinking counterparts. Table 10 details the performance of
the models with thinking mode enabled and disabled. Table 11 further compares model performance
with explicit reasoning (thinking) and direct answering (non-thinking), using either the same model
or closely matched variants. Our main �ndings are as follows:

• Output token ef�ciency. Disabling thinking mode typically reduces output token consumption
by 50% to 80%, indicating that step-by-step reasoning substantially increases both the length of
generated sequences and response latency.

• Signi�cance for reasoning-centered models. For models explicitly trained for reasoning (e.g., the
Qwen3 series), disabling thinking mode consistently degrades performance.

• Comparison of model series. Deepseek-R1 underperformes compared to their non-thinking coun-
terpart (i.e., Deepseek-V3). Among Qwen models, smaller Qwen3 variants (4–14B) outperform
Qwen2.5 models at comparable sizes, whereas larger Qwen3 models ((>32)B) are outperformed by
their Qwen2.5 counterparts (32–72B).

• R1-style post-training strategies. The post-training strategy adopted by Deepseek-R1, which
combines Supervised Fine-Tuning (SFT) and Group Robust Policy Optimization (GRPO) [70], can
be effectively applied to models such as Qwen2.5-32B and Llama3-70B to enhance performance in
multimodal generation tasks.

• Multimodal Reasoning. Different from other thinking models, Qwen-QVQ-Max performs reason-
ing based on multimodal inputs. By disabling thinking mode, QVQ-Max generates almost same
amount of output tokens, achieving signi�cant performance increase on quotes selection.

B.3 Full results by using OCR and LLM text

In section 4.5, we analyze the performance difference by using OCR-text and VLM-text. The
complete results (with more �ne-grained scores breakdown) of quote selection and interleaved answer
generation is illustrated in Figure 12.

B.4 Fine-grained Results by Document Domains

Beyond main results (Section 4.3) onMMDocRAG, we present �ne-grained results breakdown by
domains. As illustrated in Figure 9, different models exhibit distinct performance patterns across
various document types. Our �ndings include:

• All models achieve the highest performance in the "Workshop" and "Others" categories. This
is attributed to the typically simpler images in "Workshop" documents, which often resemble
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PowerPoint presentations with single elements. In contrast, models perform worst on the "Brochure"
category, due to the prevalence of complex images and non-textual information.

• Advanced VLMs consistently achieve higher and more balanced scores across document types,
especially in "Brochure" and "Academic" categories. This indicates that VLMs possess a greater
capacity to integrate visual content, while LLMs, limited by reliance on image descriptions,
underperform in visually complex settings.

• Answer quality shows a positive correlation with the F1 score of quotes selection, especially in
the "Brochure" and "Workshop" categories. The F1 score largely re�ects image understanding and
evidence selection, whereas answer quality measures the model's generation ability based on the
selected evidence.

• The GPT series exhibit balanced performance across both quote selection and answer quality.
Gemini and Claude models excel in quote selection but lag in answer quality, suggesting a relative
strength in reasoning over generation. In the Qwen series, the LLM with 72B parameters performs
well, but its VLM counterpart shows a notable drop, indicating that visual processing remains a
challenge for this series.

B.5 Fine-grained Results by Question Types

Beyond main results (Section 4.3) onMMDocRAG, we present �ne-grained results breakdown by
question types. As illustrated in Figure 10, different models exhibit distinct performance patterns
across various question types. Our �ndings include:

• All models achieve highest performance in "Descriptive" and "Comparative" categories, attributed to
their straightforward information extraction requirements. Models perform worst on "Interpretative"
and "Inferential" categories due to increased reasoning complexity.

• Advanced VLMs (GPT-4.1, Gemini2.5-pro) consistently achieve higher and more balanced scores
across question types, especially in complex reasoning categories. This indicates superior multi-step
reasoning capacity compared to smaller models that show pronounced degradation with increased
question complexity.

• Answer quality positively correlates with F1 score of quote selection across all question types,
with strongest correlation in "Analytical" and "Comparative" categories. F1 score re�ects evidence
identi�cation ability while answer quality measures generation capability from selected evidence.

• GPT-4.1 exhibits the most balanced performance across both metrics, maintaining high scores even
for complex questions. Gemini2.5-pro excels in "Descriptive" tasks, Claude-3.5-sonnet shows
challenges in complex reasoning, and Llama4-Mave-17Bx128E displays the most constrained
performance envelope across all question types.

B.6 Fine-grained Results by Evidence Types

Beyond main results (Section 4.3) onMMDocRAG, we present �ne-grained results breakdown by
evidence types. Figure 11 reveals how different evidence con�gurations impact model performance
in multimodal RAG tasks. Our analysis yields several key �ndings:

• Single vs. Multiple Image Evidence: All models consistently achieve higher F1 scores and answer
quality when questions require evidence from a single image rather than multiple images. This
pattern indicates that synthesizing information across multiple visual sources presents a signi�cant
challenge for current VLMs.

• Single vs. Multiple Page Evidence: Questions with evidence contained within a single page
consistently outperform those requiring multi-page evidence across all models. This suggests
that information gathering and consolidation across document boundaries remains a substantial
bottleneck.

• Single vs. Cross-Modal Evidence: Unlike the previous patterns, cross-modal evidence preferences
vary by model architecture. GPT-4.1 and Llama4-17Bx128 perform better with single-modal
evidence, while Gemini2.5-pro and Claude-3.5-sonnet show superior performance with cross-
modal evidence. This divergence re�ects fundamental differences in how these models handle
modality fusion and integration.

• Overall Model Performance: GPT-4.1 maintains the highest performance across all evidence
con�gurations, demonstrating robust scalability as evidence complexity increases. Gemini2.5-pro
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shows particularly strong gains in cross-modal settings, while Claude-3.5-sonnet and Llama4-
17Bx128 exhibit more constrained performance envelopes, with Llama4 showing the most limited
adaptability to evidence complexity variations.

Figure 9: The �ne-grained (by document domains) results of 8 representative large models in two
settings: using 20 quotes as either pure-text or interleaved manner. We show the F1 score of quotes
selection (ranging from 40 to 70) and answer quality (ranging from 3.0 to 4.0).
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Figure 10: The �ne-grained (by question types) results of 4 representative large models in two
settings: using 20 quotes as either pure-text or interleaved manner. We show the F1 score of quotes
selection (ranging from 50 to 75) and answer quality (ranging from 3.4 to 4.4).
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Method
Metric

Tokens Quote Selection Multimodal Answer Quality

In Out Image Quotes Text Quotes F1 Bleu Rou- Flu- Cite Txt-Im Reas. Fact- AvgPrec Rec F1 Prec Rec F1 geL ency Qlty. Coher. Logic uality

Use using 15 quotes (5 images & 10 texts) as pure-text input sequence for both LLM and VLM
O

pe
n-
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s

Qwen2.5-3B-Inst 2.7k 422 60.7 28.3 38.6 11.0 14.1 12.429.7 0.125 0.272 3.98 2.59 2.88 2.85 2.61 2.98
- After Fine-tuning 3.6k 286 74.0 63.5 68.4 35.8 1.1 2.2 53.1 0.183 0.339 4.40 2.96 3.36 3.04 2.64 3.28

Llama3.2-3B-Inst 2.6k 381 51.7 36.1 42.5 21.1 32.3 25.529.4 0.095 0.248 3.34 2.02 2.38 2.40 2.33 2.49
Qwen3-4B (think) 2.7k 1057 74.1 67.9 70.9 37.2 45.5 40.959.8 0.139 0.301 4.27 3.16 3.67 3.50 3.47 3.61
Qwen2.5-7B-Inst 2.7k 304 72.3 51.0 59.8 36.6 28.8 32.348.4 0.160 0.311 4.25 2.99 3.31 3.25 3.06 3.37

- After Fine-tuning 2.7k 297 72.9 67.2 69.9 44.8 3.5 6.5 56.7 0.201 0.352 4.60 3.47 3.78 3.41 3.06 3.67
Mistral-7B-Inst 3.0k 447 62.5 54.9 58.5 24.9 48.0 32.843.5 0.111 0.253 3.52 2.41 2.86 2.69 2.56 2.81
Llama3.1-8B-Inst 2.6k 423 62.2 60.0 61.1 27.6 42.9 33.646.0 0.116 0.257 3.62 2.47 2.87 2.78 2.79 2.91
Qwen3-8B (think) 2.7k 992 77.9 72.9 75.3 38.7 61.0 47.364.0 0.140 0.303 4.15 3.13 3.57 3.40 3.32 3.51
InternVL3-8B 2.7k 379 68.6 60.7 64.4 33.1 36.0 34.552.7 0.152 0.294 3.93 2.75 3.17 3.10 3.00 3.19
InternVL3-9B 3.0k 404 77.8 46.2 58.0 34.8 32.8 33.848.1 0.158 0.300 4.11 2.91 3.33 3.24 3.12 3.34
Qwen2.5-14B-Inst 2.7k 356 77.6 61.9 68.9 39.1 48.6 43.459.6 0.151 0.298 4.28 3.13 3.47 3.33 3.29 3.50

- After Fine-tuning 2.7k 296 76.8 73.4 75.1 55.9 7.2 12.761.5 0.217 0.370 4.70 3.70 4.02 3.69 3.38 3.90
Qwen3-14B (think) 2.7k 891 77.8 69.9 73.7 39.3 58.4 47.062.2 0.143 0.307 4.29 3.25 3.66 3.59 3.47 3.65
InternVL3-14B 2.7k 390 77.7 47.7 59.1 32.3 58.4 41.651.4 0.156 0.300 4.19 3.05 3.47 3.43 3.35 3.50
Mistral-Small-24B-Inst 2.8k 383 57.1 53.6 55.3 25.5 50.0 33.842.7 0.092 0.236 2.34 1.81 2.16 1.91 1.93 2.03
Qwen3-30B-A3B 2.7k 949 78.6 72.9 75.7 40.1 64.8 49.564.8 0.149 0.308 4.24 3.19 3.66 3.54 3.47 3.62
Qwen2.5-32B-Inst 2.7k 316 76.1 73.8 75.0 44.8 33.8 38.563.0 0.162 0.309 4.41 3.34 3.67 3.52 3.44 3.68

- After Fine-tuning 2.7k 286 78.6 74.2 76.3 62.6 21.7 32.265.5 0.224 0.376 4.73 3.71 4.08 3.77 3.46 3.95
Qwen3-32B (think) 2.7k 884 78.4 59.8 67.8 37.4 67.0 48.056.5 0.137 0.301 4.30 3.23 3.63 3.56 3.46 3.63
Mistral-8x7B-Inst 3.0k 286 64.4 38.6 48.3 30.2 26.8 28.434.3 0.103 0.250 3.27 2.17 2.50 2.45 2.33 2.54
InternVL-38B 2.7k 341 73.3 56.8 64.0 35.6 68.2 46.857.3 0.160 0.307 4.30 3.22 3.64 3.53 3.41 3.62
Llama3.3-70B-Inst 2.7k 434 59.8 89.8 71.8 32.2 70.4 44.258.5 0.120 0.263 3.73 2.72 3.10 2.98 3.18 3.14
Qwen2.5-72B-Inst 2.7k 367 80.7 67.1 73.3 42.1 50.9 46.162.9 0.175 0.326 4.50 3.39 3.73 3.65 3.53 3.76

- After Fine-tuning 2.7k 287 77.6 75.2 76.4 61.5 24.8 35.4 65.8 0.224 0.376 4.74 3.70 4.11 3.79 3.50 3.97
InternVL3-78B 2.7k 373 72.2 73.7 73.0 34.3 69.1 45.859.3 0.158 0.302 4.23 3.10 3.56 3.50 3.42 3.56
Qwen3-235B-A22B 2.7k 1068 77.3 71.8 74.4 38.2 64.9 48.162.9 0.137 0.295 4.33 3.35 3.79 3.69 3.61 3.75
Deepseek-V3 2.7k 239 76.0 76.9 76.5 41.5 63.8 50.3 64.6 0.173 0.341 4.54 3.33 3.74 3.63 3.54 3.75
Deepseek-R1 2.6k 953 72.6 80.8 76.5 33.8 70.4 45.762.1 0.116 0.271 4.16 3.18 3.57 3.31 3.30 3.50

- Distill-Qwen-32B 2.8k 737 72.1 48.4 58.0 42.0 35.3 38.447.6 0.143 0.310 4.31 2.83 3.21 3.38 3.29 3.40
- Distill-Llama-70B 2.6k 685 73.1 55.6 63.1 42.7 45.6 44.154.2 0.148 0.315 4.37 3.07 3.48 3.51 3.42 3.57

Llama4-Scout-17Bx16E 2.5k 425 63.8 68.3 66.0 30.9 58.0 40.352.8 0.132 0.272 3.80 2.75 3.13 3.09 3.09 3.17
Llama4-Mave-17Bx128E 2.5k 370 73.4 81.5 77.2 40.2 57.5 47.3 63.0 0.152 0.300 4.04 3.16 3.56 3.48 3.60 3.57
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Qwen-Plus 2.7k 306 74.4 66.4 70.1 39.8 56.4 46.659.1 0.172 0.322 4.35 3.24 3.56 3.50 3.46 3.62
Qwen-Max 2.7k 406 76.9 72.0 74.4 41.9 53.7 47.1 61.9 0.168 0.319 4.42 3.46 3.74 3.64 3.59 3.77
Qwen-QwQ-Plus 2.7k 1369 74.0 72.0 73.0 37.1 64.8 47.262.1 0.128 0.286 4.18 3.31 3.66 3.56 3.55 3.65
Gemini-1.5-Pro 2.8k 288 70.3 73.9 72.1 33.4 62.4 43.557.8 0.125 0.261 3.61 2.61 3.14 2.82 2.98 3.03
Gemini-2.0-Pro 2.8k 307 75.7 79.2 77.4 38.5 64.4 48.263.5 0.161 0.302 4.13 3.05 3.56 3.31 3.45 3.50
Gemini-2.0-Flash 2.8k 282 67.7 72.2 69.9 32.5 68.5 44.156.0 0.132 0.274 3.85 2.74 3.22 3.00 3.15 3.19
Gemini-2.0-Flash-Think 2.8k 270 76.5 73.3 74.9 38.8 62.3 47.862.2 0.132 0.270 4.13 3.07 3.63 3.30 3.43 3.51
Gemini-2.5-Flash 2.7k 370 73.9 83.5 78.4 32.0 80.1 45.7 61.1 0.134 0.270 4.02 3.08 3.65 3.40 3.61 3.55
Gemini-2.5-Pro 2.7k 380 77.6 89.5 83.1 37.0 79.550.5 66.6 0.145 0.283 4.27 3.45 3.91 3.73 3.86 3.84
Claude-3.5-Sonnet 2.9k 344 71.6 83.3 77.0 35.7 78.5 49.161.6 0.122 0.277 4.31 3.12 3.63 3.55 3.54 3.63
Grok-3-mini-beta 2.5k 313 80.1 83.0 81.5 40.5 74.4 52.467.2 0.129 0.263 4.24 3.23 3.74 3.44 3.59 3.65
Grok-3-beta 2.5k 432 77.6 76.0 76.8 37.2 77.4 50.261.2 0.121 0.256 4.56 3.37 3.77 3.72 3.79 3.84
GPT-4-turbo 2.5k 348 77.5 72.1 74.7 40.5 54.2 46.362.5 0.153 0.308 4.32 3.19 3.52 3.51 3.51 3.61
GPT-4o-mini 2.6k 392 67.5 78.0 72.4 34.4 52.0 41.459.9 0.143 0.292 4.54 3.11 3.66 3.64 3.50 3.69
GPT-4o 2.6k 386 70.9 80.3 75.3 40.3 61.4 48.764.1 0.156 0.307 4.33 3.41 3.67 3.60 3.64 3.73
GPT-o3-mini 2.6k 618 74.3 69.0 71.5 36.0 52.2 42.759.3 0.151 0.306 3.43 2.77 3.21 2.97 3.14 3.11
GPT-4.1-nano 2.5k 323 69.5 46.1 55.5 30.8 48.0 37.545.1 0.131 0.287 4.24 2.99 3.42 3.39 3.26 3.46
GPT-4.1-mini 2.5k 400 73.5 83.3 78.1 34.7 71.1 46.663.7 0.139 0.284 4.48 3.45 3.98 3.82 3.78 3.90
GPT-4.1 2.5k 315 82.1 83.0 82.6 44.7 59.5 51.1 70.6 0.149 0.295 4.55 3.69 4.14 3.99 3.93 4.06

Use using 15 quotes (5 images & 10 texts) as multimodal input sequence for VLM
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Janus-Pro-7B - 131 25.0 0.1 0.1 10.3 0.9 1.7 0.2 0.010 0.107 0.10 0.30 0.10 0.70 0.50 0.34
Qwen2.5-VL-7B-Inst 5.0k 135 65.8 22.0 33.0 36.5 14.6 20.923.0 0.080 0.281 4.04 1.99 2.15 2.52 2.43 2.62
MiniCPM-o-2.6-8B - 910 24.4 14.1 17.9 16.8 24.1 19.812.7 0.063 0.187 2.31 1.69 1.90 2.11 1.75 1.95
InternVL2.5-8B 11.2k 232 51.5 46.0 48.6 26.6 11.7 16.339.7 0.102 0.279 3.56 1.96 2.37 2.37 2.17 2.48
InternVL3-8B 11.2k 422 69.2 36.8 48.0 30.1 51.9 38.141.4 0.122 0.262 3.79 2.66 3.00 2.95 2.82 3.04
InternVL3-9B 11.2k 304 78.0 57.3 66.0 32.3 24.7 28.053.1 0.153 0.306 4.04 2.85 3.25 3.04 2.78 3.19
InternVL3-14B 11.2k 381 75.4 53.2 62.3 30.3 69.2 42.1 52.5 0.148 0.290 4.01 2.93 3.35 3.23 3.15 3.33
InternVL2.5-26B 11.2k 218 67.9 34.3 45.6 28.3 7.9 12.432.4 0.105 0.295 3.70 1.90 2.23 2.52 2.28 2.53
Qwen2.5-VL-32B-Inst 4.9k 774 61.3 38.6 47.4 28.6 76.4 41.739.8 0.087 0.226 4.23 3.34 3.71 3.76 3.75 3.76
InternVL2.5-38B 11.2k 412 45.3 65.0 53.4 11.6 21.0 15.044.4 0.112 0.267 3.20 1.81 2.04 2.52 2.60 2.44
InternVL3-38B 11.2k 356 72.0 55.0 62.4 37.4 68.6 48.456.5 0.159 0.305 4.13 3.07 3.49 3.39 3.33 3.48
Qwen2.5-VL-72B-Inst 5.0k 325 71.9 77.9 74.7 37.7 56.9 45.4 60.0 0.151 0.298 4.16 3.09 3.45 3.36 3.37 3.49
InternVL2.5-78B 11.2k 255 73.7 42.7 54.1 41.4 38.7 40.044.2 0.138 0.318 4.21 2.89 3.07 3.13 3.09 3.28
InternVL3-78B 11.2k 312 75.2 73.4 74.3 38.5 59.8 46.8 62.5 0.167 0.314 4.11 3.08 3.52 3.36 3.25 3.46
Llama4-Scout-17Bx16E 7.8k 387 67.2 60.2 63.5 30.9 42.3 35.748.5 0.131 0.287 3.95 2.67 3.11 3.14 3.11 3.20
Llama4-Mave-17Bx128E 7.8k 325 72.1 80.0 75.8 43.9 36.4 39.861.9 0.154 0.309 4.22 3.30 3.62 3.52 3.58 3.65
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Qwen-VL-Plus 5.0k 243 61.8 22.5 33.0 27.4 26.0 26.727.2 0.101 0.278 3.27 2.09 2.42 2.26 2.13 2.43
Qwen-VL-Max 5.0k 201 82.6 50.6 62.8 36.2 44.0 39.750.7 0.127 0.308 4.15 3.00 3.33 3.14 3.16 3.36
Qwen-QVQ-Max 4.7k 1152 72.2 5.9 10.9 31.4 13.4 18.811.6 0.106 0.290 4.53 2.41 2.80 3.65 3.50 3.38
Gemini-1.5-Pro 2.8k 198 73.2 79.5 76.2 40.7 47.3 43.863.3 0.099 0.265 3.33 2.58 2.99 2.51 2.72 2.83
Gemini-2.0-Pro 2.8k 268 74.0 86.8 79.9 38.0 64.3 47.765.1 0.151 0.300 3.86 2.87 3.37 3.10 3.25 3.29
Gemini-2.0-Flash 2.8k 222 77.2 74.8 76.0 39.8 65.0 49.362.9 0.132 0.291 3.66 2.73 3.15 2.85 3.02 3.08
Gemini-2.0-Flash-Think 2.8k 280 77.9 83.1 80.4 43.6 62.9 51.5 68.9 0.146 0.298 4.21 3.26 3.70 3.40 3.49 3.61
Gemini-2.5-Flash 2.7k 351 78.4 82.6 80.4 36.9 73.4 49.164.6 0.142 0.287 4.22 3.23 3.81 3.62 3.82 3.74
Gemini-2.5-Pro 2.7k 429 78.5 90.4 84.0 37.9 76.1 50.6 68.1 0.144 0.291 4.35 3.50 4.03 3.83 4.03 3.95
Claude-3.5-Sonnet 5.5k 313 72.2 87.6 79.2 37.1 74.1 49.565.2 0.121 0.278 4.27 3.18 3.71 3.51 3.55 3.64
GPT-4o-mini 6.8k 356 69.2 78.6 73.6 34.4 50.2 40.860.4 0.147 0.297 4.53 3.11 3.61 3.55 3.33 3.63
GPT-4o 4.6k 346 67.4 87.9 76.3 37.8 61.6 46.865.6 0.159 0.315 4.38 3.42 3.76 3.62 3.63 3.76
GPT-4.1-nano 9.5k 303 66.3 27.6 39.0 34.7 48.9 40.634.9 0.134 0.303 4.21 2.74 3.06 3.21 2.93 3.23
GPT-4.1-mini 6.7k 458 68.8 90.2 78.1 34.5 74.8 47.2 65.1 0.134 0.287 4.44 3.47 3.98 3.92 3.94 3.95
GPT-4.1 4.6k 296 81.8 87.4 84.5 45.5 67.2 54.372.6 0.159 0.315 4.62 3.75 4.21 4.12 4.09 4.16

Table 8: Main results (using 15 quotes as context) for quote selection and multimodal answer
generation. The best and second best scores are in boldface andunderlined. Two most important
columns: (i) Overall F1 of both image/text quotes selection, and (ii)Average Scoresof �uency, cite
quality, text-image coherence, reasoning logic, and factuality for answer generation, are highlighted.
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Method In-token Usage Overall Quote F1 Answer Avg.
Multimodal (MM) Pure-Text (PT) MM PT �% MM PT �% MM PT �%

Use the same VLM to process both multimodal and pure-text inputs.
Gemini-1.5-Pro 2.8k 2.8k +0.0 63.3 57.8 -8.7 3.03 2.83 -6.6
Gemini-2.0-Pro 2.8k 2.8k +0.0 65.1 63.5 -2.5 3.29 3.50 +6.4

Gemini-2.0-Flash 2.8k 2.8k +0.0 62.9 56.0 -11.0 3.08 3.19 +3.6
Gemini-2.0-Flash-Think 2.8k 2.8k +0.0 68.9 62.2 -9.7 3.61 3.51 -2.8

Gemini-2.5-Pro 2.7k 2.7k +0.0 68.1 66.6 -2.2 3.95 3.84 -2.8
Gemini-2.5-Flash 2.7k 2.7k +0.0 64.6 61.1 -5.4 3.74 3.55 -5.1
Claude-3.5-Sonnet 5.5k 2.9k -47.3 65.2 61.6 -5.5 3.64 3.63 -0.3

GPT-4o-mini 6.8k 2.6k -61.8 60.4 59.9 -0.8 3.63 3.69 +1.7
GPT-4o 4.6k 2.6k -43.5 65.6 64.1 -2.3 3.76 3.73 -0.8

GPT-4.1-nano 9.5k 2.5k 73.7 34.9 45.1 +29.2 3.23 3.46 +7.1
GPT-4.1-mini 6.7k 2.5k -62.7 65.1 63.7 -2.2 3.95 3.90 -1.3

GPT-4.1 4.6k 2.5k -45.7 72.6 70.6 -2.8 4.16 4.06 -2.4
Llama4-Scout-17Bx16E 7.8k 2.5k -67.9 48.5 52.8 +8.9 3.19 3.17 -0.6
Llama4-Mave-17Bx128E 7.8k 2.5k -67.9 61.9 63.0 +1.8 3.65 3.57 -2.2

InternVL3-8B 11.2k 2.7k -75.9 41.4 52.7 +27.3 3.04 3.19 +4.9
InternVL3-9B 11.2k 3.0k -73.2 53.1 48.1 -9.4 3.19 3.34 +4.7
InternVL3-14B 11.2k 2.7k -75.9 52.5 51.4 -2.1 3.33 3.50 +5.1
InternVL3-38B 11.2k 2.7k -75.9 56.5 57.3 +1.4 3.46 3.62 +4.6
InternVL3-78B 11.2k 2.7k -75.9 62.5 59.3 -5.1 3.65 3.56 -2.5

Use separate VLM/LLM to process multimodal and pure-text inputs, respectively.
Qwen-VL-Plus Qwen-Plus 5.0k 2.7k -46.0 27.2 59.1 +117.3 2.43 3.62 +49.0
Qwen-VL-Max Qwen-Max 5.0k 2.7k -46.0 50.7 61.9 +22.1 3.36 3.77 +12.2

QVQ-Max QwQ-32B 4.7k 2.7k -42.6 25.8 52.0 +101.6 2.44 3.64 +49.2
Qwen2.5-VL-7B Qwen2.5-7B 5.0k 2.7k -46.0 23.0 48.4 +110.4 2.62 3.37 +28.6
Qwen2.5-VL-32B Qwen2.5-32B 4.9k 2.7k -44.9 39.8 63.0 +58.3 3.76 3.68 -2.1
Qwen2.5-VL-72B Qwen2.5-72B 5.0k 2.7k -46.0 60.0 62.9 +4.8 3.49 3.76 +7.7

Table 9: Using 15 quotes for multimodal generation.�% is calculated by values (PT-MM)/MM and
displayed in percentage.

Method
Metric

Tokens Quote Selection Multimodal Answer Quality

In Out Image Quotes Text Quotes F1 Bleu Rou- Flu- Cite Txt-Im Reas. Fact- AvgPrec Rec F1 Prec Rec F1 geL ency Qlty. Coher. Logic uality
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Qwen3-4B 2.7k 1057 74.1 67.9 70.9 37.2 45.5 40.959.8 0.139 0.301 4.27 3.16 3.67 3.50 3.47 3.61
- Disabled 2.7k 271 67.5 66.6 67.1 34.9 38.8 36.855.5 0.147 0.306 3.91 2.78 3.08 2.94 2.90 3.12
Qwen3-8B 2.7k 992 77.9 72.9 75.3 38.7 61.0 47.364.0 0.140 0.303 4.15 3.13 3.57 3.40 3.32 3.51
- Disabled 2.7k 286 72.2 71.7 72.0 31.7 48.4 38.358.1 0.149 0.308 4.11 2.98 3.33 3.12 3.09 3.33
Qwen3-14B 2.7k 891 77.8 69.9 73.7 39.3 58.4 47.062.2 0.143 0.307 4.29 3.25 3.66 3.59 3.47 3.65
- Disabled 2.7k 344 77.2 67.3 72.0 33.8 61.2 43.657.9 0.150 0.296 4.37 3.21 3.57 3.45 3.42 3.60
Qwen3-30B-A3B 2.7k 949 78.6 72.9 75.7 40.1 64.8 49.564.8 0.149 0.308 4.24 3.19 3.66 3.54 3.47 3.62
- Disabled 2.7k 378 72.4 70.8 71.6 34.8 52.6 41.958.6 0.155 0.305 4.27 3.16 3.49 3.34 3.33 3.52

20
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Qwen3-4B 3.6k 1072 68.5 64.4 66.4 36.1 46.7 40.758.2 0.139 0.301 4.25 3.13 3.57 3.55 3.40 3.58
- Disabled 3.6k 271 61.4 59.8 60.6 31.1 35.1 33.051.1 0.144 0.304 3.91 2.71 3.11 3.00 2.96 3.14
Qwen3-8B 3.6k 1018 71.3 67.5 69.4 34.4 60.1 43.859.7 0.138 0.302 4.15 3.13 3.57 3.40 3.32 3.51
- Disabled 3.6k 337 66.9 66.5 66.7 28.7 46.8 35.554.9 0.142 0.301 4.01 2.88 3.35 3.16 3.06 3.29
Qwen3-14B 3.6k 920 73.0 64.9 68.7 36.4 57.3 44.559.9 0.142 0.305 4.29 3.25 3.66 3.59 3.47 3.65
- Disabled 3.6k 352 72.0 59.9 65.4 32.2 61.0 42.154.5 0.147 0.296 4.31 3.10 3.56 3.49 3.38 3.57
Qwen3-30B-A3B 3.6k 969 72.5 68.2 70.3 36.7 61.1 45.961.4 0.147 0.305 4.22 3.23 3.68 3.49 3.40 3.60
- Disabled 3.6k 401 65.0 62.5 63.7 31.2 48.3 37.953.6 0.151 0.303 4.25 3.08 3.51 3.44 3.35 3.52
Qwen-QVQ-Max 6.8k 1137 63.5 6.8 12.2 34.0 13.2 19.112.3 0.106 0.290 4.53 2.44 2.77 3.61 3.45 3.36
- Disabled 6.8k 1129 57.6 10.6 17.9 25.3 45.4 32.423.6 0.064 0.180 3.42 2.95 3.23 3.01 3.31 3.18

Table 10: Thinking vs Non-thinking: full results on model performance by enabling and disabling
thinking before �nal multimodal generation. The rows marked with “- Disabled” refer to disabling
thinking mode.
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Method Out-token Usage Overall Quote F1 Answer Avg.
Yes-Think No-Think Yes No �% Yes No �% Yes No �%

Use the same model to generate thinking and non-thinking outputs.

15
Q

uo
te

s Qwen3-4B 1057 271 -74.4 59.8 55.5 -7.2 3.61 3.12 -13.6
Qwen3-8B 992 286 -71.2 64.0 58.1 -9.2 3.51 3.33 -5.1
Qwen3-14B 891 344 -61.4 62.2 57.9 -6.9 3.65 3.60 -1.4

Qwen3-30B-A3B 949 378 -60.2 64.8 58.6 -9.6 3.62 3.52 -2.8

20
Q

uo
te

s Qwen3-4B 1072 271 -74.7 58.2 51.1 -12.2 3.58 3.14 -12.3
Qwen3-8B 1018 337 -66.9 59.7 54.9 -8.0 3.51 3.29 -6.3
Qwen3-14B 920 352 -61.7 59.9 54.5 -9.0 3.65 3.57 -2.2

Qwen3-30B-A3B 969 401 -58.6 61.4 53.6 -12.7 3.60 3.52 -2.2
Qwen-QVQ-Max 1137 1129 -0.7 12.3 23.6 +91.9 3.36 3.18 -5.4

Use separate models to generate thinking and non-thinking outputs, respectively.

15
Q

uo
te

s

Deepseek-R1 Deepseek-V3 953 239 -74.9 62.1 64.6 +4.0 3.50 3.75 +7.1
R1-Distill-Qwen-32B Qwen2.5-32B 737 316 -57.1 54.2 63.0 +16.2 3.57 3.68 +3.1
R1-Distill-Llama-70B Llama3-70B 685 434 -36.6 52.8 58.5 +10.8 3.17 3.14 -0.9

QwQ-Plus Qwen-Plus 1369 306 -77.6 61.9 59.1 -4.5 3.77 3.62 -4.0
QVQ-Max Qwen-VL-Max 1152 201 -82.6 11.6 50.7 +337.1 3.36 2.43 -27.7

GPT-o3-mini GPT-4o-mini 618 392 -36.6 59.3 59.9 +1.0 3.11 3.69 +18.6
Qwen3-4B Qwen2.5-3B 1057 422 -60.1 59.8 29.7 -50.3 3.61 2.98 -17.5
Qwen3-8B Qwen2.5-7B 992 304 -69.4 64.0 48.4 -24.4 3.51 3.37 -4.0
Qwen3-14B Qwen2.5-14B 891 356 -60.0 62.2 59.6 -4.2 3.65 3.50 -4.1
Qwen3-32B Qwen2.5-32B 884 316 -64.3 56.5 63.0 +11.5 3.63 3.68 +1.4

Qwen3-235B-A22B Qwen2.5-72B 1068 367 -65.6 62.9 62.9 +0.0 3.75 3.76 +0.3

20
Q

uo
te

s

Deepseek-R1 Deepseek-V3 930 234 -74.8 59.4 61.1 +2.9 3.48 3.74 +7.5
R1-Distill-Qwen-32B Qwen2.5-32B 731 320 -56.2 58.9 44.8 -23.9 3.34 3.63 +8.7
R1-Distill-Llama-70B Llama3-70B 680 430 -36.8 55.6 51.0 -8.3 3.50 3.24 -7.4

QwQ-Plus Qwen-Plus 1266 316 -75.0 59.6 55.4 -7.0 3.63 3.63 +0.0
QVQ-Max Qwen-VL-Max 1137 206 -81.9 12.3 46.8 +280.5 3.36 3.35 -0.3

GPT-o3-mini GPT-4o-mini 623 394 -36.8 57.0 56.6 -0.7 3.10 3.70 +19.4
Qwen3-4B Qwen2.5-3B 1072 415 -61.3 58.2 25.0 -57.0 3.58 2.94 -17.9
Qwen3-8B Qwen2.5-7B 1018 302 -70.3 59.7 45.8 -23.3 3.51 3.34 -4.8
Qwen3-14B Qwen2.5-14B 920 362 -60.7 59.9 54.7 -8.7 3.65 3.49 -4.4
Qwen3-32B Qwen2.5-32B 917 320 -65.1 54.5 58.9 +8.1 3.61 3.63 +0.6

Qwen3-235B-A22B Qwen2.5-72B 1052 380 -63.9 59.5 59.1 -0.7 3.77 3.75 -0.5

Table 11: Comparative results between scores achieved via thinking and non-thinking based genera-
tion. �% is calculated by values (No-Yes)/No and displayed in percentage.
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Method
Metric

Tokens Quote Selection Multimodal Answer Quality

In Out Image Quotes Text Quotes F1 Bleu Rou- Flu- Cite Txt-Im Reas. Fact- AvgPrec Rec F1 Prec Rec F1 geL ency Qlty. Coher. Logic uality

15
Q

uo
te

s

Qwen2.5-7B-Inst 2.7k 304 72.3 51.0 59.8 36.6 28.8 32.348.4 0.160 0.311 4.25 2.99 3.31 3.25 3.06 3.37
- Using OCR-text 2.4k 304 56.3 44.3 49.6 32.3 28.9 30.540.4 0.136 0.288 4.08 2.86 3.02 3.11 2.67 3.15
Llama3.1-8B-Inst 2.6k 423 62.2 60.0 61.1 27.6 42.9 33.646.0 0.116 0.257 4.26 2.95 3.22 3.16 3.07 3.33
- Using OCR-text 2.2k 430 50.9 54.0 52.4 25.3 46.4 32.740.4 0.098 0.238 4.11 2.63 3.20 3.07 2.93 3.19
Llama3.3-70B-Inst 2.7k 434 59.8 89.8 71.8 32.2 70.444.2 58.5 0.120 0.263 3.73 2.72 3.10 2.98 3.18 3.14
- Using OCR-text 2.2k 408 53.9 79.0 64.1 30.4 72.3 42.853.6 0.114 0.258 3.64 2.75 3.01 2.87 3.13 3.08
Qwen2.5-72B-Inst 2.7k 367 80.7 67.1 73.3 42.1 50.9 46.162.9 0.175 0.326 4.50 3.39 3.73 3.65 3.53 3.76
- Using OCR-text 2.4k 358 75.1 58.3 65.7 37.2 58.6 45.557.1 0.152 0.302 4.33 3.24 3.11 3.58 3.49 3.55
Qwen-Max 2.7k 406 76.9 72.0 74.4 41.953.7 47.1 61.9 0.168 0.319 4.42 3.46 3.74 3.643.59 3.77
- Using OCR-text 2.4k 380 71.1 61.1 65.7 40.2 58.9 47.857.0 0.150 0.299 4.29 3.37 3.55 3.49 3.48 3.63
Deepseek-V3 2.7k 239 76.0 76.9 76.541.5 63.8 50.364.6 0.173 0.341 4.54 3.33 3.74 3.63 3.54 3.75
- Using OCR-text 2.3k 228 70.9 69.6 70.2 38.6 66.3 48.859.5 0.150 0.316 4.49 3.23 3.70 3.56 3.44 3.68
Gemini-2.0-Pro 2.8k 307 75.7 79.2 77.4 38.5 64.4 48.263.5 0.161 0.302 4.13 3.05 3.56 3.31 3.45 3.50
- Using OCR-text 2.4k 270 71.5 78.6 74.9 38.3 63.9 47.962.0 0.146 0.292 4.08 2.85 3.44 3.33 3.37 3.41
Gemini-2.0-Flash-TK 2.8k 270 76.5 73.3 74.9 38.8 62.3 47.862.2 0.132 0.270 4.13 3.07 3.63 3.30 3.43 3.51
- Using OCR-text 2.4k 252 73.4 72.5 73.0 39.7 62.9 48.761.4 0.124 0.266 4.10 3.04 3.57 3.22 3.36 3.46
GPT-4o 2.6k 386 70.9 80.3 75.3 40.3 61.4 48.764.1 0.156 0.307 4.33 3.41 3.67 3.60 3.64 3.73
- Using OCR-text 2.2k 423 63.8 76.1 69.4 35.0 69.2 46.559.4 0.129 0.274 4.15 3.37 3.55 3.58 3.60 3.65

20
Q

uo
te

s

Qwen2.5-7B-Inst 3.6k 302 66.5 45.5 54.0 36.2 28.2 31.745.8 0.159 0.313 4.27 2.93 3.21 3.22 3.07 3.34
- Using OCR-text 3.1k 302 50.0 38.5 43.5 30.5 26.6 28.437.1 0.134 0.287 4.16 2.78 2.94 3.08 2.77 3.15
Llama3.1-8B-Inst 3.4k 435 54.1 51.8 52.9 24.1 38.1 29.541.0 0.112 0.254 4.17 2.88 3.15 3.08 2.99 3.25
- Using OCR-text 2.8k 445 45.0 46.5 45.7 22.9 41.2 29.536.0 0.093 0.235 4.09 2.67 3.08 3.10 2.88 3.16
Llama3.3-70B-Inst 3.4k 430 54.3 82.5 65.5 30.6 64.3 41.555.6 0.120 0.264 3.93 2.72 3.17 3.11 3.26 3.24
- Using OCR-text 2.8k 404 51.1 74.3 60.6 29.1 68.9 40.951.7 0.113 0.257 3.77 2.80 3.03 2.93 3.10 3.13
Qwen2.5-72B-Inst 3.6k 380 76.5 62.1 68.5 38.849.2 43.4 59.1 0.173 0.324 4.48 3.41 3.71 3.64 3.53 3.75
- Using OCR-text 3.1k 364 68.2 53.0 59.7 36.0 57.7 44.353.3 0.151 0.300 4.27 3.18 3.06 3.60 3.41 3.50
Qwen-Max 3.6k 426 71.7 66.9 69.3 39.7 51.5 44.858.9 0.165 0.315 4.42 3.47 3.71 3.643.59 3.77
- Using OCR-text 3.1k 383 65.6 55.2 59.9 36.8 55.3 44.252.5 0.148 0.298 4.25 3.40 3.44 3.55 3.50 3.62
Deepseek-V3 3.4k 234 70.8 73.4 72.1 37.3 59.8 45.961.1 0.171 0.338 4.57 3.31 3.74 3.62 3.47 3.74
- Using OCR-text 2.9k 228 65.6 66.0 65.8 35.8 63.4 45.756.9 0.149 0.318 4.40 3.17 3.55 3.42 3.40 3.59
Gemini-2.0-Pro 3.6k 307 71.7 81.4 76.3 36.7 61.3 45.962.8 0.164 0.308 4.13 3.08 3.56 3.34 3.46 3.51
- Using OCR-text 3.1k 276 66.9 75.3 70.9 36.5 61.4 45.859.6 0.144 0.291 3.99 2.75 3.28 3.26 3.30 3.32
Gemini-2.0-Flash-TK 3.6k 275 72.0 73.6 72.8 37.4 60.5 46.261.0 0.133 0.272 4.14 3.04 3.54 3.27 3.35 3.47
- Using OCR-text 3.1k 256 67.8 68.8 68.3 36.4 58.8 44.957.7 0.123 0.265 4.05 3.00 3.48 3.17 3.33 3.41
GPT-4o 3.4k 353 66.9 67.1 67.0 37.0 57.2 44.957.2 0.160 0.313 4.29 3.37 3.65 3.56 3.59 3.69
- Using OCR-text 2.8k 419 57.1 72.3 63.8 32.7 65.543.6 56.8 0.129 0.276 4.10 3.38 3.23 3.56 3.67 3.59

Table 12: Quotes as Text: full results on model performance by using OCR-text and VLM-text.
The rows marked with “- Using OCR-text” refer to using OCR-text to represent image quotes, and
otherwise VLM-text.
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(a) Performance comparison between questions with single and multiple image quotes as evidence.

(b) Performance comparison between questions with single and multiple pages as evidence.

(c) Performance comparison between questions with single and cross modal evidence type.

Figure 11: Fine-grained results of 4 VLMs using both 20 multimodal (MM) and pure-text (PT)
quotes. The breakdown is according to questions consisting of: (a) single or multiple image quotes as
evidence, (b) single or multiple pages as evidence, and (c) single or cross modal evidence type.
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Model Parameters Image Model Checkpoint or Identi�erTotal Active Support

O
pe

n-
so

ur
ce

M
od

el
s

Qwen2.5-3B-Instruct [65] 3B - 7 Qwen/Qwen2.5-3B-Instruct
Qwen2.5-7B-Instruct [65] 7B - 7 Qwen/Qwen2.5-7B-Instruct
Qwen2.5-14B-Instruct [65] 14B - 7 Qwen/Qwen2.5-14B-Instruct
Qwen2.5-32B-Instruct [65] 32B - 7 Qwen/Qwen2.5-32B-Instruct
Qwen2.5-72B-Instruct [65] 72B - 7 Qwen/Qwen2.5-72B-Instruct
Qwen2.5-VL-7B-Instruct [3] 7B - 3 Qwen/Qwen2.5-VL-7B-Instruct
Qwen2.5-VL-32B-Instruct [3] 32B - 3 Qwen/Qwen2.5-VL-32B-Instruct
Qwen2.5-VL-72B-Instruct [3] 72B - 3 Qwen/Qwen2.5-VL-72B-Instruct
Qwen-QVQ-72B-Preview [64] 72B - 3 Qwen/QVQ-72B-Preview
Qwen3-4B [62] 4B - 7 Qwen/Qwen3-4B
Qwen3-8B [62] 8B - 7 Qwen/Qwen3-8B
Qwen3-14B [62] 14B - 7 Qwen/Qwen3-14B
Qwen3-32B [62] 32B - 7 Qwen/Qwen3-32B
Qwen3-30B-A3B [62] 30B 3B 7 Qwen/Qwen3-30B-A3B
Qwen3-235B-A22B [62] 235B 22B 7 Qwen/Qwen3-235B-A22B
Llama3.2-3B-Instruct [29] 3B - 7 meta-llama/Llama-3.2-3B-Instruct
Llama3.1-8B-Instruct [29] 8B - 7 meta-llama/Llama-3.1-8B-Instruct
Llama3.3-70B-Instruct [29] 70B - 7 meta-llama/Llama-3.3-70B-Instruct
Llama-4-Scout-17B-16E-Instruct [51] 109B 17B 3 meta-llama/Llama-4-Scout-17B-16E
Llama-4-Maverick-17B-128E-Instruct [51] 400B 17B 3 meta-llama/Llama-4-Maverick-17B-128E-Instruct
Mistral-7B-Instruct [34] 7B - 7 mistralai/Mistral-7B-Instruct-v0.2
Mistral-Small-24B-Instruct [53] 24B - 7 mistralai/Mistral-Small-24B-Instruct-2501
Mixtral-8x7B-Instruct [35] 46.7B 12.9B 7 mistralai/Mixtral-8x7B-Instruct-v0.1
Deepseek-V3 [12] 671B 37B 7 deepseek-ai/DeepSeek-V3
Deepseek-R1 [13] 671B 37B 7 deepseek-ai/DeepSeek-R1
DeepSeek-R1-Distill-Qwen-32B [13] 32B - 7 deepseek-ai/DeepSeek-R1-Distill-Qwen-32B
DeepSeek-R1-Distill-Llama-70B [13] 70B - 7 deepseek-ai/DeepSeek-R1-Distill-Llama-70B
Janus-Pro-7B [6] 7B - 3 deepseek-ai/Janus-Pro-7B
MiniCPM-o-2.6-8B [85] 8B - 3 openbmb/MiniCPM-o-2_6
InternVL2.5-8B [7] 8B - 3 OpenGVLab/InternVL2_5-8B
InternVL2.5-26B [7] 26B - 3 OpenGVLab/InternVL2_5-26B
InternVL2.5-38B [7] 38B - 3 OpenGVLab/InternVL2_5-38B
InternVL2.5-78B [7] 78B - 3 OpenGVLab/InternVL2_5-78B
InternVL3-8B [90] 8B - 3 OpenGVLab/InternVL3-8B
InternVL3-9B [90] 9B - 3 OpenGVLab/InternVL3-9B
InternVL3-14B [90] 14B - 3 OpenGVLab/InternVL3-14B
InternVL3-38B [90] 38B - 3 OpenGVLab/InternVL3-38B
InternVL3-78B [90] 78B - 3 OpenGVLab/InternVL3-78B

P
ro

pr
ie

ta
ry

M
od

el
s

Qwen-Plus [63] - - 7 qwen-plus-2025-01-25
Qwen-Max [63] - - 7 qwen-max-2025-01-25
Qwen-VL-Plus [60] - - 3 qwen-vl-plus-2025-01-25
Qwen-VL-Max [60] - - 3 qwen-vl-max-2025-01-25
Qwen-QVQ-Max [64] - - 3 qvq-max-2025-03-25
Qwen-QwQ-Plus [61] - - 3 qwq-plus-2025-03-05
Gemini-1.5-Pro [28] - - 3 gemini-1.5-pro
Gemini-2.0-Pro [27] - - 3 gemini-2.0-pro-exp-02-05
Gemini-2.0-Flash [25] - - 3 gemini-2.0-�ash-exp
Gemini-2.0-Flash-Thinking [26] - - 3 gemini-2.0-�ash-thinking-exp
Gemini-2.5-Pro [24] - - 3 gemini-2.5-pro-preview-03-2
Gemini-2.5-Flash [23] - - 3 gemini-2.5-�ash-preview-04-17
Claude-3.5-Sonnet [2] - - 3 claude-3-5-sonnet-20241022
Grok-3-mini-beta [80] - - 7 grok-3-beta-mini
Grok-3-beta [80] - - 7 grok-3-beta
GPT-4-turbo [54] - - 7 gpt-4-turbo-2024-04-09
GPT-4o [55] - - 3 gpt-4o-2024-08-06
GPT-4o-mini [56] - - 3 gpt-4o-mini-2024-07-18
GPT-o3-mini [57] - - 7 o3-mini-2025-01-31
GPT-4.1 [58] - - 3 gpt-4.1-2025-04-14
GPT-4.1-mini [58] - - 3 gpt-4.1-mini-2025-04-14
GPT-4.1-nano [58] - - 3 gpt-4.1-nano-2025-04-14

Table 13: Implementation details for Open-source and Proprietary Models

C Implementation Details

In this Appendix section, we details the implementation details of VLM/LLM inference (Appendix
C.1), LLM �netuning (Appendix C.2), Retrievers (Appendix C.3). All related codes and datasets for
training and evaluation can be access from https://github.com/MMDocRAG/MMDocRAG.
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C.1 Implementation Details of Large Models Inference

We evaluate 60 state-of-the-art large models, including 33 vision-language models (VLMs) that
process interleaved text and image inputs, and 27 language models (LLMs) that handle text-only
inputs. Speci�cally, our study covers 38 open-source models: Qwen-2.5 models [3, 65, 79], Qwen-3
models [62], LLama-3 models [29], Llama-4 models [51], DeepSeek models [6, 12, 13], Mistral
models [34, 35, 53], InternVL-2.5 models [7], InternVL-3 models [90], and MiniCPM-o-2.6-8B
[85]. Additionally, we include 22 proprietary models: Qwen models [60, 63, 64], GPT models
[54–58], Gemini models [23–28], Grok3 models [80], and Claude-3.5-Sonnet [2]. We summarize
the pre-trained checkpoints available on HuggingFace3 and of�cial model identi�ers of proprietary
models in Table 13. Note that Llama-3.2-11B-Vision and Llama-3.2-90B-Vision [52], which do not
support taking multiple images in their input sequence, are excluded from our experiments.

Deployment of Open-source Large Models. Open-source models are deployed using SWIFT4,
a scalable and lightweight �ne-tuning framework. Alternatively, many open-source models can be
accessed via API service providers such as Alibaba Cloud (Bailian)5 and Deepinfra Platform6.

Multimodal inputs for VLM. For VLMs, we follow the inference setting described in Section 4.2.
Multimodal quotes are provided as interleaved text and image inputs for both quote selection and
multimodal answer generation. Prompts are structured using the template illustrated in Figure 22,
with all images base64-encoded for input.

Pure text inputs for LLM and VLM. For both LLMs and VLMs in pure-text settings, multimodal
quotes are converted to textual representations following the process in Section 2.1. This includes
using either OCR-derived text or VLM-generated text for images. The prompt template in Figure 23
is applied to consolidate all quotes and questions.

C.2 Implementation Details of LLM Finetuning

As described in Section 4.2, we �netune (i) �ve Qwen2.5 LLMs including: Qwen2.5-3B-Instruct,
Qwen2.5-7B-Instruct, Qwen2.5-14B-Instruct, Qwen2.5-32B-Instruct, and Qwen2.5-72B-Instruct, (ii)
two Qwen2.5-VL VLMs namely: Qwen2.5-VL-3B-Instruct and Qwen2.5-VL-7B-Instruct, and (iii)
two InternVL-3 VLMs namely: InternVL-3-8B and InternVL-3-9B.

Data Preparation. Training is conducted on theMMDocRAGdevelopment set, comprising 2,055
questions, each annotated with both 15 and 20 quotes. As citation indices7 differ between settings,
corresponding multimodal answers also vary. Combining both settings yields 4,110 training instances,
each in the format<system instruction, user message, response> . System instructions
and user messages are generated from the prompt template in Figure 23, populated with relevant
questions and multimodal quotes. The response is the corresponding multimodal answer from
MMDocRAG.

Supervised Finetuning. Supervised �ne-tuning is performed with the SWIFT framework, utilizing
memory-ef�cient methods such as LoRA [31], FlashAttention [11], and DeepSpeed [66]. We set the
LoRA rank to 16 and alpha to 32. For �netuning LLMs, we set the maximum sequence length to 8k,
given the average input length of 3.6k tokens (see Table 3). For �netuning VLMs, we set the maxium
sequence length to 32k instead, given that images need more tokens for accurate representation.
Training is performed for one epoch, using gradient accumulation to update LoRA weights every 8
training steps.

Inference of Finetuned Model. Inference with �netuned models is based on the pure-text input
setting, as noted in Appendix C.1. Multimodal quotes are converted to text, and the same prompt
structure is used for quote selection and multimodal answer generation.

3https://huggingface.co/
4https://github.com/modelscope/ms-swift
5https://www.alibabacloud.com/
6https://deepinfra.com/
7We shuf�e the indices of all quotes, and make sure the indices of gold quotes are evenly distributed.
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Model Dimension Base Model HuggingFace Checkpoint

Te
xt

DPR [36] 768 BERT-base [14]
facebook/dpr-ctx_encoder-multiset-base
facebook/dpr-question_encoder-multiset-base

ColBERT [37] N tok �768 BERT-base [14] colbert-ir/colbertv2.0
Contriever [33] 768 BERT-base [14] facebook/contriever-msmarco
E5 [78] 1,024 BERT-large [14] int�oat/e5-large-v2
BGE [83] 1,024 RetroMAE [82] BAAI/bge-large-en-v1.5
GTE [41] 1,024 BERT-large [14] thenlper/gte-large

V
is

ua
l DSEwiki�ss [46] 3,072 Phi-3-Vision [1] Tevatron/dse-phi3-v1.0

DSEdocmatix [46] 3,072 Phi-3-Vision [1] Tevatron/dse-phi3-docmatix-v2
ColPali [21] N tok �1,024 PaliGemma [4] vidore/colpali
ColQwen [21] N tok �1,024 Qwen2-VL [60] vidore/colqwen2-v0.1

Table 14: Implementation details for Text and Vision Retrieval Models

C.3 Implementation Details of Retriever

Text Retrieval: Introduction. Text retrieval methods are typically categorized into sparse and
dense retrieval. Sparse retrievers, such as TF-IDF [69] and BM25 [68], compute relevance based
on word frequency statistics, with BM25 adding nonlinear frequency saturation and length nor-
malization. Dense retrievers represent content as vectors: DPR [36] is a pioneering work for QA
tasks; ColBERT [37] enables ef�cient late interaction for �ne-grained question-document matching;
Contriever [33] employs contrastive learning to enhance dense representations; E5 [78] and BGE [83]
introduce improved training and data strategies; and GTE [41] incorporates graph-based methods for
further enhancement. Despite recent progress, most text retrievers focus on textual content [40] and
overlook valuable visual information that may be embedded in documents.

Text Retriever: Implementation Details. In our experiments (section 4), we implement 6 dense
text retrievers: DPR [36], ColBERT [37], Contriever [33], E5 [78], BGE [83], and GTE [41]. All
models use the BERT WordPiece tokenizer and a maximum sequence length of 512 tokens [14].
We utilize publicly available checkpoints from HuggingFace (see Table 14 for details) and the
sentence-transformers library8 for deploying E5, BGE, and GTE.

Visual Retrieval: Introduction. Vision Language Models (VLMs) [1, 4, 7, 65] have enabled
the development of visual-driven document retrievers. Recent models such as ColPali [21] and
DSE [46] leverage PaliGemma [4] and Phi3-Vision [1] to directly encode document page screenshots
for multimodal retrieval. ColPali utilizes �ne-grained, token-level question-document interactions
similar to ColBERT, while DSE adopts a global dense embedding approach as in DPR. Visual
retrievers directly exploit visual content, enabling multimodal retrieval systems to handle non-textual
information natively. However, they face challenges with document pages of high resolution due to
increased computational and memory requirements for visual token embedding.

Visual Retriever: Implementation Details. We implement four visual retrievers: DSEwiki�ss [46],
DSEdocmatix [46], ColPali [21], and ColQwen [21]. These models use image tokenizers to convert
image quotes into14 �14 pixel patches, each corresponding to a visual token. We employ pre-trained
checkpoints from HuggingFace, with con�guration details listed in Table 14.

Hybrid Retrieval. For hybrid text-image retrieval, we pair top-performing text retrievers (BGE and
ColBERT) with visual retrievers (ColPali and ColQwen), resulting in four combinations: ColP+ColB,
ColP+BGE, ColQ+ColB, and ColQ+BGE. For each combination, we retrieve the top 10, 15, or 20
quotes, with �xed splits (e.g., top 10: 3 images and 7 texts; top 15: 5 images and 10 texts; top 20: 8
images and 12 texts). This approach enables integrated retrieval from both textual and visual content.

8https://www.sbert.net/
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D Annotation Examples

In this section, we present 6 annotation examples that illustrate typical multimodal reasoning and
integration patterns, which help clarify the construction and use ofMMDocRAG. Each annotation
includes the following components: question, short answer, a set of noisy image and text quotes,
gold quotes, and the �nal multimodal answer. These examples frequently require reasoning across
multiple pages and modalities. The image quotes encompass diverse formats such as �gures, charts,
tables, and infographics, highlighting the complexity and richness of the multimodal reasoning tasks.

Figure 12: This example shows a typical multi-image reasoning task that requires synthesizing
information from multiple image quotes. The answer is derived solely from visual evidence.
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