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Abstract

Large Vision-Language Models (LVLMs) have exhibited remarkable progress.
However, deficiencies remain compared to human intelligence, such as hallucina-
tion and shallow pattern matching. In this work, we aim to evaluate a fundamental
yet underexplored intelligence: association, a cornerstone of human cognition for
creative thinking and knowledge integration. Current benchmarks, often limited
to closed-ended tasks, fail to capture the complexity of open-ended association
reasoning vital for real-world applications. To address this, we present MM-
OPERA, a systematic benchmark with 11,497 instances across two open-ended
tasks: Remote-Item Association (RIA) and In-Context Association (ICA), align-
ing association intelligence evaluation with human psychometric principles. It
challenges LVLMs to resemble the spirit of divergent thinking and convergent
associative reasoning through free-form responses and explicit reasoning paths.
We deploy tailored LLM-as-a-Judge strategies to evaluate open-ended outputs,
applying process-reward-informed judgment to dissect reasoning with precision.
Extensive empirical studies on state-of-the-art LVLMs, including sensitivity analy-
sis of task instances, validity analysis of LLM-as-a-Judge strategies, and diversity
analysis across abilities, domains, languages, cultures, etc., provide a comprehen-
sive and nuanced understanding of the limitations of current LVLMs in associative
reasoning, paving the way for more human-like and general-purpose Al. The dataset
and code are available at https://github.com/MM-OPERA-Bench/MM-OPERA.

1 Introduction

Recent advancements in Large Vision-Language Models (LVLMs) have significantly improved their
ability to handle multi-modal inputs and address diverse tasks. Systems such as GPT-4 [69], Gemini
models [[79]], and LLaVA [55] exhibit remarkable proficiency in visual understanding, language
generation, and multi-step reasoning. These capabilities are driving transformative applications across
fields such as education, design, scientific discovery, embodied intelligence, and so on [39}(19}30,57].

Existing benchmarks for LVLMs [3, 162} 351 195|144, 143,196/ (18} 31,159, 160]] has facilitated systematic
assessments of instruction-following and alignment tasks, focusing on recognition, comprehension,
and reasoning. However, the evaluation of association intelligence in LVLMSs remains underexplored.
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Figure 1: An overview of MM-OPERA. The RIA task challenges models to discover meaningful
connections between unrelated elements, while the ICA task requires transferring relationship patterns
from a context pair to a query item to generate an appropriate target. The reference answer represents
just one possible valid response. The association reasoning paths are used to evaluate the coherence
and depth of the step-by-step reasoning process.

Association, a cornerstone of human cognition, enables creative thinking [64]], underpins the integra-
tion of fragmented information into coherent knowledge and supports critical cognitive processes
such as memory, perception, and rule discovery [5]. We argue that LVLMs need to develop this core
capability to move beyond shallow pattern matching toward true knowledge synthesis and reasoning.
It is a prerequisite for many real-world applications such as scientific discovery, creative ideation and
design, personalized education, innovative problem-solving and robot planning.

Current efforts, such as the Labyrinth of Links [46]] have begun to formalize association as an
evaluation target, using closed-ended tasks with predefined options to probe associative memory.
While this approach offers valuable insights, it falls short of capturing the full scope of association
reasoning required for real-world Al applications. We argue that open-ended association reasoning is
essential for two key reasons: (1) Closed-ended tasks with fixed options may introduce bias, subtly
guiding the model’s associative behavior and masking its true capacity for independent reasoning; (2)
The fixed-answer format struggles to evaluate complex, long-form association reasoning, limiting the
ability to challenge models on intricate, multi-step relational inference. These limitations motivate our
development of a new benchmark that prioritizes open-endedness to rigorously assess and ultimately
enhance LVLMSs’ association reasoning capabilities.

In cognitive science, association emerges from the interplay of convergent and divergent thinking:
the former identifying meaningful connections and selecting optimal solutions; the latter generating
multiple unique ideas [83},13,163]. The Remote Associates Test (RAT) (64, 24} 17,1877, 2]] exemplifies
this by requiring individuals to uncover links between distant concepts, a process vital for adaptive
problem-solving. To mirror this in LVLMs and address the shortcomings of prior work, we propose
MM-OPERA (Multi-Modal OPen-Ended Reasoning-guided Association), a benchmark designed
to evaluate association reasoning without predefined constraints. It assesses how models identify
and express meaningful links across distant concepts (i.e. convergent thinking), expected to emerge
through diverse reasoning paths (i.e. divergent thinking). Table [I] highlights how MM-OPERA
diverges from The Labyrinth of Links by adopting open-ended tasks, more challenging reasoning
scenarios, and a broader scope of evaluation, enabling a deeper probe into LVLMs’ relational inference
abilities.

MM-OPERA comprises 11,497 instances across two core tasks (Figure E]): Remote-Item Association
(RIA), testing the ability to link distant concepts with structured reasoning, and In-Context Associ-
ation (ICA), probing pattern recognition within in-context learning [29]]. Spanning 13 associative
dimensions and diverse cultural, linguistic, and thematic contexts, it offers a comprehensive evalua-
tion framework. It prioritizes free-form responses, employing reference answers as heuristic quality
benchmarks rather than rigid correctness criteria. To evaluate open-ended outputs, we design tailored
LILM-as-a-Judge strategies with a cascading scoring rubric. Furthermore, by leveraging process-



Table 1: Comparison between The Labyrinth of Links and MM-OPERA.

Dimension The Labyrinth of Links MM-OPERA (Ours)
Task Format Multi-choice, closed-ended Free-form, Open-ended
Association Tasks Basic Steps: More Complex:

Single / Synchronous / Asynchronous Remote-ltem Association / In-Context Association
Association Scope Adjectives and Verb 3 relationship types, 13 ability dimensions

limited semantic concepts broad cultural, linguistic and thematic contexts
Evaluation Metrics Correctness-focused: Multi-dimensional assessment

Max / Mean Step, Success Ratio Score Rate, High Score RateHR, Reasoning Score,

Reasonableness, Distinctiveness, Knowledgeability

Evaluation Flexibility =~ Option-based, Fully generative,

limited generative capacity supports diverse reasoning paths and rationales

reward principles to trace reasoning steps, our evaluation captures cognitive ow and knowledge
integration, surpassing traditional outcome-focused metrics.

Our contributions are threefold:

1. MM-OPERA: We introduce a benchmark of 10,000nstances for evaluating LVLMS'
association reasoning, centered on Remote-Item Association (RIA) and In-Context Associa-
tion (ICA) tasks inspired by classic psychometric studies. It spans 13 analytical dimensions
to enable comprehensive assessment.

2. LLM-as-a-Judge Strategies:To support open-ended evaluation, we design tailored LLM-
as-a-Judge methods that assess both response quality and reasoning processes, enabling
ne-grained and reliable scoring.

3. Profound Findings: Our analysis reveals key limitations of current LVLMs and highlights
the critical role of association reasoning in advancing real-world, general-purpose Al.

2 Related Work

Large Vision Language Models (LVLMs). Early studies|T8,198,[73] established the foundations

of vision-language models. CoC8d4], Flamingo [}, and BLIP-2 B7], advanced performance with
enhanced architectures and large-scale multimodal pretraining. InstruciBf]|MiniGPT-4 [103,

and LLaVA [56], have re ned multimodal instruction tuning and alignment strategies. Recent open-
source LVLMs,e.g, LLaVA-OneVision @45, mPLUG-OwI3 @1], and Qwen2-VL[F], have extended
these capabilities to multi-image and video understanding. Proprietary models like GB84V [
Gemini-Pro-V [79], and Qwen-VL-Max [8] have demonstrated state-of-the-art performance.

LVLM Benchmarks. The evaluation of LVLM has progressed from early benchmarks like VA [

35] and OK-VQA [62] to broader assessments such as SEED-Beddih [AMM [[92], LVLM-

eHub B(Q], MMBench [59], MSCOCO B3], and MM-Vet [95], covering tasks like Optical Character
Recognition (OCR)38], adversarial robustnes&Q(, and hallucination detectiori28, 54, 48,

84]. Specialized benchmarks target various capabilities: Math\fislla CLEVR [40], CVR [97],

ReMI [42], Encyclopedic VQAIBE], LogicVista [89], SPACE [74], BLINK [[32], ZeroBench[T5],
MMMU [196], and Visual Riddled15] each focus on different aspects of reasoning and perception. Li
et al. [46] propose an adjective-verb association benchmark, but it is constrained to prede ned
categories, leaving open-ended associative reasoning largely unexplored.

Psychometric Test for Al Evaluation. Researchers have proposed psychometric frameworks to
assess Al cognitiori3g], ranging from personality and theory-of-mind benchmai,[latent

trait pro ling [[72], and reasoning evaluation via the Technology Acceptance Model (TAR]) fo

broader construct-oriented approaches emphasizing underlying cognitive mechanisms over task-level
performancel8g]. Adaptive testing further enhances ef ciency by dynamically adjusting to model
responseslj04]. Association reasoning has also been modeled and involved in Al evalu@gotd.
Mednick's Theory of Creativity de nes creativity as forming remote connecti@d§ underpinning
associative creativity theorieg1, 10] and the Remote Associates Test (RAT), adapted for semantic
and visual association§, 68, 11, 67] through convergent thinking tasks. Divergent thinkigd,[14]

is also assessed via tasks like the Alternate Uses Task (A& ahd Divergent Association Task



(DAT) [66]. Studies on LLMs and LVLMs reveal mixed results: “leap-of-thought” tasks enhance
divergent reasoning [102], GPT models show varied creativity and even surpass humans [41, 22].

3 MM-OPERA: Dataset

In this section, we illustrate the task design and the corresponding dataset of MM-OPERA. Section 3.1
elaborates association tasks and Section 3.2 presents the dataset statistics. The data curation is detailed
in Appendix A.4.

Figure 2: Statistics of MM-OPERA. (a) Hierarchical ability taxonomy consists of 3 levels, re ning
perceptual and conceptual associations. We report each ability's frequency as a percentage of total
label occurrences to better represent the dataset's distribution. (b) Three relationship types capturing
diverse associative connections. (c) The number of hops in the association reasoning path, quantifying
different associative reasoning complexity. (d) Different cultures, (e) 15 languages, and (f) 22 topic
domains ensuring broad cultural, linguistic, and thematic diversity.

3.1 Association Tasks: Motivation and De nition

Associative ability is commonly assessed through the Remote Associates Test (RAT), which presents
participants with three seemingly unrelated items and asks them to identify a fourth item that connects
all three. While RAT offers psychological validity, it primarily emphasizes instinctive convergent
thinking with a single-hop reasoning path across items. However, the human response time metric in
RAT is dif cult to replicate in machines. Moreover, RAT lacks the complexity needed to capture the
divergent thinking process that underlies convergent thinking.

To remedy this, we re-develop the remote-item paradigm into two novel association tasks, both
incorporating a chain of thought with multi-step reasoning structure across a pair of remote multimodal
items. LVLM is required to generate an open-ended answer with the explanation, while the reference
answer and its underlying reasoning chain is provided for newly invented LLM-as-a-Judge strategies
(Section 4).

Remote-Item Association.The RIA task instance challenges LVLMs to discover meaningful links
between seemingly unrelated elements across text, images, or mixed modalities. As shown in Figure 1
(left), when presented with query images of an armadillo and Kevlar fabric, an LVLM candidate is
demanded to identify their shared protective function—moving beyond surface features to reveal
conceptual bridges. This task encourages cross-domain reasoning and rewards both logical coherence
and creative insight, as multiple valid associative explanations may exist.

In-Context Association. The ICA task instance extends RIA to in-context learning, thus evaluating a
model’s ability to recognize, abstract, and extend associative patterns within a creative framework.
In Figure 1 (right), the model rst identi es the connection between a bald eagle and basketball
(America's national symbol and a sport originating there), then applies this pattern to generate
the appropriate complement to a lion image (football, as England's national symbol relates to the
sport's origin). This task tests the model's pattern-based reasoning, ability to abstract cross-domain
associations and balance creative exibility with logical consistency.



3.2 Dataset Statistics

MM-OPERA contains 11,497 task instances (8,021 in RIA and 3,476 in ICA) spanning diverse
modalities, concepts, and reasoning complexities. Its comprehensive design supports thorough
evaluation of LVLMs' associative capabilities across multiple dimensions, re ecting the multifaceted
nature of human associative reasoning. Detailed statistics are presented in Figure 2.

Sample Distribution and Design.The RIA dataset includes Multiple-Image variants where iden-

tical concepts appear in different images, enabling controlled sensitivity testing of LVLMs' visual
perception. Notably, over 25% of these instances exhibit unique concept pairs, ensuring breadth in
conceptual coverage. The ICA dataset employs an circular evaluation strategy, where each set of four
images generates four distinct questions, each requiring the model to reason about one image based
on the relationships established by the other three.

Hierarchical Ability Taxonomy. Associative thinking operates on multiple cognitive levels, from
perception to conception—both crucial for understanding complex environn@&hig7 37, 12].
Perception handles immediate sensory inputs, while conception deals with abstract, knowledge-driven
associations. These fundamental processes form our Leteljgssociative ability. We further

re ne it into six L-2 and thirteerL-3 dimensions, creating a hierarchical framework that mirrors
human cognition and enables systematic evaluation of LVLMs' capabilities in processing both sensory
input and abstract reasoning. Detailed de nitions are in Appendix A.2.

Types of Relationship.To capture the nuanced ways entities or concepts connect, we identify three
relationship categoriefkelation denoting general links between entitidytual Elementindicating

shared traits; anMletaphor connecting entities through abstract or symbolic meanings. This tripartite
classi cation enhances the benchmark'’s ability to evaluate associative reasoning across both literal
and abstract dimensions, re ecting the multifaceted nature of human associative thinking.

Association Reasoning Path.While natural language explanations offer valuable insights into
associative reasoning, they often lack the structured clarity needed to systematically evaluate complex
reasoning processes. To address this limitation, we introdaseciation Reasoning Pattesvisual
framework that represents the reasoning process as a directed path with arrows connecting concepts.
Eachhopin this path represents a discrete reasoning step, with the total number of hops directly
re ecting the association's complexity. For instance, connecting an armadillo to Kevlar might require

a four-hop path through intermediate concepts leading to their shared protective function (Figure 1).
This structured representation enables reasoning-guided evaluation detailed in Section 4.2.

Diversity. Our dataset deliberately incorporates various cultures, 15 languages with their unique
linguistic devices (idioms, puns, proverbs) as association links, and 22 topic domains. This diversity
is proposeful: while LVLMs possess vast knowledge repositories from their training, true intelligence
lies in the ability to activate these knowledge pathways—connecting observations to prior knowledge
across cultural, linguistic, and domain boundaries—which is the basis of association.

4 LLM-as-a-Judge Strategies for MM-OPERA

While open-ended tasks eliminate potential hints that might in uence models' association behaviors,
they present signi cant evaluation challenges. Traditional methods including human evaluation,
rule-based systems, and automatic metrics, often struggle with inconsistency and bias when assessing
such unconstrained responsésZ1]. To address these challenges, we present three complementary
LLM-as-a-Judge strategies: Section 4.1 introduces our Regular Scoring framework, which serves as
the foundation for Process-Reward Evaluation in Section 4.2. Evaluation prompts are available in
Appendix E.

4.1 Regular LLM-as-a-Judge Scoring

Since the open-ended responses and references answers presented in text, we adopt LLMs as automatic
judge engine. Unlike prior benchmarks that use per-sample cri@Sjaye adopt uni ed scoring

rubrics that evaluate the association quality of responses—prioritizing depth, coherence, and insight
over mere correctness. With regards to open-ended responses with multiple valid potential answers,
our regular judge engine assess the internal consistency and reasoning quality by the cascading
scoring rubric:



* 4 points: Accurate, logically consistent, and insightful, matching the reference answer's
intellectual rigor.

3 points: Shows reasonable understanding but lacks key insights or completeness.

2 points: Somewhat relevant but lacks depth, is overly broad, or omits critical reasoning.
« 1 point: Vague, uncertain, or incomplete, failing to provide meaningful reasoning.

0 points: Contains factual errors or fabrications that undermine validity.

We refer to this scoring as théolistic Scorein the paper to distinguish it from the reasoning score
introduced in Section 4.2. Based on the scoring rubic, we de ne the evaluation metriScofk)

Rate (SR)the average score to all open-ended responses judged by the LLM to re ect the general
performance. (2High Score Rate (HR}Yhe proportion of responses with explanation that makes
sense in terms of LLM's analysis. It speci cally deriveiR-3, the percentage of responses scoring not
less than 3, anHiR-4, the percentage of responses scoring 4 (consistent with the reference answer).
(3) Itis obvious thaHR-3 HR-4, and their differencd HR=HR-3 HR-4implies the proportion

of the “divergent thinking” results of LVLMs.

4.2 Process-Reward LLM-as-a-Judge Scoring

The regular scoring rule in Section 4.1 is outcome-based and fail to distinguish and analyze models
that produce similar outcomes through divergent thinking with different reasoning paths. Drawing
inspiration from process reward mode85]51], which qualify each intermediate reasoning step
based on its potential to reach the correct outcome, we propose a customized process-reward LLM-
as-a-Judge method (PR-Judge) to access each association reasoning step towards the nal outcome
connections, offering insights of reasoning process that outcome-based metrics cannot capture.

1. Path Construction: The LLM judge reformats model responses into association faths
comprising sequential steps (or hofsy); Sz; :::; Sn).

2. Stepwise Scoring Indicators Association reasoning steipis accessed from three
persepecitves:

* ReasonablenessR;): Reasoning uency, the cognitive uidity and logical coherence
of the associative transition, re ecting the plausibility that leads to the outcome.

« Distinctiveness D¢): The distinctiveness of concept boundaries. Lower value indicates
the negative effect due to vague or overly general associative connections.

» Knowledgeability (K): The level of detail and development of the idea relevant with
domain knowledge manifested in the step.

These stepwise indicators are inspired from Guilford's Alternate L&#8gHat re ects the
divergent thinking behaviors of humaR; andD; are scalar values if®; 1] while K is
binary in (0 or 1).

3. Stepwise Association Quality and Path Scoring With regards to the indicators, the
association quality per stegp is calculated as:

ss= R{Di+(1 )Ky; (1)
then overalReasoning Scoref each reasoning path is:

X t
S = St . ()
t=1
Among them, balances internal reasoning cohere®®; against knowledg;

serves as a cognitive decay factor resembling the spirit of self-supervised process reward
model [85], inherently favoring ef cient and precise reasoning paths.

This structured evaluation framework enables a comprehensive assessment of associative reasoning
quality.



Remote-ltem Association Task In-Context Association Task

Model SR(%) HR-4(%) HR-3(%) 4 HR(%) SR(%) HR-4(%) HR-3(%) 4 HR(%)
Proprietary LVLMs
Claude-3.5-Sonnet 49.38 9.26 25.17 15.91 49.35 3.97 23.27 19.3
Gemini-1.5-Flash 55.86 7.88 22,91 15.03 51.05 1.38 14.51 13.13
Gemini-1.5-Pro 45.34 8.95 20.97 12.02 42.16 2.45 11.05 8.60
Qwen-VL-Max 44.16 6.32 20.43 14.11 49.32 4.08 25.07 20.99
Qwen-VL-Plus 42.56 4.03 17.82 13.79 44.79 1.24 16.57 15.33
Gemini-2.0-Flash-Thinking-Exp ~ 59.11 17.73 36.60 18.87 61.42 9.74 37.88 28.14
Gemini-2.5-Pro-Preview 60.05 23.89 41.75 17.86 63.09 12.85 41.15 28.30
04-mini 60.33 19.86 37.89 18.03 61.55 10.24 36.60 26.36
GPT-40 59.72 10.89 28.83 17.94 58.26 6.27 29.62 23.35
OpenSource LVLMs
GLM-4V 26.92 0.49 4.73 4.24 43.63 0.20 3.67 3.47
InternVL-Chat-V1-2 36.41 3.52 16.02 12.5 34.30 0.62 9.59 8.97
InternLM-XComposer2.5-7B 50.21 2.21 14.39 12.18 4487 1.41 18.18 16.77
VILA1.5 46.72 2.45 15.38 12.93 44.46 1.27 14.93 13.66
Yi-VL-34B 45.25 4.97 19.63 14.66 54.39 1.30 19.53 18.23
Qwen2.5-VL-7B-Instruct 52.28 5.35 20.36 15.00 53.50 1.08 16.62 15.54
Kimi-VL-A3B-Instruct 48.41 5.14 16.43 11.30 48.96 0.94 14.17 13.22
Human* 61.88 22.84 48.97 26.13 68.69 31.65 61.47 29.82

Table 2: Performance of models and human on the RIA and ICA tasks judged by gpt-40-2024-08-06,
with metrics including the holistic score rate (SR), high score rate (HR-4 , HR-34 &ifl) derived
from regular LLM-as-a-Judge. *The human baseline is based on the sampled data items.

5 Experiments and Analysis

5.1 Settings

LVLM Baselines. We evaluated both proprietary and open-source VLMs under zero-shot conditions
with default temperature. Proprietary modeisclude GPT-4 Omni§9], o4-mini [70], Gemini-
1.5-Pro [19], Gemini-1.5-Flash T9], Gemini-2.5-Pro-PreviewZ7], Gemini-2.0-Flash-Thinking-
Experimental 26], Claude-3.5-Sonneff], Qwen-VL-Max [8], Qwen-VL-Plus B], while open-
source models consist of GLM-4V [34], Yi-VL-34B [93], InternVL-Chat-V1-2 [20], VILA1.5 [52],
InternLM-XComposer2.5-7BJ9], Qwen2.5-VL-7B-Instruct9] and Kimi-VL-A3B-Instruct [80].
Experiments for locally deployed models were conducted using 80 GB NVIDIA A800 GPUs.

Human Baseline.The study included 24 undergraduate and graduate students from diverse academic
elds at a comprehensive university, selected for their cognitive skills appropriate for associative
reasoning. We utilized 485 RIA and 436 ICA questions, grounded in widely accessible knowledge.
Participants undertook the open-ended questions in a relaxed, non-evaluative atmosphere. Each
addressed a subset of under 40 questions to ensure focus and prevent task-induced fatigue.

Judge Engine.We employ GPT-40 (gpt-40-2024-08-06) and DeepSeek28Bds the mixed basic
LLM-as-a-Judge engine for scoring. The former is excluded to evaluate its LVLM variant to ensure
the fairness and prevent self-enhancement bias.

5.2 Outcome Evaluation of Association Reasoning

A comparison of different VLMs using the MM-OPERA is detailed in Table 2. Analyses across
various dimensions are in Appendix B.1. Our key ndings are:

LVLMs Far Below Humans in Association Reasoning. MM-OPERA reveals the formidable
challenges of associative reasoning for current LVLMs. While latest models like 04-mini and latest
Gemini models show improved performance, with SR approaching the human baseline, they still fall
short in achieving high-quality associations. For instance, on the RIA task, o4-mini achieves an HR-4
of 19.86% compared to humans' 22.84%, and on the ICA task, Gemini-2.5-Pro-Preview reaches
an HR-4 of 12.85% against humans' 31.65%, which demonstrates that sophisticated associative

2The model versions are: gpt-40, 04-mini, gemini-1.5-pro-001, gemini-1.5- ash-001, gemini-2.5-pro-
preview-05-06, gemini-2.0- ash-thinking-exp-01-21, claude-3-5-sonnet-20240620, gwen-vl-max-0809, qwen-
vl-plus-0809.



reasoning remains at the cutting edge of LVLM capabilities. The fact that human performance is
far from perfect is consistent with decades of psychometric researct?]iking average human
performance on the Remote Associates Test was 34.2% and it was rather low.) The performance gap
between human and LVLMs is therefore an important scienti ¢ nding about the current state of Al.
Case studies in Appendix C illuminate key limitations, sucbrass-domain knowledge retrieval

de cienciesandperceptual misalignments

Creativity Gap in Divergent Thinking. The4 HR metric highlights divergent thinking, with most
models scoring 12%-20%, showing their ability to generate reasonable yet non-optimal associations.
Latest Gemini models lead among LVLMs (18.87% and 28.30% in two tasks), but humans outperform
with both highedd HR (26.13% and 29.82%) and HR-3 scores, demonstrating a superior balance of
creativity and accuracy—an area where LVLMs remain limited.

ICA: Dual Challenge of Pattern Abstraction and Transfer. Most models perform better on RIA

than ICA, highlighting the challenges of pattern-based associative reasoning. ICA requires not only
connecting concepts but also abstracting and transferring these patterns to new contexts—a complex
process demanding advanced meta-reasoning. Notably, some models such as latest Gemini models,
Yi-VL-34B and GLM-4V outperform on ICA compared to RIA, suggesting that certain architectures
excel in speci ¢ associative reasoning tasks. These distinctions may stem from more effective pattern
extraction or transfer mechanisms, warranting further investigation.

Conservative Reasoning vs. Associative FlexibilityAnalysis shows an inverse correlation between
model constraints and associative abilities. Gemini-1.5-Flash (55.86% SR on RIA), optimized for
speed, outperforms Gemini-1.5-Pro (45.34% SR), despite Pro's larger size and focus on detailed
reasoning. Examination of 500 random RIA samples (Figure 3) shows Pro's conservative behavior to
reason the high-rate association, prioritizing factuality and ethics, led to 1 point scores on nearly 20%
of RIA questions due to conservative responses like “unrelated”, versus Habb%. Flash tended

to offer super cial connections where Pro declined. Thus, factuality checks and ethical considerations,
while improving reliability for complex tasks, can limit performance on creative association.

5.3 Process Evaluation of Association Reasoning

To deeply understand LVLMs' associative reasoning capabilities, we conducted ne-grained analysis
using our Process-Reward LLM-as-a-Judge (PR-Judge) on 500 samples each from RIA and ICA
datasets. We evaluated 9 models witk 0:9and = 0:9 employing both GPT-40 and Deepseek-V3

as the judges, averaging their results for nal analysis. This dual-judge approach mitigates self-
enhancement bias, as Deepseek-V3 provides an independent perspective with its distinct architecture
and specialized mixture-of-experts training methodology. Though judges showed slight variance in
scoring ranges (Deepseek-V3 trending higher), the self-enhancement bias of GPT-40 and the impact
on comparative rankings remained minimal (Appendix B.2).

Process Evaluation of Association: Complexity Matters.GPT-40 demonstrates superior per-
formance on both tasks, achieving the highest scores across all metrics (see Table 3). All models
achieved average reasoning scores above 1.1 on RIA, but these scores dropped below 0.7 on ICA.
Figure 3's Reasoning Score and Hop Count Distribution reveal that RIA responses exhibit richer
reasoning structures, primarily centered at higher reasoning scores and 2-hop paths. In contrast, ICA
tasks generate a substantial proportion of low scores and 0-hop responses, often re ecting insuf cient
logical structure or vague associative connections, thus highlighting ICAs greater dif culty and
complexity.

Plausible Links vs. Knowledge-Grounded Distinctivenesskigure 3's distributions of Reason-
ableness, Distinctiveness, and Knowledgeability reveal a critical limitation in LVLMs' associative
reasoning: they struggle to move beyond plausible connections to achieve clear, knowledge-grounded
understanding. While performing adequately on Reasonableness (50%—80% of RIA responses
scoring above 75%), models signi cantly fall short in distinctiveness (less than half above 75%).
Knowledgeability scores, though generally higher, still show a shortcoming in deep knowledge
integration. This is re ected by the concentration of holistic scores at a mediocre “2” (Figure 3's
Holistic Score Distribution), indicating super cial relevance and lack of depth. Thus, LVLMs can
establish plausible connections, but lack the clear conceptualization and comprehensive knowledge
integration required for truly sophisticated associative thinking.



RIA ICA

Model Holistic SR(%) Avg. Reasoning Score Holistic SR(%) Avg. Reasoning Score
Claude-3.5-Sonnet 58.15 1.4148 49.28 0.5099
Gemini-1.5-Flash 61.95 1.4193 52.95 0.3746
Gemini-1.5-Pro 58.35 1.3805 41.38 0.2208
Qwen-VL-Max 54.45 1.3160 50.375 0.6346
Qwen-VL-Plus 56.20 1.2362 47.68 0.4901
GPT-40 67.78 1.6068 59.70 0.6396
InternLM-XComposer2.5-7B 54.38 1.1384 47.95 0.2144
VILA1.5 55.73 1.1384 47.98 0.4191
Yi-VL-34B 58.43 1.2463 53.10 0.3567

Table 3: Holistic Score Rate (%) and average Reasoning Score of nine LVLMs on RIA and ICA tasks.
Bold indicates best results, underlined indicates second-best results. Scores represent the average of
evaluations by GPT-40 and Deepseek-V3 judges.

Figure 3: Fine-grained reasoning capability analysis of nine multimodal language models on RIA (left)
and ICA tasks (right). From top to bottom: reasoning score distribution, holistic score distribution,
reasoning path hop count distribution, Reasonableness distribution, Distinctiveness distribution, and
Knowledgeability distribution. Each task includes 500 sampled questions, with results averaging
evaluations from both GPT-40 and Deepseek-V3 judges.

5.4 Sensitivity Analysis of Task Instances

We conducted three sensitivity tests to assess score consistency and robustness. In the Multi-lmage
Substitution Test, we grouped multiple-image variants with identical concept pairs in RIA and
measure score variability. In the Text-Image Substitution and Order Sensitivity tests, we randomly
sampled 400 RIA instances and evaluated GPT-40, Gemini-1.5-Pro, and Gemini-1.5-Flash, using
original image-image pairs as the baseline.

Multi-lmage Substitution Test. Results (detailed in Appendix B.3.1) reveal signi cant variability

in how LVLMs handle different visual representations of identical concepts. GPT-40 demonstrates
remarkable visual robustness with minimal score uctuation, while some models show substantial
performance variations across concept-identical images. This indicates most current LVLMs remain
sensitive to surface-level visual features rather than forming robust conceptual representations,
highlighting a critical gap between contemporary architectures and true concept-level associative
reasoning.

Text-lmage Substitution Test. We evaluated cross-modal generalization by replacing images
with text descriptions and comparing scores across conditions. Appendix B.3.2 suggests GPT-40's



reliance on nuanced visual cues that text descriptions cannot fully capture, while Gemini models
demonstrate stronger text-equivalence in their reasoning, potentially processing visual information
through language-like internal representations. These ndings highlight how different architectural
approaches in uence cross-modal generalization in associative reasoning tasks. Additionally, the
observations also showed that LVLMs struggle more with processing the raw visual input than with
reasoning from a 'perfect’ text description. It demonstrated how visually challenging our benchmark
is.

Order Sensitivity Test. We examined the model's sensitivity to input order by reversing the image
sequence. Appendix B.3.3 suggests that while GPT-40 processes image pairs in a more commutative
manner, treating both ordering equally, Gemini models, particularly Gemini-1.5-Pro, appear to apply
asymmetric reasoning processes that may prioritize the rst image as context and the second as
the target for association, highlighting architectural differences in how models approach bimodal
associative reasoning.

5.5 LLM-as-a-Judge Strategy Validation for Reliable Evaluation

Full details of our LLM-as-a-Judge framework validation are in Appendix B.4.

Bias Analysis.We addressederbosity and position biaseg101]. Excluding short 1-point responses,

the Pearson correlation between response length and scores was 0.376 for regular scoring and 0.291
for PR-Judge, indicating minimal verbosity bias. Permutation tests shuf ing answer order showed
mean score differences below 0.1 (regular) and 0.16 (PR-Judge), con rming negligible position bias.

Alignment with Human Judgment. We compared 300 sampled GPT-40 judgments with 8 human
evaluators, yielding an average score difference of 0.077, with 78.33% perfect matches and no
discrepancies exceeding 1 point. For PR-Judge, we evaluated 200 reasoning paths scored by 8
domain-expert judges on Reasonableness, Distinctiveness, and Knowledgeability. The average score
difference was 0.1961, with 81% differing by less than 0.20 and none exceeding 0.60. Correlations
were strongr = 0:72for Reasonableness,= 0:68 for Distinctiveness, and 83.5% accuracy for
Knowledgeability (Cohen's Kappa = 0.65), demonstrating robust alignment with human judgment.

Effectiveness of Process-Reward LLM-as-a-JudgéVe compared it with outcome-based regular
scoring on 100 paths. While outcome-based methods gave similar scores (e.g., 4) to correct answers,
PR-Judge distinguished reasoning quality (e.g., 1.3 vs. 1.8), offering a more nuanced evaluation.

6 Conclusion

MM-OPERA introduces a novel framework for evaluating LVLM's association reasoning through
open-ended tasks without prede ned constraints. Drawing from cognitive psychology, it addresses
traditional limitations while capturing diverse aspects of associative thinking. Results reveal that top
LVLMs fail to achieve human performance, exposing task-speci ¢ patterns and a distinctiveness gap
in robust conceptual reasoning. These insights underscore current limitations and provide direction
for advancing human-like reasoning models.
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NeurlPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately re ect the
paper's contributions and scope?

Answer: [Yes]

Justi cation: The abstract and introduction accurately capture the our contributions and
scope by outlining the MM-OPERA benchmark, its innovative evaluation approach, and the
insights it provides into the limitations of existing Large Vision-Language Models.

Guidelines:

The answer NA means that the abstract and introduction do not include the claims
made in the paper.

The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

The claims made should match theoretical and experimental results, and re ect how
much the results can be expected to generalize to other settings.

Itis ne to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justi cation: Yes, we have included the discussion of limitations in the appendix.
Guidelines:

The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

The authors are encouraged to create a separate "Limitations" section in their paper.

The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-speci cation, asymptotic approximations only holding locally). The authors
should re ect on how these assumptions might be violated in practice and what the
implications would be.

The authors should re ect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

The authors should re ect on the factors that in uence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

The authors should discuss the computational ef ciency of the proposed algorithms
and how they scale with dataset size.

If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren't acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be speci cally instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?
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Answer: [NA]
Justi cation: The benchmark work do not include theoretical results.
Guidelines:

» The answer NA means that the paper does not include theoretical results.
« All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.
» The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justi cation: Yes, the paper provides model names, versions, complete experimental setups,
and includes the dataset and code for reproducibility.

Guidelines:

The answer NA means that the paper does not include experiments.

If the paper includes experiments, a No answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of

whether the code and data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken

to make their results reproducible or veri able.

Depending on the contribution, reproducibility can be accomplished in various ways.

For example, if the contribution is a novel architecture, describing the architecture fully

might suf ce, or if the contribution is a speci c model and empirical evaluation, it may

be necessary to either make it possible for others to replicate the model with the same

dataset, or provide access to the model. In general. releasing code and data is often

one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurlPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with suf cient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justi cation: Yes, the paper offers open access to data and code with detailed instructions in
the supplemental material for reproducing results.

Guidelines:

» The answer NA means that paper does not include experiments requiring code.

» Please see the NeurlPS code and data submission guiddiites/(nips.cc/
public/guides/CodeSubmissionPolicy ) for more details.

« While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

» The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurlPS code and data submission guidetpes (
/Inips.cc/public/guides/CodeSubmissionPolicy ) for more details.

» The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

» The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

» At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

 Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]

Justi cation: Yes, the paper details data statistics, data curation process and hyperparameters
(e.g. temperature) to ensure result comprehension.

Guidelines:

» The answer NA means that the paper does not include experiments.

» The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

 The full details can be provided either with the code, in appendix, or as supplemental
material.

7. Experiment statistical signi cance

Question: Does the paper report error bars suitably and correctly de ned or other appropriate
information about the statistical signi cance of the experiments?

Answer:

Justi cation: No, error bars are not provided due to the inherent uncertainty in LLMs and
LVLMs, making statistical signi cance challenging to report.

Guidelines:

» The answer NA means that the paper does not include experiments.

» The authors should answer "Yes" if the results are accompanied by error bars, con -
dence intervals, or statistical signi cance tests, at least for the experiments that support
the main claims of the paper.
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 The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

» The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

» The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% Cl, if the hypothesis
of Normality of errors is not veri ed.

» For asymmetric distributions, the authors should be careful not to show in tables or
gures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

« If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding gures or tables in the text.

8. Experiments compute resources

10.

Question: For each experiment, does the paper provide suf cient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justi cation: Yes, the experimental setup section speci es GPU types and memory sizes
required for reproduction.

Guidelines:

» The answer NA means that the paper does not include experiments.

» The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

» The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

» The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn't make it into the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurlPS Code of Ethickttps://neurips.cc/public/EthicsGuidelines ?

Answer: [Yes]

Justi cation: Yes, human subjects received appropriate compensation, data sources were
publicly available with consent, experiments avoided harmful consequences, and data/code
release included proper licenses.

Guidelines:

* The answer NA means that the authors have not reviewed the NeurlPS Code of Ethics.

« If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

» The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justi cation: Yes, we have included the discussion of broader impacts section in the ap-
pendix.
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Guidelines:

» The answer NA means that there is no societal impact of the work performed.

« If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake pro les, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact speci ¢
groups), privacy considerations, and security considerations.

» The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

» The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the ef ciency and accessibility of ML).

11. Safeguards

12.

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.qg., pretrained language models,
image generators, or scraped datasets)?

Answer: [Yes]

Justi cation: Yes, we have described how we avoid unsafe images during the data curation
process.

Guidelines:

» The answer NA means that the paper poses no such risks.

» Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety lters.

« Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

» We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justi cation: Yes, original dataset authors are credited via citations, and all public data usage
complies with speci ed licenses and terms.

Guidelines:

» The answer NA means that the paper does not use existing assets.
» The authors should cite the original paper that produced the code package or dataset.

» The authors should state which version of the asset is used and, if possible, include a
URL.
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13.

14.

15.

» The name of the license (e.g., CC-BY 4.0) should be included for each asset.

» For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

« If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datagetgerswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

« For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

« If this information is not available online, the authors are encouraged to reach out to
the asset's creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justi cation: Yes, new assets are thoroughly documented, with documentation provided
alongside them.

Guidelines:

» The answer NA means that the paper does not release new assets.

» Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

» The paper should discuss whether and how consent was obtained from people whose
asset is used.

» At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip le.

Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer:

Justi cation: No, due to the of ine nature of the process and privacy concerns, full instruc-
tions and screenshots are not provided, but the process is compliant and adheres to scienti ¢
principles.

Guidelines:

« The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

* Including this information in the supplemental material is ne, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

« According to the NeurlPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)

approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer:

Justi cation: No, the experiments involve no risks to participants, and all necessary approvals
were obtained.

22



Guidelines:

» The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

» Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

» We recognize that the procedures for this may vary signi cantly between institutions
and locations, and we expect authors to adhere to the NeurlPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scienti ¢ rigorousness, or originality of the research, declaration is not required.
Answer: [Yes]
Justi cation: Yes, the use of LLM-as-a-Judge, a core and innovative method, is fully
described in the paper. We ensure that all content is correct and original.
Guidelines:
« The answer NA means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.
 Please refer to our LLM policyhttps://neurips.cc/Conferences/2025/LLM )
for what should or should not be described.
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Technical Appendices

» Section A: More Benchmark Details

« Section B: Supplementary Results and Analysis

Section C: Case Study 1: Why Do Models Perform Poorly?
 Section D: Case Study 2: Success Cases

Section E: Test and Evaluation Prompts

Section F: Limitations and Broader Impacts

A More Benchmark Details

A.1 Association Path

We de ne three types of association paths to systematically represent different patterns of associative
reasoning.

Type 1: Sequential Association

e Structure:A! X;! X,! B

* Format: . ]
Predicate(A; X 1) and PredicatgX 1; X 2)

Predicate@X ,; B)
Al X! X! B

Type 2: Convergent Association

e StructureA! X;! X,andB! X,

* Format: ) :
Predicate(A; X 1) and PredicatgX 1; X 2)

Predicate®; X ,)
Al X3! XpandB! X,

Type 3: Metaphorical Association

e Structure A" B! X
e FormatA* B! X
Notation Conventions Entities and predicates follow PascalCase naming convention. The symbol

“and' connects separate relational clauses, whileepresents logical conjunction between entities.
Each arrow{ ) represents one associative hop.

While the examples above demonstrate paths with one or three hops, the actual number of intermediate
nodes X ) and associative steps may vary depending on the complexity of the reasoning process.

A.2 Hierarchical Association Annotation

We develop a hierarchical annotation framework to systematically evaluate multimodal associative
reasoning abilities. The framework consists of three levels that progress from basic perception to
complex conceptual reasoning:

Level-1 (L-1) divides associative abilities into two fundamental categories:

» Perception Processes immediate sensory inputs, focusing on visual understanding and
interpretation

» Conception Handles abstract, knowledge-driven associations requiring higher-order cogni-
tive processing

Level-2 (L-2) further re nes these categories into six dimensions:
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« UnderPerception Recognition, Context, and Interaction
» UnderConception Logic, Semantic, and Reasoning

Level-3 (L-3) provides the most granular classi cation with thirteen speci ¢ dimensions. Each
dimension captures a distinct aspect of associative reasoning. Table 4 presents detailed de nitions for
each dimension.

Table 4: Detailed De nitions of Hierarchical Association Dimensions

L-1 L-2 L-3

Visual Similarity

Associations based on visual features like shape, color, texture,
and appearance.

Perception Semantic Object

High-level semantic recognition of objects, including ne-
grained identi cation in speci ¢ contexts.

Contextual Sensory Cues

Context Perceptual associations based on visual details like tone, light-
ing, and spatial layout.

Scene Contextualization

Understanding of overall scene context, including atmosphere
and purpose.

Abstract Interpretation

Recognition of abstract concepts and symbolic patterns.
Social Insight

Understanding emotions and interactions between people in
visual scenes.

Relational Perception

Comprehension of spatial and logical relationships between
objects.

Functional Links

Associations based on functional relationships between con-
cepts.

Causal Connections

Associations based on cause-and-effect relationships.
Thematic Links

Associations within the same theme or context.

Cultural Reference

Associations based on cultural knowledge and speci ¢ con-
texts.

Hierarchical Association

Vertical associations between abstract and concrete concepts.
Analogical Reasoning

Associations based on structural, feature, or pattern similari-
ties.

Recognition

Interaction

Logic

Conception

Semantic

Reasoning

This hierarchical framework enables systematic evaluation of LVLMs' associative abilities across
different cognitive levels, from basic sensory processing to sophisticated abstract reasoning. The
progression from L-1 to L-3 mirrors human cognitive development and provides a comprehensive
structure for analyzing multimodal understanding capabilities.

A.3 Data Sources

The MM-OPERA-Bench dataset, consisting of images, reference answers, and ne-grained anno-
tations, was manually curated by a group of volunteers. Of the total data, 33.35% of the questions
and reference answers were sourced from the R3], {vhile 4.01% of the images, questions, and
reference answers were sourced from the LI-RAT] datasets for human psychometric testing. The
remaining images were sourced from the Internet, and all ne-grained annotations were manually
constructed and revised to ensure consistency and accuracy.
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Figure 4: Distribution of data sources.

A.4 Data Collection and Curation Protocol

The MM-OPERA dataset, encompassing images, reference answers (including reasoning paths), and
multifaceted annotations, was meticulously curated through a multi-stage, volunteer-driven process,
adhering to ethical guidelines and scienti c rigor.

A.4.1 Data Collection

Volunteers, primarily undergraduate and graduate students from diverse disciplines (STEM, humani-
ties, social sciences, arts), were recruited via university channels to leverage their strong cognitive
abilities and varied perspectives, enriching the dataset creation process with a broad range of knowl-
edge and insights. They received training on project goals, task details, data privacy considerations
(anonymized contributions), and time commitment. Guidelines covered associative attribute de ni-
tions, example generation, image sourcing (avoiding unsafe or inappropriate content), and annotation
consistency. Participation was voluntary, with contributors acknowledged.

A core research team created 10—20 high-quality seed instances for each of the 13 Level-3 (L-
3) associative attributes as exemplars. Volunteers expanded the dataset by sourcing images from
public repositories (e.g., Wikimedia Commons, public domain archives) and adapting items from
psychometric tests (e.g., RAT and LI-RAT). They were trained to exclude images depicting illegal,
violent, or offensive content, using safe search lters and careful judgment. Sourced items underwent
manual revision to ensure appropriateness, clear associative links, plausible reasoning paths, and
diverse associations beyond original tests. Volunteers were also guided to create instances re ecting
cultural contexts, linguistic nuances (English-based items testing concepts across 15 linguistic
backgrounds), and thematic domains (22 topic domains to avoid biases). A tracking system ensured
balanced coverage, prompting targeted collection if gaps were identi ed.

A.4.2 Quality Control

A multi-layered quality control process ensured accuracy, clarity, challenge, and safety of the MM-
OPERA benchmark. Each instance underwent initial screening by the core team for guideline
adherence, including checks for inappropriate images. A two-stage peer review follow€to$s)

Review. Two uninvolved volunteers assessed clarity, relevance, reasoning plausibility, formatting, and
image safety, providing revision feedback. EXpert Review. Core researchers evaluated conceptual
soundness, dif culty, biases, and safety, discarding or revising problematic items. Five core team
members then assessed instance dif culty (Easy, Medium, Hard, Very Hard) based on association
remoteness, reasoning complexity, and cue subtlety. Consensus was reached through discussion.
Approximately 5% of instances (too trivial or obscure) were excluded to ensure meaningful challenges.
Feedback from quality control re ned guidelines and training.

Crucially, what sets our validation apart is thieuctured Association Reasoning Pathncluded

with every instance thanks to our Process-Reward LLM-as-a-Judge method. Reviewers validated the
entire step-by-step logical chain, ensuring that the association is not only plausible but also coherently
and correctly reasoned. This traceable reasoning provides a far more robust and objective measure
of correctness than benchmarks with only a nal label, signi cantly mitigating the risk of awed or
ambiguous examples.
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The nal dataset includes only instances passing all review and calibration stages, ensuring a high-
quality, diverse, challenging, and safe benchmark for evaluating associative reasoning in LVLMSs.

B Supplementary Results and Analysis

B.1 Multi-dimensional Analysis

Figure 5: Comparison of Model Performance in RIA and ICA across Different Conceptual (white
background) and Perceptual (gray background) Dimensions. The radar charts illustrate the capabilities
of various LVLMs in handling tasks related to relational perception, social insight, causal connections,
abstract interpretation, and other cognitive functions. The left chart (RIA) exhibits greater variability
in model performance, while the right chart (ICA) shows more consistent trends across models.

Figure 6: Model Performance Across Different Association Path Lengths in RIA and ICA tasks. The
line graphs illustrate the score rates (%) of various LVLMs as the number of association path "hops"
increases. The left chart represents RIA results, showing notable uctuations in performance across
different hop counts. The right chart represents ICA results, where models generally display more
stable trends. This analysis highlights how different models handle varying levels of associative
complexity.
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Figure 7: The gure presents the performance of various multimodal large models across different
reasoning types in the RIA (left) and ICA (right) tasks. The three reasoning types—Relation, Mutual
Element, and Metaphor—are represented by different colored lines. The vertical axis indicates the
score rate (%), while the horizontal axis lists different models. The results show varying performance
trends across reasoning types and tasks, highlighting differences in model capabilities in handling
relational, compositional, and metaphorical understanding.

Figure 8: Radar Chart Comparison of Model Performance Across Domains in RIA and ICA tasks.
The two radar charts display the performance of various LVLMs across different knowledge domains
such as business, sports, music, STEM, history, and culture. The left chart (a) represents results from
the RIA tasks, while the right chart (b) shows ICA results. The models exhibit varying performance
across different domains, with some excelling in speci ¢ categories while struggling in others.

Multidimensional analysis reveals the complex landscape of associative reasoning capabilities in
Large Vision Language Models (LVLMs). Most models perform better on RIA tasks compared to
ICA tasks, with an average performance differential of approximately 5—7 percentage points. This
suggests that identifying direct associations between unrelated items may be more tractable for current
LVLMs than recognizing and extending associative patterns. The exception is Claude-3.5-Sonnet,
which shows relatively consistent performance across both task types, indicating potentially more
balanced associative reasoning capabilities. These ndings underscore the multi-faceted nature of
associative cognition and the importance of diverse task designs for comprehensive evaluation.
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Figure 9: The gures compare the performance of different multimodal large models across multiple
languages. The left gure represents the RIA tasks, while the right gure corresponds to the ICA
tasks. The vertical axis indicates the score rate (%), and the horizontal axis lists various languages,
including English, Chinese, Spanish, and others. The results highlight signi cant differences in
model performance across tasks and languages, re ecting their varying capabilities in cross-linguistic
understanding and reasoning.

Reasoning Complexity and Cognitive Abilities.Analysis of reasoning complexity reveals non-
linear patterns in how models handle associative tasks. Figure 6 shows that while most models
effectively manage simple 1-2 hop associations (with score rates around 50-60%), performance
drops signi cantly for more complex 4-hop associations (29-53%). However, some models (e.g.,
GPT-40, Gemini-1.5-Flash, and Qwen-VL-Plus) demonstrate relatively stable performance in very
complex 5-8 hop associations, suggesting the emergence of new strategies in complex reasoning paths.
This “complexity valley” phenomenon warrants further investigation as it may provide important
insights into how LVLMs structure multi-step associative reasoning. Differences in perceptual and
conceptual abilities are evident in Figure 5. “Semantic Object” in perceptual abilities and “Causal
Connections” in conceptual abilities show stronger performance, while “Abstract Interpretation” and
“Functional Links” remain challenging. Cross-task analysis indicates that models maintain consistent
relative strengths across RIA and ICA tasks, but absolute performance levels are modulated by
task demands, especially for perceptual abilities. This suggests that while underlying reasoning
mechanisms remain stable, their expression is in uenced by task requirements.

Relationship Types.Analyzing association types reveals distinctive performance patterns between
Remote-ltem Association (RIA) and In-Context Association (ICA) tasks. As shown in Figure 7, in
RIA tasks, models demonstrate a pronounced hierarchy among association types, with Metaphor
associations yielding the highest performance (52—65% for top performers), followed by Relation
associations (46—-65%), and Mutual Element associations showing the lowest scores (36-56%). This
hierarchy is notably consistent across nearly all models. Interestingly, in ICA tasks, this performance
strati cation signi cantly diminishes, with much smaller performance gaps between association types.
For instance, GPT-40 shows only a 2.82 percentage point difference between its highest (Relation:
59.29%) and lowest (Mutual Element: 56.59%) association type performance in ICA, compared to a
7.15 point gap in RIA. This convergence suggests that the contextual framework provided in ICA
tasks may equalize the dif culty of recognizing different association types.
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