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Abstract

Multi-modal Large Language Models (MLLMs) excel at single-image tasks but
struggle with multi-image understanding due to cross-modal misalignment, leading
to hallucinations (context omission, conflation, and misinterpretation). Existing
methods using Direct Preference Optimization (DPO) constrain optimization to
a solitary image reference within the input sequence, neglecting holistic con-
text modeling. To address this, we propose Context-to-Cue Direct Preference
Optimization (CcDPO), a multi-level preference optimization framework that en-
hances per-image perception in multi-image settings by zooming into visual clues—
from sequential context to local details. Our approach features two sequentially
dependent components: (i) Context-Level Optimization: By introducing low-cost
sequence preference pairs, we optimize the model to distinguish between complete
and disrupted multi-image contexts, thereby correcting cognitive biases in MLLMs’
multi-image understanding. (ii) Needle-Level Optimization: By integrating region-
specific visual prompts with multimodal preference supervision, we direct the
model’s attention to critical visual details, effectively suppressing perceptual biases
toward fine-grained visual information. To support scalable optimization, we also
construct MultiScope-42k, an automatically generated multi-image dataset with
hierarchical preference pairs. Experiments show that CcDPO significantly reduces
hallucinations and yields consistent performance gains across general single- and
multi-image tasks. Codes are available at https://github.com/LXDxmu/CcDPO.

1 Introduction

Simultaneously understanding multiple images remains a fundamental yet underexplored challenge
for Multi-modal Large Language Models (MLLMs) [1, 2, 3, 4]. Despite MLLMs excelling in
single-image tasks like visual question answering (VQA) [5, 6, 7], code generation [8, 9], and
storytelling [10, 11], and open-source models such as LLaVA [12], BLIP-2 [13], and InternVL [14]
showing competitive results on benchmarks including VQAv2 [15], OKVQA [16], and MMMU [17],
their capabilities in multi-image contexts are notably constrained. These models frequently struggle
with tasks demanding cross-image comparison, spatial reasoning, or temporal alignment [ 18], often
resulting in hallucinations like context omission, conflation, and misinterpretation of local details.
These deficiencies ultimately compromise model reliability. The root cause lies in the weak cross-
modal alignment within MLLMs, which frequently fails to integrate visual and textual information
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Figure 1: (a) Prior multi-image DPO (e.g., MIA-DPO) is constrained by its reliance on prede ned
image references and text-only preferences, limiting holistic context modeling. (b) These limitations
commonly lead to failures such as Context Omission (ignoring relevant images), Context Con ation
(misattributing content across images), and Detail Misinterpretation (misrepresenting ne-grained
visual cues). (c) CcDPO addresses these issues by hierarchically enhancing MLLMs' visual percep-
tion, from overall multi-image contexts to speci ¢ ne-grained details. (d) Benchmark comparisons
demonstrate CcDPO's improved reasoning capabilities on both multi-image and single-image tasks.

coherently and comprehensively. This limitation becomes particularly pronounced in multi-image
settings, where accurate reasoning requires both: (i) Precise interpretation of intra-image regional
details, and (ii) establishing meaningful inter-image connections through contextual integration.

To overcome these limitations, instruction tuning with multi-image supervision has been adopted in
recent models such as Flamind®], IDEFICS [20], and Emu2 P1]. However, these approaches rely

on large-scale annotated data, which is costly to construct due to the complexity of modeling inter-
image relationships. As a lightweight alternatiid@rect Preference OptimizatiofDPO) [22] has
emerged as a promising training paradigm, aligning model outputs with human preferences through
pairwise supervision without requiring large-scale labeled data, signi cantly reducing reliance on
costly annotations. Recent work has extended DPO to multimodal tasks [23, 24, 25, 26], with MIA-
DPO [27] speci cally pioneering its application to multi-image scenarios. As shown in Fig. 1(a),
MIA-DPO conditions responses on a speci ¢ image through explicit query references (e.g., “In Image
1, what is...?"), helping the model associate questions with the correct visual input in context.

While this anchoring strategy mitigates referential ambiguity in MLLMs, the absence of explicit
contextual modeling in its architectural design fundamentally limits comprehensive cross-image
integration. This constraint is further exacerbated by the high vulnerability of inter-image attention
mechanisms to multi-image interferen@&[29, 30]. Consequently, without explicit image references,
such approaches often demonstrate limited capacity in autonomously capturing sequential visual
context and ne-grained details, giving rise to multiple forms of multi-image hallucinatiGositext
Omission The model selectively ignores subsets of input images, generating responses based on
incomplete sequences (e.g., ignoring Image 3; Fig. 1(b), |I€ntext Con ation : The model
erroneously attributes visual elements across images (e.g., describing a cat from Image 3 as appearing
in Image 1; Fig. 1(b), middle)Detail Misinterpretation : Critical visual details in a certain image

are either missed or misinterpreted (e.g., without explicit image-speci c instructions, the model fails
to recognize the scissors in Image 2 and erroneously detects silver blades in Image 1; Fig. 1(b), right).

To address these challenges, we prop@setext-toCue Direct PreferenceOptimization(CcDPO), a
two-level preference optimizatidramework that enhances MLLMs' capability to accurately perceive
visual information across hierarchical levels—from sequential multi-image contexts to individual
ne-grained details (as shown in Fig. 1(c)). Speci cally, it consists of two levels of alignment:

(1) Context-Level Optimization: We formulate structured multi-image captioning as a proxy task

to enforce global contextual alignment. By explicitly decomposing model responses into per-image
descriptions (e.g., “For Image 1: <caption 1>", “For Image 2: <caption 2>"), we compel the model to
accurately attend to each image within the sequence. This structured formulation ensures contextual
completeness while mitigating inter-image interference. To further ad@@sext Omissionand
Context Con ation , we introduce two perturbation techniquesequence truncatioandcontent



swapping—into the captioning preference optimization process. By training the model to distinguish
coherent contexts from disrupted ones, we promote holistic reasoning across the entire input sequence.

(2) Needle-Level Optimization: To addres®etail Misinterpretation , we propose a ne-grained
preference learning strategy that sharpens the model's sensitivity to critical visual cues. Our approach
integrates region-focused visual prompts into the preference data and employs DPO training to bias
the model toward descriptions aligned with highlighted regions. This enhances the model's ability to
detect, attend to, and describe salient visual elements across multiple images. Furthermore, inspired
by [31], we incorporate vision contrastive preference supervision by constructing image pairs with
varying alignment to reference descriptions. This encourages the model to re ne its preference
judgments on ne-grained visual cues within each image under contextual settings.

To support these two-level optimization objectives, we introddadiiScope-42k, a scalable multi-
image preference dataset. The dataset comprises high-qelaisgrresponses—synthesized by
splicing together accurate image- and region-level descriptions—alonggidéedresponses gener-

ated through targeted perturbations at both contextual and local detail levels. This pipeline converts
abundant single-image data into complex multi-image training signals, providing a scalable solution
to data scarcity. Our main contributions are summarized as follows:

» We pioneer the investigation of cognitive bias in multi-image comprehension for MLLMSs,
categorizing three prevalent hallucination types. To address these challenges, we propose
Context-toCueDirect PreferenceOptimization(CcDPO), an innovative two-level prefer-
ence optimization framework that enhances per-image perception in multi-image settings by
analyzing visual clues—from sequential context to local details.

* We design a low-cost Context-Level Optimization mechanism, incorporating structured
multi-image captioning preferences and targeted perturbation techniques to ensure MLLMs'
comprehensive and consistent global context understanding. Complementarily, we develop
a Needle-Level Optimization mechanism that enhances ne-grained visual acuity through
the integration of region-focused visual prompts and vision contrastive preference signals.

« We construcMultiScope-42k, a large-scale, high-quality dataset for two-level multi-image
preference learning. The fully automatic generation pipeline is cost-effective and scalable
across diverse data sources. After direct preference optimization on this dataset, our method
signi cantly reduces hallucinations and achieves superior performance on multi-image tasks.

2 Related Work

Multi-modal Large Language Models. Recent advances in MLLMsLP, 32, 33, 34] have combined
powerful large language models (LLMs) with visual encoders via lightweight connectors, achieving
impressive performance across dialog@8],[ visual question answering (VQAJ], and image
captioning tasks36]. These models are typically trained on image-text pairs with instruction tuning,
yielding strong single-image understanding. However, they remain prone to hallucinations [

38, 39, especially in multi-image scenarios where accurate reasoning requires modeling not only
individual images but also their cross-image relationships. Recent studies aim to advance multi-image
understanding by incorporating image-text interleaved d&ia41] during model training. This
approach helps develop capabilities such as image compatigofd, cross-image association,

45], and temporal reasoningf, 47]. Nevertheless, instruction tuning with such data remains costly
due to the need for complex, ne-grained annotations—an issue exacerbated in multi-image settings.

Direct Preference Optimization. Reinforcement Learning from Human Feedback (RLHF) B9,

3] aligns LLMs with human preferences by training a reward model to maximize the gap between cho-
sen and rejected responses. As a more ef cient alternative, Direct Preference OptimizationZPJPO) [
bypasses reward modeling and directly optimizes on preference pairs. Recent work investigates DPO's
generalization and stability across tasks,[49, 50, 51], with multimodal extensions3l, 52, 53, 26]

to reduce hallucinations and enhance vision-language grounding in single-image settings. However,
current language-based DPO methods often neglect visual details. To address this, vision contrastive
DPO approaches either disrupt images, 2] or highlight key visual tokens4, 55], enhancing
preference learning but focusing mainly on single-image tasks. MIA-DR{pjoneered DPO to
multi-image settings by anchoring prompts to speci c images, achieving promising results on relevant
benchmarks. However, its reliance on prede ned references limits holistic context modeling and
autonomous cross-image reasoning. In contrast, we propose CcDPO, which explicitly models global
context and ne-grained visual cues to enhance multi-image reasoning.



Figure 2: (a) Baseline: Direct inference without context as a condition. (b) Two-stage approach: Gen-
erating image captions, then reasoning over them. (c) Performance: Accurate caption understanding
as context substantially improves VQA accuracy, with noisy captions also proving bene cial. This
highlights de cient intrinsic captioning in MLLMs as a key bottleneck, motivating its enhancement.

Visual Prompting for MLLMs. Visual prompting has been widely used in vision modei p7, 58).
Manually annotated points, boxes, or masks—often encoded by a separate prompt encoder—can
guide the model to adjust segmentation granularity or select speci c instances. More recently,
MLLMs have shown the ability to interpret visual prompts directly embedded in the image without
additional prompt encoders§, 60]. Unlike prior work, our method actively integrates visual prompts

into preference data and uses DPO training to encourage the model to prefer descriptions aligned
with prompted regions, which enhances the model's sensitivity to visually grounded information.

3 Exploring Cognitive Bias in Multi-Image Comprehension of MLLMs

In this section, we investigate the cognitive biases of MLLMs in multi-image comprehension,
identifying that de cient internal multi-image captioning ability is a core bottleneck for complex
reasoning. Then, we introduce a systematic evaluation methodology to diagnose and quantify three
fundamental multi-image hallucination types. Our results con rm that even state-of-the-art models
exhibit severe performance degradation and elevated hallucination rates as input images increase.

Limited Contextual Awareness. We identify a fundamental limitation in current MLLMSs: their
impaired ability to perceive and integrate partial context information for coherent multi-image
understanding severely degrades performance. To investigate this limitation, we systematically
examine how context quality affects multi-image understanding through controlled experiments with
LLaVA-OV-7B [32]. As illustrated in Fig. 2, we evaluate the model's reasoning capability under three
distinct context conditions: (1) Accurate Context: The model received the images along with accurate,
descriptive captions. (2) Noisy Context: It received the images along with awed, machine-generated
captions. (3) Baseline (No Explicit Context): It received only the images, forcing it to rely entirely on
its own internal understanding. As shown in Fig. 2 (c), while accurate captions helped slightly more
than noisy ones, the most dramatic nding was a massi@&-point accuracy dropwhen the model
performed inference directly from the images, without any context augmentation. This gap reveals
the model's heavy reliance on external caption aids, con rming that its intrinsic captioning capability
is a core bottleneck for multi-image reasoning and motivating our direct efforts to enhance this skill.

Multi-image Captioning Re-evaluation. We design a caption generation task as a proxy to system-
atically evaluate MLLMs' multi-image understanding, identifying three fundamental hallucination
types—Context OmissionContext Con ation andDetail Misinterpretatior—that critically degrade
model performance. To enable this evaluation, we cons€oatext-AMBER-1K by systemat-
ically concatenating images from the single-image AMBER datasétifito sequences of two
types: short-context sequences with 4 images and long-context sequences with 8 images. Each input
is paired with the prompt:Please sequentially describe each of the images shown

above. Use the following format: For Image *: <description >." The expected out-
put format is: For Image 1: <caption 1 >,For Image 2: <caption 2 >,..., For Image
N:<caption N >." , ensuring comprehensive coverage of all input images. This controlled for-
mat allows precise identi cation of hallucination behaviors during multi-image comprehension.

We assess caption quality through four complementary metrics: (a) CHAJRr{easures object hal-
lucination severity, (b) Response-level Hallucination Rate (Hal) fuanti es incorrect descriptions,

(c) Cognition-based Hallucination (Cod)1] detects reasoning errors, and (d) Sequence Coverage
Rate (SCover) evaluates caption completeness across image sequences. Notably, for each input
sequence, we compute hallucination scores (a), (b), and (c) for each image independently, then
average these to get the sequence-level hallucination scores.



Table 1:Hallucination and preference alignment results.We report metrics on our constructed
multi-image AMBER benchmark. Lower scores indicate better performance for CHAIR, Hal, and
Cog, while higher is better for SCover. CcDPO achieves consistent improvements under both 4-image
and 8-image settings, effectively reducing hallucinations in contextual multi-image understanding.

Context-AMBER (4 Images) Context-AMBER (8 Images)

Models Parameter CHAIR# SCovel Hal# Cogt CHAIR# SCovel Hal¢ Cogt

LLaVA-OV 7B 10.2 74.0% 318 2.6 50.6 103% 69.1 6.5
+ MIA-DPO [27] 7B 8.9 83.9% 298 21 28.2 36.7% 450 3.8
+ CcDPO (Ours) 7B 3.7 100.0% 15.3 1.2 153 833% 275 21

- +6.5 +26.0 +16.5 +1.4 +353 +73.0 +41.6 +4.4

Results. As shown in Table 1, even strong models like LLaVA-OV-7B exhibit signi cant halluci-
nation rate increases in multi-image scenarios. For example, when input images grow from 4 to 8,
Detail Misinterpretation hallucinationbecome severe—the CHAIR score jumps frbén2 to 50.6
indicating a sharp decline in grounding accuracy. The sharp drop in the SCover scoigf@smto

10.3% also revealgontext omission issu&gthin multi-image settings. Analysis of failure cases
(Fig. 1) reveals thaContext Con ationcommonly occurs, critically degrading model performance.

4 CcDPO: Context-to-Cue Direct Preference Optimization

As discussed in Sec. 3, three fundamental hallucinations (context omission, context con ation, and de-
tail misinterpretation) manifest as performance degradations in MLLMs' multi-image understanding.
To address these challenges, we profosetext-toCue Direct PreferenceOptimization(CcDPO),

a hierarchical preference alignment framework that re nes MLLMs at two levels (as shown in Fig. 3):

« Context-Level Optimization: By contrasting complete and disrupted multi-image captions using
language-based preference optimization, we enhance MLLMs' contextual understanding by ensuring
comprehensive integration of all relevant visual information across image sequences.

* Needle-Level Optimization: A hybrid preference optimization method integrates two complemen-
tary objectives: (1) Contrasts captions that either align with or mismatch visually prompted regions
using language-based preference optimization, and (2) Discriminates between images semantically
matching or contradicting given captions using vision contrastive preference optimization. This dual
approach trains the model to make preference judgments grounded in ne-grained visual details.

To support such hierarchical DPO, we constiMcitiScope-42k, a large-scale preference dataset
with automatically generated positive and perturbed response pairs at both levels. See Appendix A.

4.1 Context-Level DPO with Language-Based Preference Optimization

We propose a low-cost DPO mechanism for MLLMs that leverages multi-image captioning as a
proxy task to enforce coherent multi-image understanding, thereby addressing context hallucinations
(omission, con ation). Speci cally, we reformulate the response generation task as a structured,
per-image captioning problem. Each image in a sequence is described in an explicit format, generating
the preferred respongg, as a coherent sequence of captions that re ect the content of each image:

[ yw = fFor Image 1:hcaption 1 i; For Image 2::::; For Image N:hcaption Ni:g ]

This encourages the model to practice selective attention and attribution-aware generation. During
training, we construct preference pairs where plsitive sampleis a coherent, full-sequence
descriptiony ,, and thenegative sampley, is obtained from following two perturbation strategies:

* Sequence Truncation simulates context omission by either removing captions entirely from one
or more images (complete content omission) or replacing detailed captions with shorter versions
(partial content omission), generating rejected respon$&s andy,Sh"”. Complete omission disrupts
sequence continuity, while partial omission results in sparse or incomplete sequence information:

yine = fFor Image 1:hcaption 1 i; For Image 3:hcaption 3 i; :::g
yhot= fFor Image 1:hshort caption 1; For Image 2:hshort caption 2; :::g




Figure 3:Overview of CcDPO.(a) Caption pools are built from LLaVA-23K5[l], MDVP [63], and

MVC [49] for image- and region-level supervision. (b) Context-Level DPO aligns model outputs
with complete, coherent image sequences and penalizes omissions, con ation, and misalignments.
(c) Needle-Level DPO incorporates visual prompts to enhance local detail understanding. chosen
responses describe marked regions accurately, while rejected are drawn from mismatched regions.
Both language-based and vision-contrastive preferences are used to sharpen ne-grained perception.

« Content Swapping simulates context con ation by swapping the captions between different
images within the sequence, thereby generating the rejected respoesg.,

[ y;“®= fFor Image 1:hcaption 2 i; For Image 2:hcaption 1i; :::g ]
Given an instructiorx and image sequenesg,, we de ne the context-level DPO objective as:
(Yw J Vw; X) (Y1 J vw; X) t hort. , ,swa|
L = lo log ————= log ——= 2 f yfrune, yshort A
bPa g J ref(yw J VW;X) g ref(yl J VW;X) Y Y Y yl ?1)

where is the target model and, is a frozen reference model. This objective reinforces the
preferencéx;vy;yw) (X;Vw;Y)) for globally coherent responses over disrupted ones. We use
LLaVA-23K [61] and COCO {2] as our detailed and brief context caption pool, respectively. The
visualization cases for three different types of context preferences are presented in Figs. 6, 7, and 8.

4.2 Needle-Level DPO with Hybrid Visual-Language Optimization

Even when global context is preserved, MLLMs often fail to identify or attend to salient visual
elements (e.g., missing objects, actions, or attributes). This lealitdd misinterpretation, which
global response-based supervision alone cannot resolve. To address this, we intemiliedevel
optimization, a ne-grained hybrid preference mechanism employing visual prompts and image-level
perturbations to sharpen the model's focus on often-overlooked local visual cues.

Language-based Preference Optimization (TDPO)This stage leverages region-speci ¢ visual
prompts (bbox and point) to guide the model's preference judgments. The visual prompt construction
involves three key steps: (1) collecting source data with point or bounding box annotations, where
points are de ned as [X, y] coordinates and bounding boxes as [x1, y1, x2, y2] corner coordinates;
(2) converting these annotations into visual prompts (e.g., red points or green rectangles) overlaid
onto original images; (3) enhancing region salience by adding textual labels (e.g., “REF") adjacent to
visual markers, as illustrated in Fig. 3. These visual prompts explicitly de ne the target regions for
description. To train the model to interpret these speci ed areas accurately, our DPO method learns
from preference pairs that penalize misinterpretations. These pairs are constructed as follows:

1) Chosen Responsey|,): We integrate region-level visual prompts (e.g., bounding boxes, key-
points) into images to highlight a target region, yieldingv, . The model is trained to prefer the
accurate descriptiop, of this speci ¢ region, directing its attention to critical visual elements:

yi, ={For the marked area of Image 1: hcaption r;i,For the marked area
of Image 2: hcaption rsi,...,For the marked area of Image N: hcaption ryi.}




2) Rejected Responsesy(o): Descriptions of regions® that are non-overlapping with within the
same image serve as rejections. By learning to identify and reject such region-speci ¢ inaccuracies,

the model's perception of ne-grained image details is more pretyi’,s?eis formally de ned as:

y{°={For the marked area of Image 1: hcaption r{i, For the marked area
of Image 2: hcaption r9i,...,For the marked area of Image N: hcaption r9i.}

Given an instructiorx and the image sequeneg, these pairgx; v,y ) (X;Vv, ;y{o) inform
the language-based DPO objective (Eq. 1). We utilize MDVP [63] for the region-level caption pool.

Vision Contrastive Preference Optimization (VDPO).Inspired by {19, 31], this stage further hones
the model's visual discrimination. It trains the model by contrasting a single descripti@gainst
two image inputsy,, , which correctly aligns witty,, (often focusing on a speci ¢ visual region),
andv|, which is misaligned or visually contradicgg, . The objective combines two components:

1) Focusing on Relevant Visualsl{rocys): This rewards prioritizing details in the correctly aligned
imagev,, when generating,, , countering MLLMs' tendency to neglect visual content.
(Yo J Vv ,_X) , log (Yw | X) ; @)
ref(yw J VWvX) ref(yw J X)
2) Rejecting Contradictory Visuals (L reject): This penalizes assigning high probabilityytg when
conditioned on a contradictory image.

LrocudVw:yw) =  log 1log

(Y § X) , log (Y J ,_X) 3)
ref(yw J X) ref(yw Vi, X)
The combined vision contrastive DPO loss.ispo, (Vi ; Yw; Vi) = Lrocud Vv Yw) + LRejec(Vi; Yw)-
This objective sharpens the model's ability to distinguish ne-grained visual cues by rewarding focus
on relevant details and penalizing attention to misleading content. We use the My dafaset as a
region-level visual counterfactual caption pool. Visualization cases are shown in Figs. 9, 10, and 11.

L Reject(VI 'yw) = log 2log

5 Experiments

5.1 Experimental Settings and Evaluation Benchmarks

Baselines.We apply CcDPO to two different 7B-size MLLMs: Qwen2-V&J] and LLaVA-QV [372].

Due to differences in base models, preference data, and alignment strategies, direct comparisons
with other LLMs are not possible. However, we provide the results for reference: LLaVA4],5 [
InternVL2-8B [65], Mantis-Ide cs [44], mPLUG-OwI3 [66], Ide cs2-8B [20], and Emu2-Chat{1].

Implementation Details. Our model undergoes a three-stage sequential training process to better
understand multi-image preferences at both broad (context) and detailed (needle)Seagés1
focuses on context-level alignment, where we ne-tune Qwen2-VL-7B and LLaVA-OV-7B for one
epoch with learning rates & 10 % and5 10 °, respectively, using Eq. 1Stage 2applies
needle-level language-based DPO using Eq. 1 to improve sensitivity to ne-grained visual cues with
the same learning rate 6f 10 °. We conduct Stage 1 and Stage 2 by using LoRA adaptafidn [
with rankr = 128 for ef ciency. Stage 3performs vision contrastive DPO via full-parameter tuning
for one epoch with a learning rate df 10 © using Eq. 2, strengthening the model's ability to
distinguish preferred visual content. Following the setuifj,[we set the temperature parameter

= 1= ,=0:1andthe negative log-likelihood (NLL) loss coef cient= 0:1. All training is
conducted on eight GPUs, each equipped with 90GB of memory.

Evaluation Benchmarks. We employ seven multi-image benchmarks—MUIRBendh],[

MIRB [68], BLINK [ 69], Mantis-Eval 4], NLVR2 [70], Q-Bench2 1], and MIBench f2—to
holistically evaluate multi-image reasoning across four key dimensions: co-reference alignment,
ne-grained comparison, contextual reasoning, and temporal understanding. Complementing these,
eight representative single-image benchmarks assess speci ¢ multimodal capabilities: (1) Aca-
demic/Scienti ¢ Reasoning: MMMU3], MMStar [74], ScienceQAT5], (2) Diagram Understand-

ing: AI2D [76], (3) Robustness against hallucinations: POPH,[HallBench 3¢], (4) General
Multimodal Abilities: MMBench [78], (5) Text Recognition: OCRBench§]. This comprehensive
evaluation suite demonstrates our method's strengths in both holistic understanding and ne-grained
visual grounding across single-image and multi-image general tasks.



Table 2:Main results on general multi-image benchmarks We compare our proposed method,
CcDPO, with existing multi-image DPO approaches across seven multi-image benchmarks. Our
method consistently enhances the performance of both LLaVA-OV and Qwen2-VL.

Models Parameter MuirBench MIRB BLINK Mantis NLVR2 MIBench Q-Bench2 Average
GPT-40 [80] - 62.3 53.0 60.1 62.7 88.8 71.8 74.5 67.6
LLaVA-v1.5 [64] 7B 19.9 28.4 37.1 41.9 52.1 40.9 53.9 39.2
Ide cs2 [20] 8B 26.1 33.0 452 48.9 86.9 29.7 57.0 46.6
Mantis-Ide cs2 [44] 8B 44.5 418 491 57.1 89.7 44.3 75.3 57.4
mPLUG-OwI3 [66] 8B 39.6 - 50.3 63.1 90.8 54.5 - 59.6
Emu2-Chat [21] 37B 33.6 27.2 36.2 37.8 58.2 39.7 65.3 42.6
InternVL2-8B [65] 8B 48.7 50.0 50.6 60.3  85.56 52.9 - 58.0
LLaVA-QV [32] 7B 425 47.3 51.1 60.4 89.4 73.6 73.8 62.5
+ SFT 7B 45.4 48.9 53.4 64.9 89.0 71.9 75.7 64.1
+ MIA-DPO [27] 7B 414 48.0 53.7 60.3 88.2 67.8 74.0 61.9
+ CcDPO (Ours) 7B 48.6 51.4 55.9 69.6 91.2 75.2 77.6 67.1
- +6.1 +4.1 +4.8 +9.2 +1.8 +1.6 +3.8 +4.6
Qwen2-VL [33] 7B 40.5 59.5 53.4 65.9 84.8 68.9 74.5 63.9
+SFT 7B 43.1 59.8 54.7 64.9 85.2 69.4 74.1 64.5
+ MIA-DPO [27] 7B 40.1 61.4 54.5 69.1 84.5 66.7 75.6 64.5
+ CcDPO (Ours) 7B 44.8 60.7 56.5 69.1 86.4 71.9 77.0 66.6
- +4.3 +1.2 +3.1 +3.2 +1.6 +3.0 +2.5 +2.7

Table 3: Main results on single-image benchmarks.We compare our CcDPO with existing
DPO-based approaches across seven single-image benchmarks. Our CcDPO not only improves
performance in multi-image settings but also preserves strong capabilities on single-image tasks.

Models Parameter MMStar SQA MMMU POPE HallBench MMB OCR AI2D Avg.
LLaVA-v1.6 [81] 7B 37.6 875 35.8 70.3 51.6 69.8 537 67.0 59.1
Qwen-VL-Chat [82] 7B 34.5 68.8 35.9 74.9 39.2 61.8 48.8 63.0 53.3
Ide cs2 [20] 8B 49.5 88.7 43.0 86.2 - 75.7 - 72.3 69.2
OpenFlamingo [83] 9B 36.9 44.8 - 52.6 38.4 324 149 317 359
InstructBLIP [84] 13B 32.7 54.1 - 86.1 45.3 383 27.6 40.6 46.3
Emu2-Chat [21] 37B 40.7 68.2 36.3 88.0 - 63.4 43.6 49.7 557
LLaVA-QV [32] 7B 58.7 92.1 47.7 86.1 52.9 81.8 473 816 685

+SFT 7B 57.8 915 471 884 57.2 815 502 816 694

+ MIA-DPO [27] 7B 57.4 924 451 87.9 55.4 80.952.1 815 69.0

+ CcDPO (Ours) 7B 595 92,6 457 86.6 58.4 819 51.0 821 69.7
Qwen2-VL [33] 7B 578 841 50.6 85.9 66.9 812 856 789 738

+ SFT 7B 55.0 82.7 50.0 87.7 66.7 81.0 848 785 733

+ MIA-DPO [27] 7B 58.2 840 486 884 62.7 80.8 851 789 733

+ CcDPO (Qurs) 7B 58.7 82.8 50.7 87.1 68.8 81.6 835 79.7 741

5.2 Main Results

Results on General Multi-lmage Tasks.As shown in Table 2, we evaluate CcDPO across diverse
multi-image benchmarks that span a wide range of reasoning skills. CcDPO consistently outperforms
both the SFT baseline and other DPO-based methods on all datasets, with a notable gain of +4.8
points on BLINK, which focuses on multi-view and spatial reasoning. On the large-scale MuirBench
dataset—where each sample contains an average of 4.3 images and up to 9 images—CcDPO achieves
the largest improvement of +6.1 points, demonstrating its strength in modeling complex multi-image
dependencies such as ne-grained perception, sequential cues, and holistic context. In contrast,
MIA-DPO underperforms on MuirBench, highlighting its global context limitations. Consistent gains
across LLaVA-OV and Qwen2-VL variants validate our approach's generality and effectiveness.

Results on General Single-Image Taskd\Vhile previous worksZ7, 44] indicate that multi-image

training can degrade single-image understanding, our CcDPO, in contrast, generally yields perfor-
mance gains on most single-image datasets as shown in Table 3, averaging +1.2 points for LLaVA-OV
and +0.3 for Qwen2-VL. Visually-driven tasks like HallBench exhibit the largest improvements, up

to +5.5 points under CcDPO. Conversely, for tasks with relatively low reliance on visual information,
exempli ed by ScienceQAT5], our method showed no notable gains, and performance slightly
declined. These results highlight CcDPO's robustness: it not only excels in multi-image scenarios
but also preserves, and often enhances, single-image capabilities. We attribute this success to our



Table 4:Performance on the image retrieval task from needle-in-a-haystack MM-NIAH B5]. We
compare our proposed method, CcDPO, with DPO-based baselines across 1K—24K contexts, where
the number of images ranges from a few to over a hundred. CcDPO consistently outperforms prior
methods, demonstrating its strength in capturing ne-grained details in ultra-long image sequences.

Models Parameter 1K 2K 4K 8K 12K 16K 24K Average

LLaVA-OV-7B [32] 7B 89.2 88.1 823 712 650 609 450 71.7
+ SFT 7B 92.0 939 882 80.7 748 694 499 78.4
+ MIA-DPO [27] 7B 939 946 905 851 755 688 594 81.1
+ CcDPO (Ours) 7B 953 969 914 896 788 745 64.7 84.5

- +6.3 +8.8 +9.1 +18.4 +13.8 +13.6 +19.7 +12.8

Table 5:Ablation study of two-level CcDPO on MIBench and MIRB tasksrequiring perception,
comparison, and reasoning across multiple images. Detailed task descriptions are in the Appendix B.
MIBench Benchmark MIRB Benchmark
Models GC SD TR LR FVR TRI VTK TVK Know. Reas. Perc. M-Hop

LLaVA-OV-7B[32] 87.7 85.9 726 745 965 775 427 67.1 70.0 44.0 50.0 12.0
+ Context-Level 874 886 695 760 979 76.7 434 68.8 75.0 440 52.0 15.0
Needle-Level 88.8 904 70.3 76.0 982 77.6 526 69.8 72.0 48.0 55.0 18.0
+1.1 +4.5 +15 +1.7 +0.1 +9.9 +2.7 +2.0 +4.0 +5.0 +6.0

+ SFT 879 882 710 755 878 774 385 683 75.0 43.0 53.0 9.0
+MIA-DPO [27] 85.8 87.2 634 679 949 676 420 596 73.0 50.0 44.0 11.0

preference data design, which employs structured, per-image descriptions, thereby fostering precise
understanding of individual images even within multi-image contexts.

5.3 Ablation Studies

Comparison with SFT Trained on MultiScope-42K. As shown in Table 2, Table 3, Table 4, CcDPO
outperforms SFT across all benchmarks, achieving +3.0 on multi-image tasks, +0.6 on single-image
tests, and a signi cant +6.1 gain on MM-NIAH. By integrating negative samples into DPO, CcDPO
enhances discrimination between accurate and hallucinated outputs, improving ne-grained detail
recognition and long-range dependency modeling while maintaining single-image performance. This
demonstrates both robust generalization and superior contextual understanding, with negative sample
integration proving essential to its performance advantages.

Superior Context Scaling for Fine-Grained Detail Capture. As shown in Table 4, CcDPO signi -

cantly outperforms prior DPO-based methods and SFT baselines on the challenging MM-BHAH [
needle-in-a-haystack image retrieval task. Remarkably, CcDPO achieves consistent improvements
across all tested context lengths (1K—24K), with its largest gain (+19.7 points) occurring at the maxi-
mum 24K context length compared to the baseline model. This demonstrates CcDPOQO's exceptional
ability to: (1) Scale effectively to ultra-long image sequences, and (2) Capture ne-grained visual
details critical for discriminating subtle differences in large image collections. The +12.8-point
average improvement underscores its robustness in handling large-scale multi-image contexts. The
hierarchical preference optimization in CcDPO enables precise, context-aware understanding—an
essential capability for processing extensive visual information.

Effectiveness of Context-Level Optimization.The Context-Level DPO enhances alignment between
language responses and the holistic visual context across image sequences. As shown in Table 6,
this yields signi cant improvements on sub-tasks requiring global reasoning, including: Diagram
Understanding (+5.1), Image-Text Matching (+9.8), Similarity Matching (+16.4). These gains re ect

the module's ability to: (1) Capture semantic relationships across images, and (2) Maintain coherent
multi-image descriptions through consistent attribute attribution. Notably, Scene Understanding
and Retrieval tasks also bene t from improved global alignment, con rming that such optimization
effectively reduces context omission and con ation errors in complex visual sequences.

Effectiveness of Needle-Level OptimizationThe Needle-Level DPO improves the model's ability

to capture ne-grained visual cues by contrasting localized content. As shown in Table 5 and Table 6,
this is especially effective for tasks requiring detailed comparisons across images. In MIBench,
the VTK task—where the model must link information across image cells—shows a large gain of
+9.9, demonstrating that our visual preference signals help focus on factual visual details. Similarly,



Table 6:Ablation study of CcDPO on the MuirBench datasetacross all sub-datasets, demonstrating
signi cant performance gains on most subsets. The symbstiands for method superposition.

(] < (=)

2 ¢ 2 £ g § § @ 5 3

c ks 8 = g o 5 ] = Q S (7]

8 = © 5 =) 9] ] = () S =] =

3 E @ 3 8 £ o ~ B g 9 3

Models Overall < n O o a a O] - O 0 o @
LLaVA-OV-7B [32] 42.5 359 331 358 247 55.0 30.0 46.0 469 203 72.0 29.7 476
+ Context-Level 44.8 36.6 30.3 37.1 355 57.0 379 410 483 156 651 283 483

Needle-Level-TDPO 47.8 423 48.0 346 380 583 403 410 554 141 689 30.1 459
Needle-Level-VDPO 48.6 445 495 333 393 601 39.1 41.0 56.7 13.0 704 28.6 46.6

+6.1 +8.6 +16.4 +146 +51 +9.1 +9.8
Qwen2-VL-7B [33] 40.5 40.8 464 410 397 419 344 250 543 93 650 285 205
+ Context-Level 42.1 41.0 450 423 398 46.2 379 220 569 141 651 274 210

Needle-Level-TDPO 42.3 396 439 410 397 465 391 220 563 157 66.7 26.2 229
Needle-Level-VDPO 44.8 439 469 385 399 538 379 200 614 188 699 238 229
+4.3 +3.1 +0.5 +0.2  +11.9 +35 +7.1 +95 +4.9 +2.4

Table 7: Ablation on component and training orderfTable 8: Ablation on visual prompt types.

Con guration MuirBench Mantis BLINK Q-Bench2 Bbox Seg. Point Circle BLINK Q-Bench2
Baseline 425 60.4 51.1 73.8 4 4 55.1 76.0
Context-Level Only  44.4 69.0 55.3 76.4 4 4 56.2 76.6
Needle-Level Only 46.3 65.0 54.3 75.5 4 4 56.8 76.3
Needle! Context 46.5 66.3 541 77.8 4 4 545 77.2
Context! Needle 48.6 69.6 55.9 77.6 4 4 55.9 76.8

in MuirBench, we observe strong gains on Action Understanding (+8.6), Counting (+14.6), and
Difference Spotting (+9.1), all of which depend on localized perception. These results indicate that
Needle-Level DPO signi cantly boosts the model's perceptual grounding and resistance to detail-level
hallucinations, complementing the context-level DPO for better multi-image understanding.

Synergistic Two-Level Optimization in CcDPO.As evidenced in Table 7, performing context-level

DPO prior to needle-level DPO consistently yields optimal benchmark performance, underscoring a
hierarchical interdependence between the two stages. This work ow mirrors human general reasoning
for multi-image problems: one rst understands the global context, then zooms in to focus on speci ¢
details as needed for the task. Notably, inverting the training sequence or isolating either stage results
in suboptimal outcomes, further validating the necessity of our two-stage sequential optimization.

Sensitivity Analysis of Visual Prompt. As shown in Table 8, our ablation studies reveal minimal
performance variationHl point) across visual prompt types (bounding boxes, circles, segmentation
masks) during the Needle-Level Language-based Preference Optimization stage, underscoring our
method's robustness. Notably, we observe benchmark-speci ¢ patterns: ne-grained prompts (e.g.,
segmentation masks) excel in spatial reasoning tasks BLINK by capturing precise local details, while
coarse-grained prompts (e.g., bounding boxes) perform better in image-level comparisons Q-Bench2
through ef cient spatial guidance. Consequently, we adopt bounding box + keypoint as the nal
format, balancing accuracy and annotation practicality optimally.

Limitations. While CcDPO is primarily designed for general multi-image reasoning, it does not
explicitly model temporal dependencies, which may limit its performance on video-like inputs. How-
ever, our framework is readily extensible to such video data by incorporating video clip descriptions
(as demonstrated in Table 13). Similarly, although OCR supervision is limited in our current dataset,
CcDPO can be naturally enhanced with targeted text-centric preference data in future work.

6 Conclusion

This work introduce€£cDPO, a two-level preference optimization method for enhancing multi-image
understanding in MLLMs. By decoupling learning into context-level and needle-level stages, CcDPO
addresses key hallucination issues including context omission, con ation, and detail misinterpretation.
The context-level module promotes holistic sequence comprehension via structured caption prefer-
ences, while the needle-level module strengthens ne-grained perception through visual prompts and
contrastive supervision. To support optimization, we constwdtiScope-42k, a large-scale dataset

with automatically generated multi-level preference pairs. Experiments across seven multi-image
benchmarks show that CcDPO achieves consistent improvements over SFT and prior DPO variants,
con rming its effectiveness in aligning MLLMs with both global and local visual content.
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Technical Appendices

In this appendix, we provide additional materials to support a more comprehensive understanding
of our proposed method and dataskt.Sec. A we detail the low-cost construction pipeline of
MultiScope-42k and conduct comparative data analysis with MIA-DPO, including token length
distributions, word cloud statistics, and supervision source breakdown. We also clarify the image
source overlap between training data and benchmarks to ensure fair evallatisac. B we
summarize all benchmarks used in evaluation, including seven multi-image and eight single-image
benchmarksln Sec. C we provide additional experimental results, including ablation studies on
training data volume and supervision granularity to assess their impact on model performance.
Sec. O we present qualitative observations and visualizations of preference pairs.

A MultiScope-42k: A Context-to-Cue Captioning DPO Dataset

A.1 Low-cost Question-Answer Pair Construction

Constructing high-quality instruction-response preference pairs for multi-image learning traditionally
requires extensive manual annotation, especially when capturing subtle context dynamics or region-
level semantics. To address this bottleneck, we design a low-cost, fully automated pipeline for
guestion-answer pair construction, enabling ef cient and scalable data generation with broad coverage
and controlled distributional properties.

Automated Caption Pool Sampling.We rst leverage existing vision-language datasets—LLaVA-
23K [61], MDVP [63], and MVC [491—to construct a diverse caption pool, containing both image-
level and region-level descriptions. By decoupling question construction from caption generation, we
are able to sample visual contexts and their aligned captions independently, facilitating large-scale
composition of input-output examples.

Structured QA Formatting. Given a sampled image or image sequence, we construct templated
instructions (e.g., “Describe the following images” or “Please describe the marked area in each
image”) to form queries. For the corresponding answers, we use structured formats that encourage
compositional reasoning and grounding, such as:

[ For Image 1: <caption 1>, For Image 2: <caption 2>, ..]
[ For the marked area of Image X: <caption X>, ..]

This approach allows exible variation in image number, visual scope, and response granular-
ity—supporting both context- and region-level supervision.

Controlled Perturbation for Preference Learning. To generate preference pairs without additional
labeling, we apply lightweight perturbation strategies to the answer side only. Speci cally:

¢ (1) Truncation and swapping: simulate omissions and misalignments in context-level answers.
* (2) Region mismatches: in needle-level samples simulate detail hallucination.

These perturbations requin® human involvementyet introduce controlled errors mirroring real-
world MLLM failure modes, enabling scalable preference pair generation with low cost.

Ef cient Coverage of Diverse Visual Distributions. With strati ed control over image domains,
scene compositions, and region attributes via automated sampling, we construct MultiScope-42k:
a large-scale corpus covering diverse multi-image tasks. Its diversity in visual layout and semantic
granularity delivers robust preference supervision across image types and reasoning levels.

Overall, our pair construction strategy eliminates the need for dense manual annotation while
producing rich and challenging preference data at scale—offering a practical solution for instruction
tuning in multi-image multimodal models.

A.2 Data Analysis

To better understand the characteristics of our preference supervision, we conduct a comparative
analysis of MultiScope-42k and MIA-DPO from both lexical and structural perspectives.

Dataset Composition Overview.Summary statistics of the proposed MultiScope-42k are presented
in Table 9, which is divided into three core subsets by supervision granularity and image source,
totaling 41.8k preference pairs (27.3k context-level, 10.8k needle-level TDPO, and 3.7k needle-level
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Table 9: Summary statistics of MultiScope-42k by supervision level and image source, including total
pairs, number of images per instance, and average token lengths of chosen and rejected responses.

Level Image Source Total Images Range Avg. ChosenLen. Avg. Rejected Len.
Context-Level COCO0-2014 27.3k [2, 5] 285.24 165.45
Needle-Level-TDPO COCO-2017 10.8k [2, 4] 173.35 173.97
Needle-Level-VDPO  Flickr30k 3.7k [2, 4] 66.09 65.98

Figure 4: Token length distributions of chosen and rejected responses in our MultiScope-42k and
MIA-DPO [27]. MultiScope-42k exhibits signi cantly longer and more diverse answers, while
MIA-DPO responses remain short and concentrated, indicating a simpler response pattern.

Figure 5: The dataset word cloud comparison between our MultiScope-42k and MIA-DPO [27].

VDPO) to cover supervision needs of varying granularities in multi-image scenarios. The 27.3k
context-level pairs incorporate approximately 7k multi-image QA data from Mai]¢¢ enhance

the model's instruction-following capability. The negative samples are generated by the model based
on responses to images with Gaussian noise added, inducing the model to produce answers that are
unfaithful to the original images. Regarding the number of images per instance, all subsets contain 2
to 5 images (up to 5 for context-level, 4 for needle-level), aligning with typical multi-image learning
settings and supporting models in modeling multi-image sequence contexts.

Token Length Distributions. Fig. 4 presents the token length histograms of baftbhsenand
rejectedresponses. MultiScope-42k responses are signi cantly longer on average and display a
wider spread, with many responses exceeding 400 tokens. This re ects the dataset's multi-stage,
image-wise captioning format and compositional design. In contrast, MIA-DPO responses are short
and concentrated, with the majority under 30 tokens. This further suggests that MultiScope-42k
provides richer and more diverse supervision signals, especially for multi-image reasoning.

Linguistic Focus via Word Cloud. We visualize the answer sets of both datasets using word clouds.
As shown in Fig. 5, MultiScope-42k responses prominently feature structured and spatially grounded
expressions such disnage,” “marked area,’ “left,” “right,” “foreground,” “scene” , indicating a
strong alignment with multi-image, region-speci ¢ prompts. In contrast, MIA-DPO emphasizes

atomic visual concepts (e.gman,” “table,” “dog,” “red” ), which are well-suited for single-image
tasks but lack explicit inter-image reference or structural composition.

A.3 Dataset Independence Statement

To ensure fair and unbiased evaluation, we verify that the benchmarks used for testing do not overlap
with the data sources involved in model training. We employ three types of annotated data for
two-level DPO training. (1) Image-level captions are sourced ftamVA-23K [61], which is

derived from the COCO-2014 dataset. (2) Region-level captions come fromDN® dataset (3],

based on COCO-2017. (3) Visual contrastive preference pairs are taketfvt@n[49], whose

image sources includéounterCurate [86] andFineCops-Ref[87].
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We conducted a thorough review of all evaluation benchmarks for potential overlap with these training
sources (COCO-2014, COCO-2017, Flickr30k). While most multi-image benchmarks appear to be
independently constructed, we conservatively ag the following for partial or uncertain overlap:

MIRB [68] explicitly uses COCO images (e.g., for counting), and includes content from ImageNet-R,
OpenFoodFact, Bitton et al., and arXMIBench [72] comprises multiple public datasets, including
VrR-VG, which inherits COCO images via Visual GenomUJIRBench [42] integrates existing

(e.g., SeedBench, IconQA), derived (e.g., NLVR2, MMBench), and newly collected datasets. While
its new data is COCO-free, MMBench and IconQA are known to include COCO images.

A summary of benchmark image sources is provided below:

MUIRBench combines new and repurposed datasets; some derived components include COCO.
MIRB includes COCO, ImageNet-R, and other web-sourced corBenbK uses synthetic and
controlled real-world imagedvantis-Eval draws from web queries and manual composition, with

no COCO usageNLVR2 uses Flickr images and is COCO-independ€rBench2is based on IQA
datasets like KonlQ-10k and BID, unrelated to COCO or Flickr3@kBench includes VrR-VG,

which partially overlaps with COCO.

While a few benchmarks partially overlap with COCO or Flickr30k, evaluation fairness remains
uncompromised for two reasons. First, our primary baseline MIA-DPO is also trained on LLaVA-23K
(COCO-based), ensuring all methods are compared on equal footing. Second, our DPO training
focuses on image-caption preference alignment, not question answering. These points validate the
integrity and fairness of our evaluation protocol, despite partial dataset overlaps.

B Benchmark Sources

B.1 More Details on the Construction of Context-AMBER-1K

We design a caption generation task as a proxy to systematically evaluate MLLMs' multi-image
understanding, identifying three fundamental hallucination typ€sntext OmissionContext

Con ation, and Detail Misinterpretatior—that critically degrade model performance. To en-
able this evaluation, we constru€@ontext-AMBER-1K by systematically concatenating im-
ages from the single-image AMBER datasgf][into sequences of two types: short-context se-
guences with 4 images and long-context sequences with 8 images. Each input is paired with
the prompt: Please sequentially describe each of the images shown above. Use

the format: For Image *:<description>.

To evaluateDetail Misinterpretation, we employ three established metrics: (a) CHAR)]{

(b) Response-level hallucination rate (Hal); and (c) Cognition-based hallucination (Cog). Each
generated caption is matched to its corresponding image using regular expressions to extract per-
image descriptions. We then compute hallucination scores for each image separately and average
these scores across the entire image sequence. To &ssaest OmissionandContext Con ation,

we introduce two rule-based penalization strategies:

(1) For context omission, if fewer thax captions are generated (e.g., the response ends prema-
turely at{For Image N-1. <caption N-1>} ), we explicitly pad the output tfFor Image N:

<caption N-1>} ) to maintain a consistent structure. Missing or incomplete captions are heavily
penalized. Additionally, we introduce the (d) Sequence Coverage Rate (SCover), a metric that
evaluates caption completeness across image sequences and quanti es the degree of context omission.

(2) For context con ation, we include the keyworskequentially in the prompt to encourage
models to describe images in order. If the model cannot clearly associate each description with its cor-
responding image (e.dg=or Image 1l:<captionl>, For Image 3:<caption2>, For Image
2:<caption3> ), the resulting hallucination scores will be higher for out-of-order descriptions
compared to their correct GTs, as the mismatch leads to a larger discrepancy.

B.2 Multi-lmage Benchmarks

We employ seven multi-image benchmarks—MUIRBen&}],[MIRB [68], BLINK [ 69], Mantis-
Eval [44], NLVR2 [70], Q-Bench2 }1], and MIBench [ Z]—to holistically evaluate multi-image
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reasoning across four key dimensions: co-reference alignment, ne-grained comparison, contextual
reasoning, and temporal understanding.

MUIRBench [427] is a comprehensive benchmark speci cally designed to evaluate the robustness of
multimodal large language models (MLLMs) in multi-image understanding scenarios. It comprises
2,600 multiple-choice questions and 11,264 images, averaging 4.3 images per instance. The bench-
mark covers 12 distinct multi-image understanding tasks—including action understanding, diagram
reasoning, geographic comprehension, and visual retrieval—spanning 10 diverse multi-image relation
types such as temporal, narrative, and scene-multiview relations. To ensure both comprehensive-
ness and robustness, MUIRBench adopts a pairwise design: each standard (answerable) question is
paired with an unanswerable variant with minimal semantic perturbations. This enables ne-grained
assessments of both reasoning capability and abstention behavior.

MIRB [68] is a comprehensive benchmark designed to evaluate vision-language models (VLMs) on
four distinct aspects of multi-image understanding: perception, visual world knowledge, reasoning,
and multi-hop reasoning. It comprises 925 multi-image questions across these categories, averaging
3.78 images per question, with some tasks requiring up to 42 images for complex reasoning. Unlike
prior benchmarks that reuse video frames, MIRB independently sources images from real-world
domains, such as code snippets, sightseeing scenes, food ingredient lists, and arXiv papers, ensuring
diverse and challenging visual contexts. The benchmark includes a wide array of tasks: image
jigsaw reconstruction, object counting, attribute matck{ipgrception), food label comparison and
geographic recognitio(Knowledge); visual analogy, code understanding, 3D scene analRga-

soning) and synthetic logic chains and citation lookyptulti-Hop) . Each question is formulated to
necessitate reasoning across multiple images rather than from a single image.

MIBench [77] is a large-scale benchmark designed to comprehensively evaluate the ne-grained
multi-image understanding abilities of multimodal large language models (MLLMSs). It categorizes
multi-image inputs into three representative scenarios—Multi-Image Instruction (MIl), Multimodal
Knowledge-Seeking (MKS), and Multimodal In-Context Learning (MIC)—covering a total of 13
distinct tasks and 13,000 annotated samples. In the MII setting, the model must perform perception,
comparison, and reasoning over multiple images across ve tasks: general comg@osubtle
difference(SD), visual referringVR), temporal reasonin@lR), and logical reasonin@i.R). The

MKS scenario evaluates the model's ability to extract and align information from interleaved image-
text knowledge sources through four tasks: ne-grained visual recogr(figR), text-rich image

VQA (TRI), vision-linked textual knowledgé/TK) , and text-linked visual knowledg@VK) .

Finally, the MIC setting assesses multimodal in-context learning across four tasks, including close-
ended and open-ended VQA, hallucination mitigation, and demo-based task learning.

BLINK [69] tests rapid visual cognition through perceptual similarity, forensic analysis, and spa-
tiotemporal matching. It includes tightly-controlled multi-image tasks such as depth estimation,
object matching, and outlier detection, with an emphasis on speed and perceptual accuracy.

Mantis-Eval [44] introduces 217 multi-image tasks curated for conceptual inference, including
abstract reasoning over physical quantities such as number, size, and weight. It combines both
multiple-choice and open-ended questions, drawing from web-sourced image sets manually organized
into logical visual groupings.

NLVR2 [70] (Natural Language Visual Reasoning) assesses a model's ability to verify textual
hypotheses against a pair of images. Each sample requires binary classi cation (True/False) over
whether the provided statement is consistent with both images, making it a canonical test for visual
entailment and compositional reasoning.

Q-Bench2[71] is a diagnostic benchmark tailored for evaluating visual quality perception and
comparative assessment across image sets. It challenges models to identify subtle visual artifacts,
distortions, or improvements between similar images. Our evaluation is based on the Q-Bench2-Al-
dev subset, which emphasizes multi-image multiple-choice assessments for perceptual judgment.

B.3 Single-Image Benchmarks
We test the model on eight representative single-image benchmarks assess speci ¢ multimodal capabil-
ities: (1) Academic/Scienti c Reasoning: MMMU/[B], MMStar [74], ScienceQA T9], (2) Diagram

Understanding: Al2D76], (3) Robustness against hallucinations: POPH,[HallBench [39], (4)
General Multimodal Abilities: MMBench7d], (5) Text Recognition: OCRBench§]. The results
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Table 10:Benchmark Sources.We have included detailed information for all the multi-image and
single-image benchmarks tested in the paper in the table.

Setting Models Evaluation Metric  Number Source
MUIRBench [42] Multiple Choice 2,600 MUIRBench
MIRB [68] Multiple Choice 925 MIRB

Multi-lmage Benchmark  MIBench [72] Multiple Choice 13,000 MIBench
BLINK [69] Multiple Choice 3,807 BLINK
NLVR2 [70] Multiple Choice 6,967 NLVR2
Q-Bench2 [71] Multiple Choice 1,000 Q-Bench2
Mantis-Eval [44] Multiple Choice 217 Mantis-Eval
MMStar [74] Multiple Choice 1,500 MMStar
MMMU [73] Multiple Choice 1,050 MMMU
Sci-QA [75] Multiple Choice 4,241 ScienceQA

Single-Image Benchmark POPE [77] Yes/No 9,000 POPE
HallBench [38] Yes/No 951  HallusionBench
MMB [78] Multiple Choice 1,164 MMBench
OCR [79] VQA 1,000 OCRBench
Al2D [76] Multiple Choice 3,090 Al2D

on this diverse set of benchmarks demonstrate the effectiveness of the proposed method, particularly
in multi-image settings, con rming signi cant performance improvements.

MMMU [73] (Massive Multimodal Multitask Understanding) includes over 10k university-level
questions from 30+ disciplines such as physics, medicine, and art. It requires detailed reasoning over
image-text inputs and is designed to evaluate advanced academic-level understanding.

MMStar [74] is a comprehensive diagnostic benchmark covering various sub-tasks such as OCR,
VQA, and caption grounding, offering structured and hierarchical annotations across domains like
natural science, medicine, and design.

ScienceQA[75] contains over 21k science questions aligned with elementary and middle school
curricula, involving images such as diagrams and charts. It tests the model's capability to perform
science-related visual reasoning in a multimodal format.

AI2D [7€] (Allen Institute Diagram) features manually annotated science diagrams with associated
multiple-choice questions. It focuses on assessing the model's understanding of labeled structures
and their functional roles within the image.

POPE[77] (Position and Object-level Prompt Evaluation) is designed to test a model's resistance to
hallucinations. It uses minimally perturbed prompts to identify failure cases in positional grounding
and object identi cation, highlighting model robustness.

HallBench [38] provides a structured framework to measure hallucination frequency and grounding
quality by comparing model outputs with annotated ground truths. It supports ne-grained scoring
across categories such as incorrect object mentions or unsupported claims.

MMBench [78] is a general-purpose evaluation benchmark comprising questions across 11 modalities
including VQA, captioning, OCR, and commonsense reasoning. It uses GPT-4-based grading to
ensure high- delity evaluation of answer correctness.

OCRBench[79 speci cally targets the model's capability to recognize and reason about text in
the visual domain, covering a range of document layouts, fonts, and multilingual content with both
exact-match and reasoning-based questions.

C More Experiments

Data Scale Alignment with MIA-DPO. To assess the impact of training size and ensure a fair
comparison with MIA-DPO, we conduct an ablation in Tab. 11 using a similar total number of
preference pairs. Speci cally, we randomly sample 13.6k from our 27.3k Context-Level pairs and
combine them with the xed 14.5k Needle-Level data, resulting in a 28.1k training set—comparable
to MIA-DPOQO's 28.9k. Notably, under this matched training data size GeIPPO still outperforms
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Table 11:Ablation on training data volume. To match MIA-DPQ's training data size, we down-
sample our Context-Level data to 13.6k while keeping needle-level data xed. The results reveal a
trade-off between modeling global context and capturing ne-grained details: while reduced Context-
Level data leads to performance drops on most multi-image tasks, benchmarks like BLINK and
Q-Bench2—focused on localized perception—bene t from a higher proportion of needle-level data.

Models Data Size MuirBench MIRB BLINK Mantis NLVR2 MIBench Q-Bench2 Average
LLaVA-OV [32] - 42.5 47.3 51.1 60.4 89.4 73.6 73.8 62.5
+MIA-DPO [27] 28.9K 414 48.0 53.7 60.3 88.2 67.8 74.0 61.9
+ CcDPO (Ours)  28.1K 46.7 51.2 56.5 69.1 90.7 72.1 79.3 66.5
+ CcDPO (Ours) 41.8K 48.6 51.4 55.9 69.6 91.2 75.2 77.6 67.1
- +6.1 +4.1 +4.8 +9.2 +1.8 +1.6 +3.8 +4.6

Table 13:Performance on VideoMME Benchmark. CcDPO-Video improves baseline performance
across core video tasks, verifying cross-domain generalizability.

Model Overall Perception OCR Problems
Temporal Spatial Attribute Action Object

LLaVA-OV [32] 53.7 0.491 0.556 0.685 0.505 0.559 0.568
+ CcDPO-Video (Ours. 54.4 0.509 0.574 0.698 0.527 0.582 0.547
Model — Reasoning Information Synopsis

Counting Temporal Spatial Action Object

LLaVA-OV [32] — 0.354 0.384 0.714 0.523 0.518 0.675
+ CcDPO-Video (Ours. — 0.377 0.401 0.732 0.519 0.511 0.663

MIA-DPO across all benchmarks, demonstrating the effectiveness of our structured, dual-level
supervision. In particular, the reduced-context setting yields better performance on BLINK and
Q-Bench2, suggesting that a relatively higher proportion of needle-level data may bene t ne-grained
perceptual tasks. On the other hand, performance on context-heavy benchmarks drops slightly, likely
due to weaker global context modeling. Overall, training with the full 42k preference set (28.1k
Context-Level + 14.5k Needle-Level) leads to the best average performance. These results highlight
the advantage of high-quality, large-scale supervision, while also revealing a trade-off between
contextual alignment and perceptual precision.

Ablation of Training Strategies. We investigate whether our multi-stage training strategy— rst
training on Context-Level data, followed by Needle-Level supervision—is more effective than a
single-stage approach that mixes both types of data from the beginning. As shown in Tab. 12,
the multi-stage strategy consistently outperforms the mixed-data alternative across benchmarks.

We attribute this improvement to the Serapje 12:Ablation on training strategy. Multi-stage

quential learning structure. In the rStyqining outperforms one-stage mixed training.
stage, the model learns to capture global

context and image-level coherence through Strategy ~ MuirBench BLINK Mantis

structured, sequence-aligned supervision. | | ayaA-OV 425 51.1 60.4
Once this foundation is established, the sec- ope-stage 46.2 55.1 65.4
ond stage re nes the model's ability to at- Multi-Stage 485 55.9 69.6

tend to local, ne-grained visual cues via
region-speci ¢ preference optimization. In contrast, the one-stage strategy may dilute the model's
focus by simultaneously exposing it to competing global and local objectives, making optimization

less ef cient. These results suggest that decoupling context modeling and ne-grained grounding
into separate stages can better guide the model toward hierarchical visual reasoning.

Framework Extension to Video Data. To explore our framework's potential for sequen-

tial visual data beyond multi-images, we extend its core idea of stitching individual im-
ages into multi-image sequences to video scenarios, adopting the structured input format:
hvideo clip,i hcaptioni hvideo clip,i hcaptioni. We directly adapt ouSequence Truncation
andContent Swappingstrategies for negative sample generation, avoiding costly manual re-labeling
or rejection sampling. Following this pipeline, we construct a 7k-scale video preference dataset and
perform DPO training on the LLaVA-OV baseline (denotedCa®PO-Video).

22



As shown in Table 13, CcDPO-Video achieve®.d&-point overall gain over LLaVA-OV on
VideoMME, with measurable improvements in temporal perception (+0.018), action recognition
(+0.022), and object recognition (+0.023). These exploratory results highlight two promising strengths
of our approach: (1) Video clip stitching—an extension of our multi-image sequence construction
paradigm—iscomputationally economical obviating the need for manual re-annotation or heavy
computational overhead associated with existing methods; (2) Its perturbation-based sampling is
transferable to sequential visual data: positive samples use semantically ordered video clips, while
negatives are generated via scrambling or truncation. This trial thus demonstrates a feasible pathway
to extend multi-image DPO frameworks to video understanding tasks.

D More Observations

As illustrated in Fig. 6, 8, 7, 10, and 11, we present additional qualitative examples of the constructed
preference pairs used in our CcDPO training. These examples cover a range of perturbation types
across both Context-Level and Needle-Level supervision, each designed to target speci c failure
modes in multi-image reasoning.

Fig. 6 shows a context-levelomplete content omissi@eenario, where the rejected response omits
part of the image sequence. This simulates a context omission error, encouraging the model to favor
complete and coherent descriptions across multiple images.

Fig. 7 demonstrates a context-leymrtial content omissioscenario, where the rejected response
uses overly brief or generic captions. Such examples train the model to prefer rich, ne-grained
visual descriptions that capture meaningful details.

Fig. 8 presents a case o&ption swappingwhere descriptions are mismatched with image indices.
This context con ation perturbation helps the model learn to correctly associate content with its
corresponding image.

Fig. 9 and Fig. 10move to the Needle-Level and show a case where region-speci ¢ (bbox or point)
captions are mismatched. This encourages the model to distinguish between accurate and inaccurate
local grounding within a given image.

Fig. 11illustrates the use of contrastive image inputs for the same caption, where one image visually
aligns with the text while the other introduces a subtle contradiction. This visual preference pair
sharpens the model's ability to resolve ambiguous references through visual evidence alone.

Together, these examples highlight how different types of preference signals are systematically
constructed to improve the model's ability to reason over sequences, resolve visual references, and
discriminate between subtle semantic mismatches. By explicitly encoding both global and local
reasoning objectives into the supervision data, CcDPO promotes more robust and interpretable
multi-image alignment.

23



Figure 6: Example of Context-Level preference pair with truncation perturbation (Context Omission).
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Figure 7: Example of Context-Level preference pair with caption shortening perturbation (Context
Omission).
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Figure 8: Example of Context-Level preference pair with swapping perturbation (Context Con ation).
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Figure 9: Example of Needle-Level preference pair with bbox region mismatches perturbation (Detail
Misinterpret).
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Figure 10: Example of Needle-Level preference pair with point region mismatches perturbation
(Detail Misinterpret).
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Figure 11: Example of Needle-Level preference pair with image contrastive perturbation (Detail
Misinterpret).
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