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Abstract

Diffusion models (DMs) have recently shown outstanding capabilities in modeling
complex image distributions, making them expressive image priors for solving
Bayesian inverse problems. However, most existing DM-based methods rely on
approximations in the generative process to be generic to different inverse problems,
leading to inaccurate sample distributions that deviate from the target posterior
defined within the Bayesian framework. To harness the generative power of DMs
while avoiding such approximations, we propose a Markov chain Monte Carlo algo-
rithm that performs posterior sampling for general inverse problems by reducing it
to sampling the posterior of a Gaussian denoising problem. Crucially, we leverage
a general DM formulation as a unified interface that allows for rigorously solving
the denoising problem with a range of state-of-the-art DMs. We demonstrate the
effectiveness of the proposed method on six inverse problems (three linear and
three nonlinear), including a real-world black hole imaging problem. Experimental
results indicate that our proposed method offers more accurate reconstructions and
posterior estimation compared to existing DM-based imaging inverse methods.

1 Introduction

Inverse problems arise in many computational imaging applications, where the goal is to recover an
image x € R” from a set of sparse and noisy measurements y € R". The relationship between x
and y can be described by

y = Az) +n, M

where A(-) : R"™ — R™ is the forward operator (linear or nonlinear) and 7 is the random measure-
ment noise in R™. Since the sparsity and noisiness of y often lead to significant uncertainty in x, it is
preferable to sample the posterior distribution p(x|y) over all possible solutions based on some prior
distribution p(«), rather than finding a single deterministic solution. Traditional posterior sampling
methods often rely on simple image priors that do not reflect the sophistication of real-world image
distributions. On the other hand, diffusion models (DMs) have recently emerged as a powerful tool
for modeling highly complex image distributions [33,163]]. Nevertheless, it remains a challenge to
turn DMs into reliable imaging inverse solvers, which motivates us to develop a principled Bayesian
method that leverages DMs as priors for posterior sampling.

Diffusion models generate samples from a distribution by reversing a diffusion process from the
target distribution to a simple (usually Gaussian) distribution [33} 63]]. In particular, it estimates a
clean image x( from a noise image xr by successively denoising noisy images, where x; ~ p;
is the intermediate noisy image at time ¢ € [0,7]. Reversing diffusion requires one to estimate
the time-varying gradient log density (score function) V log p;(x;) along the diffusion process, or
V log pi(x¢|y) in the case of sampling the posterior p(x|y).
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Figure 1: Demonstration of the proposed method, PnP-DM, for posterior sampling using the real
data for the M87 black hole from April'g 2017 B1]. The black hole imaging problem is non-convex

and highly ill-posed due to severe noise corruption and measurement sparsity. Our method rigorously
integrates measurements from a real-world imaging system with an expressive image prior in the
form of a diffusion model, which was trained with images from the GRMHD black hole simulation
[22] in this case. Besides having high visual quality, our posterior samples accurately capture key
features of the M87 black hole such as the bright spot location and ring diameter.

To design generic DM-based inverse problem solvers, most existing methods attempt to approximate
the time-varying gradient log density log p; (Xjy) [17,[73,184,162,[39,/58, 60,44, 15, 77, 18, 55, 8].

In particular they rst apply Bayes' rule to separate the forward operator from an unconditional prior
over the intermediate noisy image:

r logpe(Xejy) = r logpe(yjxt) + r logp(Xt): 2

By instead aiming to evaluate the right hand side, one can leverage the existing pre-trained DMs for
the unconditional term logp;(X¢). However, the main challenge in this case is thdbg p; (yjXt)

is intractable to compute in general, @gyjx) involves an integral over all possiblg)'s that

could give rise tax; [17]. Various methods have been proposed to circumvent the intractability
and can mostly be categorized into two groups. One group of methods explicitly approximate
r logp:(yjxi) by making simplifying assumption§2, 17, 60, 8]. However, even for arguably the

nest approximation to date proposed in the recent w@kif is exact only when the prior distribution

p(x) is Gaussian. For general prior distributions beyond Gaussian, these methods do not sample the
true posteriop(xjy). The other group of methods do not make explicit approximations but instead
substituter logp:(yjxt) with empirically designed updates wherés treated as a guidance signal

[73, 84, 39, 58, 44, 15, 77, 18, 55]. Although these methods may have strong empirical performance,
they have deviated from the Bayesian formulation and no longer aim to sample the target posterior.
In summary, these existing DM-based inverse methods should be best vieg@idasce methods

where the generative procesgisdedtowards the regions where the measurenyeistmore likely to

be observed, not as posterior sampling meth8H3/J/e also note that some recent work considered
combing DMs with Sequential Monte Carlo to ensure asymptotic consistency in posterior sampling
[11, 23], but the investigation has been limited to linear imaging inverse problems.

Our contributions  In this work, we pursue a different path towards posterior sampling with DM
priors by proposing a new Markov chain Monte Carlo (MCMC) algorithm, which weRlaly-and-

Play Diffusion ModelgPnP-DM). It incorporates DMs in a principled way and circumvents the
approximation required when taking the approac{2n The proposed algorithm is based on the Split
Gibbs Sampler{]] that alternates between two sampling steps that separately involve the likelihood
and prior. While the likelihood step can be tackled with traditional sampling techniques, the prior
step involves a Bayesian denoising problem that requires careful design. Importantly, we identify a
connection between the Bayesian denoising problem and the unconditional image generation problem
under a general formulation of DMs presenteddi] [(which is referred to as the EDM formulation
hereafter). This connection allows us to perform rigorous posterior sampling for denoising using
DMs without approximating the generative process and enables the use of a wide range of pretrained
DMs through the uni ed EDM formulation. We present an analysis on the non-asymptotic behavior
of PnP-DM by establishing a stationarity guarantee in terms of the average Fisher information. We
further demonstrate the strong empirical performance of PnP-DM by investigating three linear and
three nonlinear noisy inverse problems, including a black hole interferometric imaging problem
involving real data that is both nonlinear and severely ill-posed (see Figure 1). Overall, PnP-DM
outperforms existing baseline methods, achieving higher accuracy in posterior estimation.



2 Preliminaries

Split Gibbs Sampler (SG&) an MCMC approach developed for Bayesian inferefdg |t is also
related to theProximal Samplef42, 14, 25, 79] and serves as the backbone for tBenerative
Plug-and-Play (GPnP}6] andDiffusion Plug-and-Play (DPnP)78] frameworks in computational
imaging. The goal of SGS is to sample the posterior distribution

p(xjy) I p(yjx)p(x) =exp( f(x;y) 9(x)) ©))

wheref (x;y) := logp(yjx) andg(x) := logp(x) are the potential functions of the likelihood
and prior distribution, respectively. The dual dependencd@)bn both the likelihood and prior
makes it nontrivial to directly sample from it in general. Instead, SGS leverages the composite
structure of the posterior distribution by adopting a variable-splitting strategy and considers sampling
an alternative distribution
)l ep f(ziy) o) sokx zK (4)

wherez 2 R" is an augmented variable angd 0 is a hyperparameter that controls the strength of
the coupling betweer andzg We denote the - andz-marginal distributions of4) as * (x) :=

(x;z)dz and “(x) := (x;z)dx, respectively. As ! 0, * converges to the target
posteriorp(xjy) in terms of total variation distanc&1], so one can obtain approximate samples
from the target posterior by sampling (4) instead.

SGS sample®) via Gibbs sampling. Speci cally, SGS starts from an initializatid® and, for
iterationk =0; ;K 1, alternates between

1. Likelihood step: samplez®  Zix=x 2y exp  f(z;y) Frkx 0 zk3
2. Prior step: samplex &+ Xiz=2% )| exp  g(x) Srkx  z(KS .

Note that the two conditional distributions separately invdl¢ey) andg( ). The likelihood and

prior are decoupled so that these two steps can be designed in a modular way. A similar variable-
splitting strategy is also adopted in optimization methods such as the Half-Quadratic Splitting (HQS)
method B1] and the Alternating Direction Method of Multipliers (ADMMBD, 7]. In fact, SGS can

be viewed as a sampling analogue of HQS. SGS is a principled approach to posterior sampling if the
two sampling steps are rigorously implemented.

Existing works related to SGS Several works have designed algorithms for solving imaging
inverse problems based on SG3,[19, 6, 27, 78]. The key distinction among these methods lies in

their approaches to the prior step. For instance, the wa&¥$[ 27] applied Langevin-based updates

for sampling X122 such that the prior information is encoded by either traditional regularizers

or off-the-shelf image denoisers. The wolle] tackled the prior step by heuristically customizing

a diffusion model (i.e. DDPM33)) for sampling *12=2. A concurrent work 78] improved the
implementation by devising two diffusion processes that rigorously solve the prior step. Our method
differs from [78] by connecting the prior step to the EDM formulati®¥]. This connection allows us

to seamlessly integrate state-of-the-art DMs as expressive image priors for Bayesian inference through
a uni ed interface, eliminating the need for additional customization for each model and leading
to better empirical performance. We also note the recent wifikliat adopted the optimization-
based variable-splitting formulation of HQS and utilized general DMs as image priors. We instead
considers the SGS formulation from a Bayesian posterior sampling standpoint. Additionally, while
SGS-based methods theoretically accommodate general inverse problems, empirical evidence on
real-world nonlinear inverse problems remains scarce in the literature. In this work, we demonstrate
our method on three nonlinear inverse problems, including a black hole imaging problem. For a more
comprehensive review of related works, see Appendix E.

3 Method

A schematic diagram for the proposed method is shown in Figure 2. Our method, dubbed PnP-DM,
builds upon the SGS framework with rigorous implementations of the two sampling steps and an
annealing schedule for the coupling parametéiVe start with our implementations of the rst step

for solving both linear and nonlinear inverse problems.



Figure 2: A schematic diagram of our method. Our method alternates between a likelihood step that
enforces data consistency and a prior step that solves a denoising posterior sampling problem by
leveraging the Split Gibbs Samplet]]. An annealing schedule controls the strength of the two steps

at each iteration to facilitate ef cient and accurate sampling. A crucial part of our design is the prior
step, where we identify a key connection to a general diffusion model framework called the EDM
[37]. This connection allows us to easily incorporate a family of state-of-the-art diffusion models as
priors to conduct posterior sampling in a principled way without additional training. Our method
demonstrates strong performance on a variety of linear and nonlinear inverse problems.

3.1 Likelihood step: enforcing data consistency
For the likelihood step at iteratidn we sample

200 ZX=x® 5y ey f(z1y) zizkx(k) zk3 (5)

Linear forward model and Gaussian noise We rst consider a simple yet common case where the
forward modelA is linear and the noise distribution is zero-mean GaussiarAi:e. A 2 R™ " and

n N (0; ). Inthis case, the potential function of the likelihood ternf {g;y) = %ky Ax k?

(up to an additive constant that does not depens andy) wherek k? := h; 1i. Itisthen
straightforward to show that

XX = N(m(); )

where = AT A+ Ll andm(x):= YAT 1y + L1x). The problem of sampling
from Gaussian distributions has been systematically stud@i@d\\Ve refer readers to Appendix C.1
for a more detailed discussion.

General case For general nonlinear inverse problems, the likelihood step is not sampling from a
Gaussian distribution anymore. Nevertheless, since we have accés% fo* in closed form up to a
multiplicative factor, we can use Monte Carlo methods based on Langevin dynamics to draw samples
from it as long as the likelihood potential is differentiable. Speci cally, we rst set up the following
Langevin SDE that admits?iX =% as the stationary distribution
— ZjX =x P — . 1 P .
dzy=r log ! (zo)dt+ " 2dwy = 1 f(z;y) S(z x) dt+  2dwy:

We then initialize the SDE at, = x and run it with Euler discretization. The pseudocode is provided
in Appendix C.1.

3.2 Prior step: denoising via the EDM framework
For the prior step at iteratick, we sample

x (K+D) Xiz=2®' ()| exp  g(x) Zizkx zWK2 (6)

A closer examination of6) reveals that this prior step is essentially to draw posterior samples for
a Gaussian denoising problem, where the “measurement"isthe noise level is, and the prior
distribution isp(x) / exp( g(x)).

We tackle this denoising posterior sampling problem within SGS using DMs as image priors. In
particular, we leverage the EDM framewoi¥7], which was originally proposed to unify various
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