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In this Supplementary Material, we present the following items:

(i) Additional examples from our VidChapters-7M dataset (Section A).

(ii) Qualitative examples of video chapter generation and dense video caption prediction (Sec-
tion B).

(iii) Additional data analysis of our VidChapters-7M dataset (Section C).
(iv) Additional implementation details (Section D).
(v) Video chapter generation results split by language (Section E).

(vi) A datasheet [2] for VidChapters-7M (Section F). Note that in this datasheet, the hosting,
licensing, and maintenance plan of VidChapters-7M is presented.

Note that our code, models and the VidChapters-7M dataset can be found on our website [1].

A Additional examples from VidChapters-7M

In Figure 1, we provide additional examples that complement Figure 1 of the main paper. These
examples illustrate the diversity of the data in VidChapters-7M, e.g., our dataset includes review
videos, cooking videos, clothing fitting videos, ASMR videos, and videos of conversations. These
examples also show the multi-modal nature of the chapter data. Indeed, chapters depict visual events
(e.g., the mini chicken burgers that appear in the second video), conversations (see the last video), or
events in the raw audio (e.g., the sound of the crinkly plastic bag in the penultimate video) in various
scenarios.

B Qualitative examples of video chapter generation and dense video caption
prediction

We present qualitative results for video chapter generation and dense video captioning in Figures 2
and 3. Compared with the speech-only model, a key advantage of the speech+visual video chapter
generation model is that it can generalize to videos that do not have ASR input, as shown in the first
example of Figure 2. Compared with the visual-only variant, the multi-modal model can also benefit
from speech cues, as seen in the second example in Figure 2. Moreover, we observe that the dense
video captioning model pretrained on VidChapters-7M is more accurate and hallucinates less than
the variant not pretrained on VidChapters-7M, see Figure 3.
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Figure 1: Additional examples of videos with user-annotated chapters in VidChapters-7M:
Chapters depict visual events (e.g., the mini chicken burgers that appear in the second video),
conversations (see the last video), or events in the raw audio (e.g., the sound of the crinkly plastic bag
in the penultimate video) in various scenarios.
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Figure 2: Examples of video chapter generation using the Vid2Seq model with different input
modalities compared with ground-truth on the test set of VidChapters-7M. The first example
shows that the Vid2Seq variant with both speech and visual modalities "Vid2Seq (HTM+VC)" can
predict the structure of the input video without the ASR input, unlike the Vid2Seq speech-only variant
"Vid2Seq (HTM+VC, no vision)". The second example shows that the Vid2Seq variant with both
speech and visual modalities "Vid2Seq (HTM +VC)" can effectively leverage speech cues to detect
the names of the depicted and discussed shoes, unlike the Vid2Seq visual-only variant "Vid2Seq
(HTM+VC, no speech)".

C Additional data analysis of VidChapters-7M

We here complement the analysis of the data in VidChapters-7M provided in Section 3.3 of the main
paper. In Figure 4, we show a histogram of the most common chapter titles and word clouds' of
the chapters titles and ASR content in VidChapters-7M. A few generic chapter titles that outline
the structure of the video (e.g., Intro, Introduction, Outro, Conclusion and Start) appear more than
10K times. Besides, we notice that many videos include chapters about Unboxing, Review, or Tips.
This is consistent with the fact that there are many vlogs and "Howto’ videos in VidChapters-7M.
We also observe that the most common words in the ASR largely differ from the most common
words in the chapter titles, which further shows the difference between these two types of data. To
further measure the text-video alignment in the VidChapters-7M dataset, we compute the CLIP
cosine similarity between chapter titles and their corresponding video frames and plot the resulting
distribution in Figure 5. The average similarity score is 54.6%, and less than 1% of the chapters have
a visual-text similarity score below 30%. These statistics demonstrate a good video-text alignment in
the VidChapters-7M dataset.

'To generate the word clouds, we used https: //g%thub. com/amueller/word_cloud.
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Figure 3: Examples of dense event captioning of the Vid2Seq model pretrained on VidChapters-
7M (vs. not pre-trained), compared with ground-truth, on the validation set of YouCook2.
We find that the model pretrained on VidChapters-7M "Vid2Seq (HTM+VC)" is more accurate and
less prone to hallucination. For instance, in the first example (top), the non-VC-pretrained model
"Vid2Seq (HTM)" predicts "Add red pepper sweet potatoes and water to the pan." before the sweet
potatoes are actually thrown into the pan. In the second example (bottom), the non-VC-pretrained
model "Vid2Seq (HTM)" predicts the event "Boil the potatoes in water." twice and predicts the event
"Add chives parsley and butter to the potatoes." before it actually happens. The VC-pretrained model
"Vid2Seq (HTM+VC)" produces more accurate predictions.

D Additional implementation details

In this Section, we present implementation details that complement the information provided in
Section 4 of the main paper. We discuss implementation details of our tagging protocol for ethical
considerations in Section D.1, models used for video chapter generation and dense video captioning
in Section D.2, models used for video chapter generation with ground-truth boundaries in Section D.3,
and models used for video chapter grounding in Section D.4.

D.1 Tagging for ethical considerations

In Section 3.3 of the main paper, we explained how we tag videos for ethical considerations. We here
give additional details about this procedure. For the NSFW visual content detector [11], we compute
the NSFW score at every frame (at 1 FPS) and tag videos with an average score above 0.5. For the
toxic content detection model [3], we compute the toxicity score at every chapter title / ASR sentence
and tag videos where the chapter titles / ASR have an average toxicity score above 0.5.
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Figure 4:Additional statistics of the VidChapters-7M dataset.
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