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A The Algorithm

In this section, we give the details of our proposed algorithm PoNoS.

Training machine learning models (e.g., neural networks) entails solving the follomitegsum problem:

_ 1 _
min f(w) = v fi(w);

wherew is the parameter vector afid corresponds to a single instance of Mepoints in the training set.
Given an initial step sizex.o and 2 (0; 1), theStochastic (Amijo) Line Search (SLS)Vaswani et al., 2019] select the smallest

[k 2 Nsuchthatk = ko I satis es the following condition:

fioWe  krfi,(we)  fi, (W) kkr fi, (Wi )K?;

wherec 2 (0; 1) andk Kk is the Euclidean norm.
The newly propose&tochastic Zhang & Hager line searchadapted from Zhang and Hager [2004] is

fiowe  krfi,(we) Ck ¢ wkrfi, (wi)k?;

n 0 s
Cc =max Ci;fi, (W) ; Ci = QkaQlkl 1 (),
+

Qk+1 = Qx+1;

where 2 [0;1], Co = Qo =0 andC 1 = fi,(wp).
Given > 1, theresetting/smoothing techniqgueemployed in Vaswani et al. [20119] is

- b=M .
k;0 — k 1 1

where > 1 andbis the mini-batch size.

Given the step size

f ik (Wk) f ik

Colj r iy (Wic)ij?

we recallStochastic Polyak Step (SPS) siZeom|Loizou et al.|[[20211]
n

~«0 = andcy 2 (0;1);
0
Ko=Min o, k 1 °M; MX  with ™*> Qand~.o de ned in (§),
and itsnon-smoothed version(used in Algorithnj L)

ko =min f~.o; ™™g  with ~.o de nedin (5).
To employ our newesetting technique we rede ne  as

k= ko ¥ ' withl :=maxfl, 1+ 1 1 1,00

)

()

3)

(4)

(5)

(6)

(7)

(8)

Algorithm 1: The POlyak NOnmonotone Stochastic (PoNoS) line search method

Input: D = f(xi;yi)gM, ;W 2 R"; ™ > 0,c2 (0;1),¢ 2 (0;1); 2 (0;1); 2 [0;1], bmini-batch sizeQo =0,k =0

for epoch=0;1;2;:::; max_epochdo
fori=0;1;2;:::; % do

k:0 = (IZD
Ik =0
if k=0 then
| C 1= fi,(wo)
+T1
Cp = QkCII:plk+flk(Wk) o
Ck:max Ck;fik(Wk)

Whi|efik(Wk krfik(wk)) >Ck ¢ kkl’fik(Wk)k2 do

|k:|k+l
_ e |
k= ko * %

Wice1 = Wik I iy (W)
lk+1 :=maxfly + 1 1,09

Qr+1 = Qk+1
k=k+1




B Convergence Rates

Our results do not prove convergence only for PoNoS, but more in general for methods em(@pgisg line search and a bounded
initial step size, i.e., _ _
K0 2 [ m|n; maxL W|th max > min > O: (9)

The next lemma provides the possible rangeyoéis a consequence of the line search technique. Thanks to the fact that we always
haveCy, i, (wk), Lemm{]. recovers the monotone range (see Lemma 1 in Vaswani et al. [2019]). We $aigthdtipschitz
smooth wherf is continuously differentiable with Lipschitz continuous gradient, i.e.

krf(x) r f(y)k Lkx yk 8x;y2R"; withL> O:
Lemma 1. Letf;, bel;, -Liptschitz smooth. The range of the step sizeeturned by(3) and with .o de ned in(9) is either
min. - maq - if |, = 0;

k2 [ min; ma)(] ifl, > 0 (10)
_ n 0
where ™ :=min 289 min and| . = max; L;.
Proof. Let us denot@y = r fj, (wy). Applying Lemmaﬂs below off;, , withy = wy kO« andx = wy we have
2|_.
fioWie  kG)  fio(wi)+ of (W kG Wi) + %kgkk2
I%Lik 2
= fi, (Wk) kK —o ko k*;
which can be rewritten as
) 2] ;
fioWe k) Pe( k); withpe( )= fi, (wy) le kg k?: (11)

Note that[(I]L) is valid for any. Let us rewrite[(B) as

fio(We  kG)  G(k); withg( )= Ck c kgek?:
Now, the backtracking procedure [r] (3) admits two possible output:
Case 11 = 0. In this case, we have, = .o and thus directly, 2 [ ™"; MaX],
Case 21y > 0. In this case, we haveg, < .o with fj (wx  —gk) > gk(-~). Then, we have thajk () px(-~) because
Ok (&) > pk(—*) would lead to a contradiction. In fact

fi, Wk *kgk >k RS > Pk X fio Wi 7kgk

is false. Thus, ithasto beg (=)  px(-*), from which we get that

fi, (W) C=kgk? Cr cXkgk? fi (w) -~ s ko k2
and consequently
kLik 2 (1 C) .
c 1 L BT
which leads to[(T)0). O

One of the challenges of convergence theorems for nonmonotone line search methods is to prove that the sequence of the nonmonot
termsf Cy, g converges td (w ). In order to achieve this, in Lemn@ 3 below we prove BatandCy ; are lower-bounded by
fi, (w ). Before that, we establish the following auxiliary result.

Lemma 2. From the de nition ofQy in (3), it follows

1 Qy+1 Y (12)
1
and 9
K _
Qr+1 (13)
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Proof. From the de nition ofQx+1 we have

X x 1
1 Qu+1= Quu =1+ i+l l:1
j=0 j=0
which implies [I2). Thus we have
Qk _ Qw+1 1_, 1 . L
Q+1l  Qr+1 7 Qu+1l .
which implies [IB) and concludes the proof. O
We say thaf satis es interpolations if givew 2 argminf (w); thenw 2 argminf;(w)81 i M.
w2R" w2R"
Lemma 3. LetCy be de ned in(3). Assuming interpolation, the following bounds hold forlka2 N,
Ce fig(w) 0 8k (14)
and
Ck 1 fi(w) 0 8k (15)

Proof. We will prove both statements by induction, starting wWiid)). Fork = 0, interpolation yieldd;, (wo) fi,(w ). Assuming

now that the statementis valid fer 12 Ng (i.e.,Cx 1 fx 1(w ) 0), letus prove thatitis valid also fdr. If C > f i, (w),
we have

1
Ok flW)= 50 1 gl fw) g w)r o

where we used the induction hypothesis and the factfthaf(w ) = f;, (w ), thanks to interpolation. IC,  f;, (wy), from
interpolation we have

fie(w)  fi(w)=0;

Cx fik(W)Z fik(Wk) fik(W) 0:

The last two inequalities prov4). We can follow a similar path fofl5). Fork = 0, from the de nition ofC ;, we have
C 1 fij(w)= fi,(wo) fi,(w) 0. Assume now that the statementis validkor 12 Ng (i.e.,Cx 2 fx 1(w ) 0).
Then, ifCc 1>f;, ,(Wx 1), we have

Qk 1 1

Ck 1 fi(w)= B 1+1Ck 2+mfik Jw) i (w)
Qk 1 . N | N
Qo rrrt W G ) fw) =0

where we used again the induction hypothesis and the fadtithat(w ) = f;, (w ), thanks to interpolation. I€ 1  fi, ,(wk 1),
from interpolation we have

Ce 1 fiy(w)="fi ;(w) fi, (W) O
which concludes the proof. O

The following Lemma shows the importance of the interpolation property. A similar result can be obtained by replacing the
Li, -smoothness assumption with the line search condifipn (£} or (3) (see the proof of Th¢orem 1 below).

Lemma 4. We assume interpolation and thaf areL;, -smooth. Then, we obtain

Ei Krfi, W)k Lmax (F(w)  f(w));
whereLmax = max; L.

Proof. Letw 2 argminf (w) andw;, 2 argminf;, (w). From interpolation we have that 2 argminf;, (w), which means that
w2Rn w2Rn w2Rn
fi, (W)= fi (w;, ). Thus, interpolation antd;, -smoothness df;, brings to
krfik(wk)k2 Lik fik(Wk) fik(Wik) = Lik (fik(Wk) fik(W ) :
Now, by applying the conditional expectati&f on the above inequality, we obtain

Ei, kr fi, (Wi)K® Limax (F (W) f(w)):



B.1 Rate of Convergence for Strongly Convex Functions

In this subsection, we prove a linear rate of convergence in the case of a strongly convex function f.

Theorem 1. LetCy and ¢ be de ned in(@), with .o de ned in(9). We assume interpolatiof
fi, Li,-Lipschitz smooth. I > 1 and < ——L——, we have

1+ mnze 1)

w convexf -strongly convex and

E kwier wkP+a(Ce f(w)) d kwy wkP+a(f(wg) f(w)) ;
whered:=max (1 ™" ):b 2 (0;1),b:= 1+ :—C 2 (0;1),a:= ™M1 2 1 > Qwith M"asde nedin LemmHl.

Proof. From [3) and interpolation we obtain

kwisr W k2= kwg i rfi (wk)  w k?
= kwge wk® 2 ghrfi (we);we  woi+ Zkrfi (wi)k®

KW w2 e (w)iwe Wi+ S (G i, (W) 4o
kwe wk® 2hrfi (w)iwe wi+ ?k(ck fi (W)):

Let us distinguish 2 cases: eitherfl)_(wk) Ck and thenCy = f;, (wy), or 2)f;, (wx) < Cy and thenCy = Ci. Letus rst
analyze case 1). Witb> 1 anda= ™" 2 1 from (I§) we have

kwier W K2+ a(Ce  fi,(w)) kwe wk® 2yhrfi (we);wx wi+ a+ ?k (Ck  fi,(w))
=kwe Wk 2 hrfwoiwe wi+ S (f (W) i (W)
+a(fi (wi)  fig(w))
Kwe w2+ ™o (w)iwe Wi = (f ) Ty ()
+a(fi, (w)  fi,(w))

= kwg w K2+ MM Dhrf (wi)iwe Wi+ :in+% (fi, (W) fi (w))

kwe wk®+2 ™hr fi (w);we wi+(fi,(we) fio(w))]
Kwe wk®+2 ™Thr f (wi);we wi+(fi, (we)  fi, (w )]
+ab(Cx 1 fi, (w));
where the second inequality follows froor> % and from the fact that the term between square brackets is negativef sinse

convex function. The third inequality follows from the de nition afand the last inequality follows frofff5). In the following we are
going to show that the same bound can also be achieved in case 2).

Let us now analyze case 2). From]|(16),](12) 4nd (13), and againdreng, convexity off;, and the de nition ofa, we have

kwirr W k2+a(Ce fio(w)) kwe wk® 2 ghrfi (We);we wi+ a+?k Cv fi (w)

=kwk w k2 2 hrf(w);we wi+ a+ = ;(fik(wk) fi, (w))
Qk+1
Kk Qk ,
*oat — Qk+1(Ck 1 fiy(w))

kwe wk® 2ghrfi (wi);we wi+2 ™ (wg) fi (w))
+ar o (Gor fi(w)
kwe wk2+2 ™[hr fi, (we);we Wi+ (fi,(we) Fi, (w))]
+at = (Co1 fi(w)

kwe wk®+2 ™ [hr fi (we);we wi+(fi, (W) fi, (W )]
max

+a 1+ (Ck 1 fiu(w));



where the fourth inequality follows frofff0). By de ningb= 1+ ; we can conclude that the same bound holds in both cases

1) and 2). Let us now show that< 1. Under the assumption thet> 3 and < ——X—— we have
! 2c 1)
max max max
b= 1+ = 1+ — = 1+ — < 1
ac mn 2 1 ¢ min (2¢ 1)

Now, by taking expectation w.r.ty on the common bound achieved in both cases 1) and 2), using
Ei, [r fi, (wk)] = r f(wy), and applying strong convexity 6fwe obtain

Ei, kwer W k% +a(E,[Cd f(w)) kwe wk®+2 ™[hr f(we);we wi+f(w) f(w)]
+ab(Cx 1 f(w))
kwe wk® 2 m"‘§kwk w k?+ab(Cy 1 f(w))
=@ MM )kwe wk2+ab(Cy 1 f(w))
d kwg wk®+a(C 1 f(w)) ;

whered :==max (1 ™" );b and inthe rstinequality we used the fact th@; ; does not depend dR. Taking the total
expectation gives

E kwiss W k*+a(Cy f(w)) dE kwg wk*+a(C 1 f(w))
At this point we can use the above inequality recursively, resulting in
E kwysr wWk+aCe f(w) dE kwg wk®+a(C 1 f(w))
=d kwo wk2+a(f(w) f(w)) ;

where in the last equality we have used t@at, = f;,(wp). O

B.2 Rate of Convergence for Convex Functions

In this subsection, we prove(a(%) rate of convergence in the case of a convex function.
Theorem 2. LetCy and  be de ned in(3), with .o de ned in(9). We assume interpolatiofi,convex and;, L;, -Lipschitz smooth.
Given a constang; suchthaO<a; < 2 1 ifc>Zand < &, we have

Elw) T T ko Wk ar(f(we) (W) ;

P
wherew; = & }‘:0 w; andd; := > 0.

__ ¢
0(2 al) 1

Proof. From [3) and interpolation we obtain

kwier W k2= kwe  rfi (we)  w k?
= kwk W k? 2 hrfi (wi);wk  woi+ 2krfi, (wi)k?

kwe wke 2yhrf, (W)iwe wi+ ?"(ck fi. (Wie1)) (17)

kwe wk® 2 hrfi (We);wi Wi+?k(Ck fi (w)):

Let us distinguish 2 cases: eitherfl)(wx) Ci and thenCy = f;, (wy), or 2)f;, (wy) < Ci and thenCy = Cy. Letus rst
analyze case 1). Frorf ([17) we have

ka+1 w k2+ kal(Ck fik(W )) k Wy W k2 2 khrfik(wk);wk Wi+ kay + ?k (Ck fik(W ))
Sk wKH e W Wit at s (L w) i, (W)

kwe wk®+ 2hrfi, (we);we  wi+ a1+?1: (fi, (W) fi, (w))

+ katb(Ck 1 fi (w));



where the second inequality follows frof®g) andb, := 1+ ﬁ > 0. The above bound will now be proven also for case 2).
From [IT) we have

kwier W K2+ ar(Ce fio(w)) kwe wk® 2 hrfi (wo);we wi+ kal+?k Ck fi,(w)

1

=kwic wkE 2 wiwe Wit kat & 5 () i w)
K Qk _
+ kal"'? Qk+l(Ck 1 fi(w))

. 1
kwe wk®+ | 2hrfi (we);we wi+ a1+E (fi, (W) Ty, (w))

1
+ kag 1+aTc (Ck 1 fi(w));

where the second inequality follows froffd) and(13). By de ning b, := 1+ i we can conclude that the same bound can

be achieved in both cases 1) and 2). Let us now showbthatl. From the de nition ofa;, we have% < 2 a;thus, under the
assumption < 2L it holds that

by = 1+i < 1+2 & =£<1:
a C a; a;

Fromb; < 1, rearranging and dividing the bound found for both cases 1) and 2),hywe have the following

hrfi, (Wi);we W i ikwk wk? k wesr w kP o+ a1 (fi, (W) fi (w))
2 2 2

a
+50C 1 fiw) (G fiw )
Now, by taking expectation w.r.tx, we obtain

hri(we);we wi E, i kwi Wk Kk wer wk® o+ %+%: (f (wg)  f(w))

F2(C1 TW) (BuOd Fw)):
By convexity off we have(f (wx) f(w )) hr f(wg);wx w i,thus,

a

fw) f(w) E, e WK K Wt w2+ ?+%: Fw) fw))

1
2y
a
+5(Ccr fw) (BylCd f(w)):
Moreover, noticing that &+ + % > 0 by the de nition ofa;, we obtain

f(we) f(w) E d—lkwk wk? Kk Wy wk?
K

+dia ((Ck 1+ f(w)) (B [C] f(w));
@ gl) 7+ Taking the total expectation and summing frérto O

3 2 3

X X g,
E4 f(w) fw)> E4 = kwj wk® kwas wk®d

j=0 j=0 J

1
(%)

whered, := 1

3

X
+daE4 (G 1 f(w)) (G f(w)>:
j=0
. 1P« . o .
Recalling thatvy = =0 Wi, it follows from Jensen's inequality that
2 3 2 3

1 X 1 X
Effw) fW)] E4 f(w) fw)5= B4 (Fw) fw)S:
j=0 i=0



Now, putting together the last two inequalitées and de ning := kv:\é w k? an% i == C; f(\év ), we have

1, pa 1 5,1 2% 5
Eff (wk) f(w)] RdlE —( j+1)° + EdlalE i1
j=0 J j=0
1d 1
EﬁE[ o kIt EdlalE[ 1«
1d 1 d 1
Eﬁ ot Edlal 1= ?1 —=kwp w k?+ ag (f (wo) f(w)) ;
where the second inequality follows from the fact that ™" and from simpli cation of the telescopic sum and the last inequality
follows from ; k > 0 (because of (14) in case of). O

B.3 Rate of Convergence for Functions Satisfying the PL Condition

In this subsection, we prove a linear convergence rate in the cdissatisfying a PL condition. We say that a function R" ! R
satis es the PL condition if there exists> 0 such that8w 2 R" : kr f (w)k? 2 (f(w) f(w )). Fromf;, beingL;, -Lipschitz
smoothgik, it follows thatf is also Lipschitz smooth. Let us callthe Lipschitz smoothness constantfoénd let us note that
L Mi i’\il Li  Lmax.,

Theorem 3. LetCy and ¢ be de ned in(3), with .o de ned in(9). We assume interpolation, the PL conditionfoand thatf;, are
L, -Lipschitz smooth. Givedi< a, := 29 Lo + 1o and assuming &% < min, maxc 268 o Lpec <c< 1
and < —2° _ we have

asC+ L max
Eff (W) f(w)+a, ™{(Ck f(w))] ds@+a "™)(f(wo) f(w))
whered,:=min f ;b,g2(0;1); := maX(%lc(cl)c) +a)2(0;1); b= 1+ L;% 2(0;1).

Proof. From the smoothness bfwe obtain

f(wiss)  F W)+ hrf(wWe);Wisr Wi + %kwkﬂ wy k?
2
= F(w)+ khrf (wi)ir i, (Wi + L—Zkkrfik(wk)kz
We then rearrange, suaa(Cx  fi, (w )) on both sides and usg|(3), to obtain

f(wier)  F (W) +a(Cx i, (w)) hr f(w);rfi (wy)i+ I_Tkkl’ fik(Wk)kz
k

+ay(Cc  fi (W) (18)

e )i £, (Wi + (o + 20) (G Fiy (W)

Let us now distinguish 2 cases: eitherf1)(wy) Ci and therCy = f;, (wk), or 2)f;, (wx) < Ci and therCy = Ck. Letus rst
analyze case 1). Assumirg; b, > 0, from (I8) we have

TWea) T, ayc fiow ) i Fwir (i + (5 + @) (F, () i, (w )
k

hr £ (wie); rfi, (wio)i +(;;C+ az) (fi, (W) fi, (W)

+ahp (G 1 fi(w))
where the last inequality follows frorh (JL5). The above bound will be now proven also for case 2).[Fjom (18) we have
f(wien)  F(wi)
k

Fap(Ce W) Nr fRIr G Wi+ (2 + &) G fi,w)

= )i B W1+ (% 82) g (i) i ()

Qx
Q«+1

hr f(wi); rfi (wi)i +(;;c+ az) (fi, (W) fi (w))

+(£+az)

% (Ck 1 fiy(w))

+ ( Lmax

+a) (Ck 1 fi,(w))



where the second inequality follows froffid) and(I3)andL  Lmax - Bydeningb, ;= 1+ LamTaé we can conclude that the

same bound can be achieved in both cases 1) and 2). Now, by taking expectatiop wrthe common bound achieved in both cases
1) and 2), and applying PL condition, we have

E, ”Wk”)k POy apce Fw ) e fwir f i + (o + @) ( () f(w))
+ap(Ck 1 f(w))
(ot 2)(w) fw)

+a(Ck 1 f(w));
where in the rstinequality we used the fact tf&¢ 1 does not depend ar andE;, fi (w )= f(w )= E;, f(w ). Thus,

g, ~e) 0 qe twy B T e 2w )

K
+ap(C 1 f(w))

(ot act @ 2)(Fw) f(w))

+ap(Ck 1 f(w))
Using « max L Lmax and taking the total expectation we obtain
1 L
EIf (Wksr) f(w)+a ™HCx f(w))] ™(—+ ;ZX +a 2 )E[f(w) f(w)] (19)
+a; ™R E[C 1 f(w)]

Dening ;= ™MLl + Lmc 4+ 3, 2), letusnow showthad < < 1. From the assumption™ > 2& 9 \ye have
n o 2 L max

min = mip 22 9 ,_(:naxc); min = 2G@ 9 ,_(iaxc),and then
L L L L 4c (1 ¢
= max max + max 2 + a - max max 2 + a = max max + a
2(1 o 2 2 2¢c(I © 2 2¢(I © 2
Leta, = W + 51, under the assumptiord™ < %, we have
ay = 4c(l ¢ Lmax L1 S 4c(1 ¢ Lmax L Lmax 4c(1 ¢ =0:
4c(1l ¢ 2 max 4c(l ¢ 4c(l ¢
and thusa, > 0. Let us now use substitute in the de nition of , to obtain
mac Lmax 4c( © . _ e Lmax 4c( 9 1 (20)
2c(1 ¢ 4c(1 o© 2

Again from M < % and(20), we obtain < 1+ 1 =1. MoreoverLma 4c (1 c) > Obecause itis a quadratic

polynomial inc, whose < 0since of < Lpax . Thus, together with™* > 0and4c(1 c) > 0O, from (20) we achieve > 0.
Regardingy,, we have, > 0 becausea, > 0. Moreover, by assuming< 22¢ it also follows that

aZC+Lmax
by:= 1+ L max _ aC+ Lmax < 1
’ asC asC '

At this point, we need to ensure ti%ﬁa—xc) < Mmoo max g % or equivalently

0< 1 14 CLmax
L rmax Lmax 4c(1 ©
1 Clmax Lmax ¥4 c(l ©)
- L max Lmax 4cC (1 C)
— 1 4C2+(4 + |—ma><)C Lmax
L max 4c2 4c + Lmax

In particular, we can solve the inequality foand nd that the numerator is positive féﬁ < ¢ < 1land that the denominator is
always positive since< Lpnax (as above).
To conclude, we can usg (19) recursively friarto 0 and obtain

E[f (Wier) f(W )+ a ™XC f(w))] dSE[f(wo) f(w)+a ™(C 1 f(w))]
=ds(1+a ™) (f(wo) f(w))
whered, := min f ;b,g < 1and in the last equality we have used tBat; = f;, (wp). O



B.4 Common Lemmas

Lemma 5. Letf bel-Lipschitz smooth. Then

f@yy fO)O+rfx)"(y x)+ %ky xk?:

Proof. From the mean value theorem and differentiabilityf ofile have

Zl
f(y)= f(x)+ rf(@ tx+ty)(y x)dt
ya
=f(x)+ rf( Hx+ty)(y x) r fx)7(y x)dt+rfx)"(y
ya

f(x)+ krf((@ tx+ty) r f(x)kky xkdt+rf(x)"(y x)

1
fi, (x)+ Lkt(y x)kky xkdt+rf(x)"(y x)
0

21
= f(x)+ Lky xKk? %O+rf(x)T(y X)

ST+ TI0TlY 0+ Sky Xk

where the second inequality follows from the Lipschitz continuity bf

Lemma 6. Letf bel -Lipschitz smooth and strongly convex. Then

f(x) f(x) zikrf(x)kz:

Proof. From the strong convexity df we have

fly) r(qy):=fx)+rf(x)"(y x)+ Eky xk?:

We now minimize both sides of the above inequality wyr.in particular, we differentiate(x; y) w.r.t.y and obtain

@ (xy) _

@y rf(x)+ (y x)=0, y =x 1rf(x)

which means that 1 1 1
rix;y )= f(x) =krf(x)k®+ 2—krf(x)k" = f(x) Z—krf(x)kz:

Thus, sincaminy f (y) miny r(x;y), we can conclude that

f(x) fx) Zikrf(x)kz:

Lemma 7. Letf beL-Lipschitz smooth. Then

1 2 .
SCKTTOOK 00 F(x):

Proof. We can repeat the same argument of Lerfiina 6 in the following inequality (obtained applying L¢mma 5)

() T+ Tl 0+ oky Xk

and get that
1 2.
f(x) f(x) Zkrf(x)k,

which concludes the proof.
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B.5 The Polyak Step Size is Bounded

In this subsection, we show that the Polyak step §fzés bounded. In particular, this step is capped™® > 0, so it is bounded
from above by ™. By de nition of (7)), interpolation and Lemnig 7 applied bn we get
fik (Wk) f.

L Wiz g

Coiir fi, (Wi)ii2  colir fiy (Wi 2Cp Lmax |

k;0

C Experimental Details

ThePyTorch [Paszke et &ll, 2019] code to reproduce our results can be folnmtbat/github.com/leonardogalli91/PoNoS

Also, PoNoS is there available asach.optim.Opimizer . Experiments are conducted on a machine with an NVIDIA A100 PCle
GPU with 40 GB of memory.

Problems (dataset, model):

=

MNIST, MLP (1 hidden-layer multi-layer perceptron of width 1000) [LeCun éf al., /998, Lug et al.| 2019];
CIFAR10, ResNet-34 [Krizhevsky and Hinton, 2009, He éf al., 2016];
CIFAR10, DenseNet-121 [Krizhevsky and Hintbn, 2009, Huang et al.,| 2017];
CIFAR100, ResNet-34 [Krizhevsky and Hinton, 2009, He et al., R016];
CIFAR100, DenseNet-12[1 [Krizhevsky and Hirfton, 2009, Huanglet al., 2017];
Fashion MNIST, EFFicientnet-B[ [Xiao et|al., 2017, Tan and Le, R019];
SVHN, WideResNef [Netzer etll., 2011, Zagoruyko and Komodakis, 2016];
mushrooms, RBF-kernel model [Chang and Lin, 2011];

rcvl, RBF-kernel model [Chang and Lin, 2011];

ijcnn, RBF-kernel model [Chang and Lin, 2011];

. w8a, RBF-kernel model [Chang and Lin, 2011];

. PTB, Transformer Encodér [Marcus et/al., 1993, Vaswanilét al.] 2017];

13. Wikitext2, Transformer-XL [Dai et al., 2019, Merity et|al., 2017].

© N O WDN

ol
N PO

All the datasets can be freely obtained respectively througlpyterch package (image classi cation), or from the LIBSVM
repository [Chang and Ljn, 201L1] (binary classi cation), or from the webgditgs//www.fit.vutbr.cz/~imikolov/rnnim/
simple-examples.tgz | (PTB) andhttps://s3.amazonaws.com/research.metamind.io/wikitext/wikitext-2-v1.zip

(Wikitext2). In Tablg 1, we report a few information concerning the problems above and the hyper-parameters employed by the
algorithms on that problem. In order by column, we report the number of parameters of thermiteehumber of instances of the

train setM , the batch size employed by the algorithimthe number of iterationg#( mini-batches) in each epoé‘gr, the number of
instances in the test set, the max amount of epochs and in brackets the corresponding max number of iterations. The combinations
dataset/model have been replaced by the corresponding number in the above listing.

The numerical results report various measures:

« train loss: the full-batch loss on the training set;

* test accuracy: accuracy on the test set;

 average step size: average of all the mini-batch step sizes within the epoch;

* initial step size: average of all the mini-batch initial step sizes within the epoch;
- gradient norm: average of all the mini-batch gradient norms within the epoch;

» # backtracks: the total number of backtracking steps required within the epoch;
« runtime: wall clock time of each epoch.

Many of the plots in this paper have been created by averaging 5 runs that differ from each other only on the random seed randomizin
the algorithms. The shaded error bars in the plots correspond to the standard deviation from the mean of the 5 runs.

If not speci ed differently, the following is the setting of hyper-parameters used for Algofifhm 1
=05 =1; ™*=10; c¢=0:5 ¢ =0:1L

The performance of PONOS is not sensitive to hyper-parameters. In fact, the same values work across experiments and there is no ne
to ne-tune them. Most of PON0S's hyperparameters are set to standard values, while others are either inherited by recent papers
xed by the theory:
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https://github.com/leonardogalli91/PoNoS
http://www.fit.vutbr.cz/~imikolov/rnnlm/simple-examples.tgz
http://www.fit.vutbr.cz/~imikolov/rnnlm/simple-examples.tgz
https://s3.amazonaws.com/research.metamind.io/wikitext/wikitext-2-v1.zip

data b M

problem n M 5 | testsize| max epochs (corr. iter.

1 535818 | 60000 | 128 | 469 | 10000 200 (93800)
2 21282122| 50000| 128 | 391 | 10000 200 (78200)
3 6956298 | 50000 | 128 | 391 | 10000 200 (78200)
4 21328292| 50000 | 128 | 391 | 10000 200 (78200)
5 7048548 | 50000 | 128 | 391 | 10000 200 (78200)
6 6525418 | 60000 | 128 | 469 | 10000 200 (93800)
7 369498 | 73257 128 | 573 | 26032 200 (114600)
8 112 6499 | 100 | 65 1625 35 (2275)

9 22 39992 | 100 | 400 | 9998 35 (14000)

10 47236 | 16194 | 100 | 162 | 4048 35 (5670)

11 300 39799| 100 | 398 | 9950 35 (13930)

12 13828478| 59712 | 64 | 933 / 100 (93300)
13 30725904| 7296 | 64 | 114 / 100 (11400)

Table 1: Information on the problems and on some of the hyper-parameters of the algorithms. In order by column: number of
parameters of the model number of instances of the train $8t, batch sizéh, number of iterations#{ mini-batches) in each epoch
%, number of instances in the test set, max amount of epochs (corresponding max amount of iterations).

problem

method 1 2 3 4 5 6 7 8 9 | 10| 11 12 13
SGD 01 01 01 01 01 0:1 01 0101|0101 0.5 0.25
Adam 10*]10%]103%]|10%|10°%[103%[10°%|01|01|01[01][2510%]2510%

Table 2: Learning rates for SGD and Adam obtained through a grid-search procedure.

« = 0:5, classical cut of the step [Nocedal and Wright, 2006]. SLS employs an unusual vai&anfd this choice is
connected to the use of their resetting techni@)eWe checked the results of SLS with= 0:5 and they indeed turned out
to not be as good as with=0:9.

e =1, the fully nonmonotone version bf Zhang and Hager [2004].

« MX=10, very classical value [Vaswani etldl., 209, Loizou €t al., 2021]. We conducted an ablation study in[Settion E.4,
which shows that larger values df®* do not have a remarkable impact on the results. These results show that PoNoS is
more robust than SLS and SPS to these changes.

» ¢ = 0:5, suggested by the theory. Both our theory and that of Vaswani &t al.|[2019] suggest empI&yorge, rather than
the classica0:1 or lower [Nocedal and Wright, 2006]. The numerical results in Se€tioh E.1 support this choice. In particular,
they show in Figurg V]I tha¢ = 0:1 might bring PoNoS and its monotone counterpart to diverge.

* ¢, = 0:1, half of the inherited value [Loizou et al., 2G21]. [In Loizou ef al. [2021], the véldavas suggested for SPS,
however in our case, the initial step size is not the nal step since the backtracking procedure might reduce this value to its
half (or less). For this reason, we decided to employ a step that is initially double that of SPS. The results show that PoNoSJ0.:
is consistently better than PoN0S|0.2 (see Seftion E.5). Thus, we also checked whether SPS|0.1 would be consistently bet
than the original SPS, but this is not the case.

All the other optimizers were used with their default hyper-parameters and without any weight decay. The implementation of SGD and
Adam is provided byytorch [Paszke et dl}, 2019] and their learning rates were selected through a separate grid search on each of the
problems. These values are collected in Table 2, where again the names are replaced by the above numbers. For the classi cati
problems (1-11) the grid search w0 ;10 2;10 3;10 “g, while for training the language models we employed the larger grid
f5,2:5;1g f 10 1,10 2;10 3,10 “g.

D Plots Completing the Figures in the Main Paper

D.1 Comparison between PoNoS and the state-of-the-art

See Figurg]| for the complete results relative to Figure 1 of the main paper. From [ffigure | we can additionally observe that on som
problems (e.g¢ifar100|resnet34  andcifar100|densenetl21 ) the step size yielded by the Polyak form{@ is very big and

grows very fast. The algorithm SPS controls this step by reducing#td his step does not depend on the Polyak rule and it does

not employ the local information provided Iby, (wx) andr f;, (wk). Instead, it grows exponentially controlled @). On the other

hand, the step size of PoNoS is always a scaled versign of (6).
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Figure I: Comparison between the proposed method (PoNoS) and the-state-of-the-art. Each row focus on a dataset/model
combination. First column: train loss. Second column: test accuracy. Third column: average step size of the epoch.
Fourth column: average gradient norm of the epoch.

D.2 A New Resetting Technique

See Figurg! for the complete results relative to Figure 2 of the main paper. From Figure Il, we can additionally observe that the stey
size yielded by PoNoS is generally small in the initial phase, it grows in the intermediate phase and ré3dioasards the end.
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This behavior can be also noticed in the amount of backtracks of PONoS_reset0 in the rightmost column pf| Figure Il. The number o
backtracks is conspicuous at the beginning, rare in the intermediate phase and (almost) zero in the local phase. On the other hand,
resetting technique introduced in PONoS maintains the amount of backtracks to be limited by 1 per iteration (on average), while stil
yielding the same step size. When PoNoS_resetO starts to reduce the amount of backtracks, also PONoS does the same.

The step size behavior described above and the corresponding amount of backtracks are in accordance with the intuition and t
theory. Intuitively, a small step size allows the algorithm to proceed more cautiously in the global phase. A larger step size allows the
algorithm to converge faster once it gets closer to the local phase. In fact, for achieving local Q-superlinear convergence, the theo
predicts that the line search should always accept a new step size in the local phase [Nocedal and Wright, 2006].

D.3 Time Comparison

See Figuré Tl for the complete results relative to Figure 3 of the main paper. All the time measures are obtained by using the
time.time() command from théime python package. The cumulative time in theaxis of the rst and second columns of Figure
[Mhas been computed as an average of 5 different runs. More precisely, the time of each epoch have been computed separately for t
5 runs and then averaged, so that the same average time has been assigned to each of the 5 runs. At this point, these averaged per-e
times have been cumulated along the epochs. The shaded error bars in the plots correspond to the standard deviation from the meat
the loss/accuracy and not to the runtime. The runtime standard deviation is instead reported in the third column[of| Figure II1.

D.4 Experiments on Convex Losses

See Figur@ 1V for the complete results relative to the convex experiments of Figure 4 of the main paper. Only the training sets available
in the LIBSVM library were used for these datasets. Bhéosplit of the data was used as a training set 20% split as the test

set. For the RBF kernel bandwidth, we employed the parameters suggested in Vaswani et al. [2019]01#hax 25, 0:05; 20g
respectively for mushrooms, rcvl, ijcnn and w8a. We did not use any bias parameter in these experiments. Furthermore, given tt
convexity of these problems® is not needed and it has been setto

In Figure[TV], the three measures are reported by iterations and not by epochs. To avoid large uctuations in the plots, train loss an
step size have been smoothed using an exponential moving averag®:9). On the other hand, the test accuracy is only computed

at the beginning of each epoch and the same value is reported till the next epoch. I Fjgure IV, we can make additional observatior
which are not visible in Figure 4 of the main paper:

* PoNoS achieves the lowest loss valuerowvil andijcnn . Regarding the test accuracy, PONoS achieves always the highest
score, apart fromcvl on which it loses0:5 points w.r.t. SLS and SPS.

« SLS and SPS behave very similarly on all the datasets. They achieve the best accuracy on all the problems, but they are bo
very slow onmushroomsrcvl andijcnn in terms of loss. This behavior is due), as it is clear from the third column of
Figurg[TV. The step size yielded ifd) is often too small and it slowly grows exponentially through the whole optimization
process. This choice is suboptimal if compared with the step size yielded by PoNoS.

D.5 Experiments on Transformers

See Figuré'V for the complete results relative to experiments on transformers of Figure 4 of the main paper. In these experiments, w
followed the setup by Kunstner et|al. [2023]. The word-level language modeling has been addressed with sequences of 35 or 1-
tokens respectively for PTB and Wikitext2. In case of PTB, we employed a simple transformer model whose architecture consist:
of an 200-dimensional embedding layer, 2 transformer layers (2-head self attention, layer normalizati¢20bne200)Rel U-
linear(200 200), layer normalization) followed by a linear layer. The data processing and the implementation of the Transformer-XL
follow Dai et al| [2019]. In the case of Wikitext2, the hyperparameters are set as in the ENWIK8 base experiment of|Dai et al. [2019],
except with the modi cations of Zhang etldl. [2020], using 6 layers and a target length of 128.

Since Adam is commonly known to achieve better performances than SGD on these networks [Kunstner et al., 2023], we develop
preconditioned version of PONo0S, SLS and SPS respectively called PONoS_prec, SLS_prec, and SPS_prec. These algorithms dif
from the originals in three aspects. First, they all employ a direction which is Adam without momentun®(. More precisely, the
mini-batch gradient f;, (wi) in Stef{ 18 of Algorithnf [L is replaced wit as computed below

O = rfi, (Wk)

k= 2 1t 2) o
%=v=1_ 5

do= g B+ )

where all the operations on vectors are to be considered component-wB€0; 1) and > 0is a small constant. We use the default
values from Adam for , and , thatis , =0:9and =10 &. The second difference concerns the line search, as PoNoS_prec and
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Figure II: Comparison between different initial step sizes and resetting techniques. Each row focus on a dataset/model
combination. First column: train loss. Second column: test accuracy. Third column: average step size of the epoch.
Fourth column: cumulative number of backtracks in the epoch.

SLS prec exploit a condition that re ects the use of the above preconditioned direction, i.e.,
XL (r fi, (wi)

i (Wi + «dk)
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where( ); is referring to thg -th component of the vector in brackets, dRglis eitherCy in case of PONoS_prec oy, (wy) in case
of SLS prec. The third difference concerns the Polyak step size, which is also computed taking into account the above directions
derivativehdy; r i, (wi)i. In particular, PoONoS_prec and SPS_prec replace (5) with the following

fik(Wk) fik
cohdic; T fi, (Wi )i

%0 =

As in[Kunstner et al![2023] we focus on the training procedure, however, in the second column of Figure V we report the perplexity
of the language model on the test. With respect to Figure 4 of the main paper, in[Fjgure V we also show the gradient norm and th
step size yielded by the different methods. From these plots, it is possible to notice that the range in which the step size varies |
reduced if compared with that of FigUfe I. This behavior depends on the dynamics of the loss and of the norm of the gradient, whict
are also reduced if compared with those of Figlire I. The reduced ranges of loss and gradient norm might be an issue for Polyak-bas:
algorithms since they rely on these measures. Furthermore, the good results of SLS wild2|encoder suggest that other initial

step sizes might also be suited for training transformers. We leave such exploration to future works.

E Additional Plots

E.1 Study on the Choice oft: Theory (0.5) vs Practice (0.1)

In these experiments, we consider the constant(3) and(2). As described in Section 4 of the main paper, this value is required

to be larger thar% in both Theorems 1 and 2 (and also in the corresponding monotone versions from Vaswanhi et al. [2019]). This
value is often considered too large in practice and the default choicg (also for SLS|[Vaswani et al., 2019]) or smaller [Nocedal

and Wright| 2006]. The constaatontrols the weight of the suf cient decrease in the line search conditions and a smaller value of
corresponds to a looser line search. In this subsection, we numerically trg bdth5 andc = 0:1. In Figure[V] and VI] we compare

» monotone|0.1: the monotone stochastic Armijo line segich (2)aviti0: 1.
* monotone|0.5: the monotone stochastic Armijo line segfch (2)awit :5.
+ zhang]0.1: the nonmonotone Zhang and Hager line sddrch (3} with 1.
* zhang|0.5: the nonmonotone Zhang and Hager line sddrch (3¢ with'5. This setting corresponds to PONoS.

For all the above algorithms the initial step siz€is (6). From Fifjufe VI we can observe that:

 zhang|0.5 (PoNoS) achieves the best performances both in terms of train loss and test accuracy. It is the only algorithm abl
to reduce the train loss below the threshold 6f ® on the problemsifar10|resnet34  andcifar100|resnet34 . Apart
from the case ofvhn|wrn (where it loses less thah5 points w.r.t. zhang|0.1), it always achieves the best test accuracy.

« monotone|0.1 and zhang]|0.1 are generally competitive in terms of training loss, but they achieve very poor generalizatiol
skills oncifar100|resnet34  andcifar100|densenet121 . In particular, their step size on these two problems is growing
very rapidly. Already in the rst epoch, the average step size is greater than 5, thanks to the fact that both algorithms are
reducing the gradient norm rapidly below 1.

* The step size yielded by zhang|0.5 starts substantially lower than those of monotone|0.1 and zhang|0.1. Afterwards, the ste
size increases, then stabilizes, sometimes slightly decreases and nally increases again. This behavior is accomplished than
to the combination between a largeand a nonmonotone line search. Also the gradient norm is affected by this choice, since
it does not decrease as suddenly as for monotone|0.1 and zhang|0.1.

* monotone|0.5 never achieves the best test accuracy nor the best training loss. This line search is too strict and yields step siz
that are very small in comparison to those yielded by zhang|0.5.

In conclusion, PONoS (zhang|0.5) employs a large constéhb), but it combines that with a nonmonotone line search to achieve the
best middle way between strictness and tolerance.

In Figure[ V1] we propose the same comparison as in Figufe VI, but in the case of the convex experiments f FFigure IV. From Figure
[VITjwe can observe that zhang|0.1 and monotone|0.1 do not obtain good performances. @ubethdijcnn , these algorithms do
not converge, suggesting that a large constamsometimes required to achieve convergence.

E.2 Study on the Line Search Choice: Various Nonmonotone Adaptations

In this subsection, we propose a comparison between various line search conditions. For the rst time in this paper, we adapt differer
nonmonotone techniques to SGD. A straightforward adaptation of the nonmonotone line seaich from Grippo et al. [1986] is

fio(we  rfi (wi)) o jm%&( 1fik(Wk i) cowkrfi (wi)k?: (25)

The nonmonotone term i@5) can be computed in two ways. Either by keeping in menwrgusually10 or 20) previous vector

16



should be avoided. The conditign {25) is the same propoded in Hafshejan[ et al. [2023].

To reduce the cost of computirf@3), we here propose two other stochastic adaptations of the nonmonotone line seaich frorn Grippo
et al| [1986]. We nameross-batch Grippdhe following line search condition

fio Wl fio(wi))  fi (W) c ok iy (Wi )k?; (26)

wherer-is a short notation for{k; i), which is the (say, largest) iteration index such that
LT O (Weki 1)) = o mav>\</ 1fik ; (W j). The computation of26) does not introduce overhead since it directly uses the function
‘ j

values computed in the previous iterations. However, the fac@@tomputes the maximum over different mini-batch functions

ffi, o ();::5; 15, ()gcomplicates the convergence analysis. We conjecture that under the interpolation assumption alone, it is not
possible to achieve convergencd if|(26) replafgs (3), not even in the strongly convex case.

We callsingle-batch Grippdhe following line search condition

fioWie  krfiu(wi))  fioWegei) € kK fiy (Wi )K?; (27)

wherer (k; i) is the (say, largest) iteration index such that(w; ;i ,)) = o mav>6 lfik (Wg MT). This line search is similar t@@35)
j

since it focuses ofy;, . However, it also reduces the cost of computing the nonmonotone term. In fact, given a certain set ofiindexes

it exploits the function values computed in the previous epochs, without re-comgpytinthis requires saving a matrix M W
oating-point numbers. On the other hand, to use this computational trick, the nonmonotone term can only be computed starting
from the second epoch. MoreovéZy)) is not computationally as cheap @) or (3). In particular, at every mini-batch iteratiqgg)

requires the extraction of tHe W values corresponding to the indexes,irffrom the above-mentioned matrix and to compute the
maximum over these values.

In Figure[ V1T we compare

» monotone: the monotone stochastic Armijo line sedrth (2).
* cross_batch_grippo: the cross-batch nonmonotone Grippo's line sgajch (ZWMtH\%.
* single_batch_grippo: the single-batch nonmonotone Grippo's line séaiich (27AMwiti10.

+ zhang: the nonmonotone Zhang and Hager [2004] line search adapted to the stochaic Thsesetting corresponds to
PoNoS.

For all the above algorithms the initial step sizeis (6). From Fifurg VIIl we can observe that:

» zhang (PoNoS) achieves the best performances both in terms of train loss and test accuracy. Also in this case, itis the only alg
rithm able to reduce the train loss below the thresholtiof® on the problemsifar10|resnet34 |, cifar10|densenet121
andfashion|effol . Moreover, it always achieves the highest test accuracyfadhion|effbl it is not as fast as
cross_batch_grippo and single_batch_grippo.

« single_batch_grippo achieves similar performances as zhang. However, it does not always reach the same test accuracy (e
itloses 1 point oncifar100|resnet34 ). Onfashion|effbl itis the fastest algorithm in terms of train loss. On the other
hand, it almost never reduces the amount of backtracks below 100 per epoch.

» The step sizes yielded by both Grippo's adaptations are often growing faster than those of zhang, especially in the initial
phase of the optimization procedure. On the other extreme, the monotone line search is too strict and yields step sizes that a
very small in comparison to those of zhang. In fact, monotone is achieving very poor results both in terms of train loss and
test accuracy.

e cross_batch_grippo is never as fast as single_batch_grippo in terms of train loss and it fopesnts of accu-
racy oncifarl00|resnet34  and cifar100|densenet1l21 w.r.t. zhang. In accordance with the conjecture above,
cross_batch_grippo does not convergeramistjmip .

In conclusion, zhang (PoNoS) is the best-performing line search technique among those compared[in Fjgure VIII. In terms of step siz
zhang provides the right middle way between the very permissive Grippo's conditions and the very strict monotone one. Moreovel
even if zhang and single_batch_grippo behave similarly, the second is computationally more expensive and it is never able to reduc
the backtracks to (almost) always zero.

E.3 Zoom in on the Amount of Backtracks

In this subsection, we zoom in on the amount of backtracks employed by PoONoS and PoNoS_reset0. Instead of showing the cumulatiy
number of backtracks in each epoch (as in the fourth column of Higure Il), Highire IX reports the amount of backtracks in each iteration
To help visualizing the whole optimization procedure, we average the number of backtracks over 10 consecutive iterations. Respectivel
on the leftmost and rightmost column of Figiirg IX we report the rst 20000 iterations and 100 iterations (out of 78200-114600). From
these columns we can observe:
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* PoNoS_reset0 employs a stable amount of backtracks across iterations.
» PoNoS reduces the number of backtracks to 1 on average already after the rst iteration. Afterwards, this value is rst stable
for the rst 1000-10000 iterations (5-25 epochs) and it then reaches a median of 0 after a transition phase.

In the second column of Figufe ] X, we report the average difference between two consecutive amount of backtracks in the rst 2000C
iterations. In particular, this value is higher in the initial phase, while (almost) always 0 in a later stage. Focusing on PoNoS_reset0 thic
difference is almost always below 1. Regarding the newly proposed resetting tecf@)ique can conclude that the valye ; is a

good estimate fol .

E.4 Study on the Choice of M
In this subsection, we report an ablation study 8% for PoNoS, SLS and SPS. In Figlré X, we compare

e SPS|10: SPS with™ = 10. This setting corresponds to SPS.

SPS|100:SPS with™ = 100.

SLS|10: SLS with ™® = 10. This setting corresponds to SLS.

SLS|100: SLS with ™ =100.

PoNo0S|10: PoNoS_reset0 with@* = 10. This setting corresponds to PoONoS_resetO0.
« PoNo0S|100: PoNoS_reset0 with# = 100.

We report PoNoS_reset0 (withof#) instead of PoNoS because we want to observe the difference in the amount of backtracks. To
directly observe the effect of changing®*, we report the average initial step size within each epoch in the third column of Figure X.
From Figurg X we can observe:

» The value of ™ =100 is never reached by the step sizes of the three algorithms. The step size of PON0S|100, SLS|100 and
SPSJ|100 can be considered unbounded.

 The three algorithms are robust to the choice®¥. In fact, the train loss and test accuracy of PoN0S|100, SLS|100 and
SPSJ|100 are similar to those of PoNoS|10, SLS|10 and SPS|10.

e In terms of train loss, there are some small differencescifer100|resnet34 , cifarl00|densenetl21l and
fashion|effbl . On these problems, PON0S|100, SLS|100 and SPS|100 are sometimes slower during the intermediate phas
of the optimization. However, the three unbounded algorithms are able to catch up towards the end.

* In terms of test accuracy, both SLS|100 and SPS|100 lose mor2 ffeants oncifar100|densenet121  w.r.t. SLS|10 and
SPSJ10, while PoN0S|100 and SLS|100 lose more2hmuints oncifar100|densenet121

* PoNo0S|100 performs overall better than SLS|100 and SPS|100.

» The amount backtracks of PON0S|100 is sometimes remarkably larger than for PoNoS|10. However, t{ii8 usritof
reduce this number to (almost) always zero.

E.5 Study on the Choice of,: Doubling the Legacy Value

In this subsection, we report an ablation studycgim (5) for PoNoS and SPS. PoNosS utilize the Polyak step size as an initial guess
for the line search method and not as a direct learning rate for SGD as in SPS [Loizou et al., 2021]. We suggest doubling the valu
employed il Loizou et al| [2021] by employirg = 0:1 in (5) instead of the default value of = 0:2. Given the fact that = 0:5,

the line search will half the step size when needed, achieving only in this case the same effect of igduakgoc, = 0:2. In
Figure[ Xl we compare

» SPSJ0.1: SPS with, = 0:1.

» SPSJ0.2: SPS wit, = 0:2. This setting corresponds to SPS.

* PoNo0SJ0.1: SLS witle, = 0:1. This setting corresponds to PoNoS.

* PoN0SJ0.2: SLS witle, = 0:2.
From Figur we can observe that the differences betvegen0:1 andc, = 0:2 are not remarkable. However, PONoS|0.1 always
achieves slightly better performance than PoNoS|0.2 both in terms of train loss and test accuracy. On the other hand, the test accure
of SPSJ0.1 is not always as high as that achieved by SPS|0.2. To conclude, we can observe from the third columf df Figure XI that th
step size of PON0S|0.1 is not always larger than that of PoN0S|0.2. In fact, this does not happen in the initial phase of the optimizatiot

but in the intermediate phase and only on some problems. Given the improved performance of PoONo0S|0.1 over PoON0S|0.2, one cou
argue that the line search nds the regions in which a larger step is bene cial.
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E.6 Proling PONoS

In this subsection, we pro le a single mini-batch iteration of PONoS. More precisely, in Higure XIl we report the time (s) employed by
the different operations required to perform an iteration of PONoS. Averaging along the epoc&ﬂ;(mes), in Figurl we
compare

 1st_fwd: average time employed to perform the rst forward pass;

« 2nd_fwd: average time employed to perform the second forward pass;

» extra_fwd: average time employed to perform all the extra forward passes beyond the second. Notice that the total amount o
extra forward passes could be more or less ﬂ%arDespite the actual amount of extra forward passes, we still divide the sum

by -
» backward: average time employed to perform the backward pass;
« batch_load: average time employed to load a mini-batch of instances into the GPU memory;

From Figurg XI], we can observe the following.

« 1st_fwd and 2nd_fwd employ roughly the same time. 2nd_fwd is always slightly faster than 1st_fwd, however, the difference
is not substantial.

» A backward pass employs roughly twice the time of a forward pass.

» The time employed to load the mini-batch in the GPU memory is negligible on some netwifak$@|densenet121
cifar100|densenet121 andfashion|effbl ). On the other networks, this time is between one-half and 4 times that of a
forward pass.

* As previously shown in Figuife X, PoNoS transitions from a phase in which it employs 1 backtrack to 0 (on median). In
Figure[ Xl this same behavior can be also observed in the time employed by all the forward passes beyond the second.

To conclude, the time employed by a single forward pass may reach up to one-third of the computation required for SGD (i.e.
batch_load + 1st_fwd + backward). Following these calculations and referring to the two phases df Rigure Il ar{d Figure XII, one
iteration of PONoS only cost% that of SGD in the rst phase an§ in the second.
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train perplexity. Third column: average step size. Fourth column: average gradient norm.
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Figure VI. Comparison between the use of the constant0:1 andc = 0:5 on both monotone and nonmonotone
algorithms. Each row focus on a dataset/model combination. First column: train loss. Second column: test accuracy.
Third column: average step size of the epoch. Fourth column: average gradient norm of the epoch.
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Figure VII: Comparison between the use of the constant0:1 andc = 0:5 on both monotone and nonmonotone
algorithms on convex binary classi cation problems. Each row focus on a different dataset. First column: exponentially
averaged train loss. Second column: test accuracy. Third column: exponentially averaged step size.
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Figure VIII: Comparison between different monotone and honmonotone line search conditions. Each row focus on a
dataset/model combination. First column: train loss. Second column: test accuracy. Third column: average step size of
the epoch. Fourth column: cumulative number of backtracks in the epoch.
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resetting technique (PoNoS_reset0). Each row focus on a dataset/model combination. First column: average number
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Figure X: Comparison between the use of the constéfit= 10 and ™® =100 on SPS, SLS and PoNoS. Each row
focus on a dataset/model combination. First column: train loss. Second column: test accuracy. Third column: average
initial step size of the epoch. Fourth column: cumulative number of backtracks in the epoch.
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Figure XI: Comparison between the use of the constart 0:1 apdc, = 0:2 on PoNoS and SPS. Each row focus on a
dataset/model combination. First column: train loss. Second column: test accuracy. Third column: average step size of
the epoch.



Figure XII: Pro ling of a single iteration of PONoS. We report the time of the 1st and second forward passes, the time of all the extra
forward passes beyond the second, the time of the backward pass and the time to load the mini-batch in the GPU.

29



	The Algorithm
	Convergence Rates
	Rate of Convergence for Strongly Convex Functions
	Rate of Convergence for Convex Functions
	Rate of Convergence for Functions Satisfying the PL Condition
	Common Lemmas
	The Polyak Step Size is Bounded

	Experimental Details
	Plots Completing the Figures in the Main Paper
	Comparison between PoNoS and the state-of-the-art
	A New Resetting Technique
	Time Comparison
	Experiments on Convex Losses
	Experiments on Transformers


