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Abstract

Agents with the ability to comprehend and reason about the dynamics of objects
would be expected to exhibit improved robustness and generalization in novel
scenarios. However, achieving this capability necessitates not only an effective
scene representation but also an understanding of the mechanisms governing in-
teractions among object subsets. Recent studies have made significant progress
in representing scenes using object slots. In this work, we introduce Reusable
Slotwise Mechanisms, or RSM, a framework that models object dynamics by lever-
aging communication among slots along with a modular architecture capable of
dynamically selecting reusable mechanisms for predicting the future states of each
object slot. Crucially, RSM leverages the Central Contextual Information (CCI),
enabling selected mechanisms to access the remaining slots through a bottleneck,
effectively allowing for modeling of higher order and complex interactions that
might require a sparse subset of objects. Experimental results demonstrate the
superior performance of RSM compared to state-of-the-art methods across various
future prediction and related downstream tasks, including Visual Question Answer-
ing and action planning. Furthermore, we showcase RSM’s Out-of-Distribution
generalization ability to handle scenes in intricate scenarios.

1 Introduction

Accurate prediction of future frames and reasoning over objects is crucial in various computer vision
tasks. These capabilities are essential for constructing comprehensive world models in applications
like autonomous driving and reinforcement learning for robots. Traditional deep learning-based
representation learning methods compress entire scenes into monolithic representations, lacking

∗Work done under an internship at Mila - Quebec AI Institute and FPT Software AI Residency Program.
Corresponding author.

37th Conference on Neural Information Processing Systems (NeurIPS 2023).



compositionality and object-centric understanding. As a result, these representations struggle with
systematic generalization, interpretability, and capturing interactions between objects. This limitation
leads to poor generalization performance as causal variables become entangled in non-trivial ways.

There has been growing interest in slot-based and modular representations that decompose scenes
into individual entities, deviating from �xed-size monolithic feature vector representations [19, 38,
16, 17, 15, 18, 32, 21, 28, 37, 39, 48, 30]. These novel approaches offer signi�cantly more �exibility
when dealing with environments that comprise multiple objects. By employing an encoder that
segments a scene into its independent constituent entities instead of compressing information into
a �xed-size representation, these methods allow for greater �exibility and parameter sharing when
learning object-centric representations, and their compositional nature enables better generalization.
Compositional and object-centric representations can be effectively utilized alongside complex world
models that accurately capture the interactions and dynamics of different entities in a scene.

These world models, when presented with proper representations, in principle, can model the transition
functions that relate latent causal factors across consecutive time steps of a rollout. While monolithic
blocks are still used occasionally with object-centric methods [44], recent attempts have incorporated
similar inductive biases related to the object-centricity of images in modeling interactions. Structured
world models and representations seem truly promising for systematically generalizing to novel
scenes. Structured world models would ideally decompose the description of the evolution of a
scene into causal and independent sub-modules, making it easy to recombine and repurpose those
mechanisms in novel ways to solve challenges in unseen scenarios. Such separation of dynamics
modeling makes structured world models more adaptable to distribution shifts, as only the parameters
of a few mechanisms that have changed in a new environment would have to be retrained, and not all
of the parameters in the case of a monolithic model [8].

A major class of such structured world models aims at baking in some inductive bias about the nature
of object interactions. On one extreme, there have been studies that employ Graph Neural Networks
(GNNs) to capture object dependencies through dense connections, while on the other hand, there
has been contrasting work aiming at modeling the dynamics through only pairwise interactions. We
believe, however, that ideally, an agent should be able to learn, select, and reuse a set of prediction
rules based on contextual information and the characteristics of each object.

In this work, we argue that the assumptions made in previous attempts at learning the dynamics
among slots may be insuf�cient in more realistic domains. To address these limitations, we propose
Reusable Slotwise Mechanisms (RSM), a novel modular architecture incorporating a set of deep
neural networks representing reusable mechanisms on top of slotwise representations [31, 10].
Inspired by the Global Workspace Theory (GWT) in the cognitive neuroscience of working memory
[2, 3], we introduce the concept of Central Contextual Information (CCI), which allows each reusable
mechanism,i.e., a possible explanation of state evolution, to access information from all other
slots through a bottleneck, enabling accurate predictions of the next state for a speci�c slot. The
CCI's bottleneck amounts to a relaxed inductive bias compared to the extreme cases of pairwise or
fully dense interactions among slots. Finally, comprehensive experiments demonstrate that RSM
outperforms the state-of-the-art in various next-step prediction tasks, including independent and
identically distributed (iid) and Out-of-Distribution (OOD) scenarios.

In summary, the presented work makes the following contributions:

1. RSM: A modular dynamics model comprising a set of reusable mechanisms that take as
input slot representations through an attention bottleneck and sequential slot updates.

2. RSM strengthens communication among slots in dynamics modeling by relaxing inductive
biases in dynamics modeling to be not too dense or sparse but depend on a speci�c context.

3. RSM outperforms baselines in multiple tasks, including next frames prediction, Visual
Question Answering, and action planning in both iid and OOD cases.

2 Proposed Method: RSM - Reusable Slotwise Mechanisms

2.1 RSM Overview

We introduce RSM, a modular architecture consisting of a set ofM Multilayer Perceptrons (MLPs)
that act as reusable mechanisms, operating on slotwise representations to predict changes in the slots.
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(a) Spatial-temporal based Future Prediction Pipeline (b) RSM Intuition

(c) Computational Flow in RSM from stept to t + 1

Figure 1: The future prediction pipeline (Figure 1(a)), RSM Intuition (Figure 1(b)), and Computational
Flow (Figure 1(c)). Colored circles represent slots, with the dashed border denoting changes in a
slot. The Central Contextual Information (CCI) is derived from all object slots as context, assists in
selecting a mechanism for slots, and acts as an input of mechanisms. Slots are sequentially updated
in four steps:(1) Compute CCI by unrolling slots (updated and non-updated) over the past� steps,
(2) Select a mechanism based on CCI and the slot of interest,(3) Predict the next state by the selected
mechanism's dynamics, and(4) Update the predicted slot and prepare for the next object's turn.

What sets RSM apart from other architectures is incorporating the CCI buffer, which enhances its
adaptability when dealing with environments characterized by varying levels of interaction complexity
among objects by allowing the propagation of information about all other slots. Unlike previous
approaches [18, 16, 17, 23], we enable a sparse subset of slots to transmit contextual information
through a bottleneck for updating each slot. This inductive bias becomes helpful in environments
where higher-order complex interactions need to be captured by reusable mechanisms as the CCI
effectively modulates the complexity of the mechanisms and accommodates those that require one or
two slots, as well as those that rely on a larger subset of slots.

The training pipeline of RSM, which is visualized in Figure 1(a), is designed to predictK rollout
steps ofN object slots, based onT burn-in frames with a temporal window of maximum� history
steps for each prediction step. Prediction of the rollout begins by processing the givenT burn-in
frames to obtain theN slot representations for each of theT burn-in steps using an object-centric
model. For any rollout step after the burn-in frames, the slots in a window of� � T previous steps
will be fed to the model as additional context to predict the state (slots) att + 1 . The model takes
this input and updates the slots sequentially to output the slots att + 1 . The sequential updating
of slots means that updates from (according to some ordering) slots can in�uence the prediction
of later slots within a prediction step, as illustrated in Figure 1(b). It is worth highlighting that the
sequential way of updating slots breaks the symmetries in mechanism selection, and also allows for a
more expressive transition function, similar to how autoregressive models enable encoding of rich
distributions. The prediction process is repeated until the slots forK rollout steps are predicted.
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2.2 Computational Flow in RSM

This section describes the computational �ow of RSM in more detail along with a 4-step process that
will be repeated for all slots within a time-stept, in a sequential manner, as illustrated in Figure 1(c)
and Algorithm 1 in the Appendix. The following are the main components of the architecture, where
ds anddcci denote the dimension of slots and the CCI, respectively:

1. MultiheadAttention (�) : R(( � +1) � N ) � ds ! Rds followed by aprojection � (�) :
Rds ! Rdcci that computes the CCI, denoted ascci 2 Rdcci , from all of theN slots in
the pastT steps concatenated. Keys, queries, and values all come from slots, so the CCI is
not affected by the order of slot representations.

2. The set ofM reusable mechanismsf g1; : : : ; gM g wheregi (�) : Rdcci+ ds ! Rds are repre-
sented by independently parametrized MLPs implicitly trained to specialize in explaining
different transitions. Each suchgi (�) takes as input one slot concatenated with the CCI.

3.  (�) : Rdcci+ ds ! RM that takes as input the CCI and the slot of interestsi
t . It computes

a categorical distribution over the possible choices of mechanisms forsi
t , and outputs a

sample of that distribution to be used for updatingsi
t .

Considering theN slots per each of the� steps in the temporal window beforet, s1:N
� � :t =

f s1
t � � +1 ; s2

t � � +1 ; : : : ; sN
t � � +1 ; : : : ; s1

t ; s2
t ; : : : ; sN

t g with � � = t � � + 1 , RSM predicts the next
state of slots, denoted ass01:N

t +1 , using the following 4-step process, which is sequentially applied to
each of the slots. Suppose an ordering has been �xed over the slots for a rollout, and according to
that ordering, for some0 < n � N , we have thatn � 1 slots have been updated to their predicted
values att + 1 and are denoted bys01

t +1 ; : : : ; s0n � 1
t +1 . Below, we explain the process of computing the

next state forsn
t (e.g. the blue slot in Figure 1(c)).

Step 1. Compute the CCI: We �rst appends01:N
t to the current temporal window to achieves1:N

� � :t +1 .
The duplicateds01:N

t serves as a placeholder, which will be overwritten with the predicted values
in subsequent steps. Subsequently, as presented in Equation 1, aMultiheadAttention (�) takes
s1:N

� � :t +1 as input before passing through� (�) to produce the central contextual informationcci.

cci = � (MultiheadAttention (s1:N
� � :t +1 )) (1)

Step 2. Select one mechanism forsn
t :  (�) takes two arguments as inputs,cci from Step 1 andsn

t ,
to output the logits of a categorical distribution� 1:M overM possible choices of mechanisms. We
employ a hardGumbel-softmaxlayer with Straight-through Trick [33, 22] on top of 's outputs, as
described in Equation 2, to select the mechanism.

� 1:M = Gumbel-softmax( (cci; sn
t )) (2)

Step 3. Predict the changes ofsn
t : Let � sn

t denote the change ofsn
t from t to t + 1 . � sn

t is
presented in Equation 3, wherek = argmax( � 1:M ).

� sn
t = gk (cci; sn

t ) (3)

Step 4. Update and syncsn
t +1 : s0n

t +1 is then computed by adding the predicted transformation from
the previous step and replaces the value ofsn

t +1 in the slots buffer, as described in Equation 4.

s0n
t +1 = sn

t + � sn
t (4)

The process above is repeated for all slots at timet, to obtain the next state (slots) predictions01:N
t +1 .

3 Experiments Setup

This study evaluates RSM's dynamics modeling and generalization capabilities through video pre-
diction, VQA, and action planning tasks. We aim to provide empirical evidence supporting the
underlying hypotheses that guided the architectural design of RSM.

• H 1: Slots communication through the CCI and reusable mechanisms reduces information
loss during prediction, resulting in accurate prediction of future rollout frames (Section 4.1).
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• H 2: RSM effectively handles novel scenarios in the downstream tasks (Section 4.2), espe-
cially enhancing OOD generalization (Section 4.3).

• H 3: The synergy between the CCI and the disentanglement of objects dynamics into reusable
mechanisms is essential to RSM (analyses inSection 4.4and ablations inSection 4.5).

In the following subsections, we describe the experiments focusing on the transition of slots over
rollout steps with pre-trained object-centric models. Additionally, Appendix E provides experiments
and analyses with an end-to-end training pipeline.

3.1 Environments

OBJ3D [29] contains dynamic scenes of a sphere colliding with static objects. Following Lin et al.
[29], Wu et al. [44], we use 3 to 5 static objects and one launched sphere for interaction.

CLEVRER [45] shares similarities with OBJ3D, but additionally has multiple moving objects in
various directions throughout the scene. For the VQA downstream task, CLEVRER offers four
question types: descriptive, explanatory, predictive, and counterfactual, among which, in the spirit of
improving video prediction, we focus on boosting the performance on answering predictive questions
which require an understanding of future object interactions.

PHYRE [4] is a 2D physics puzzle platform where the goal is strategically placing red objects
such that the green object touches the blue or purple object. Bakhtin et al.[4] designtemplatesthat
describe such tasks with varying initial states. Subsequently, they de�ne (1)within-templateprotocol
where the test set contains the sametemplatesas in training, and (2)cross-templateprotocol that tests
on differenttemplatesthan those in training. We report results both onwithin-templateas iid and on
cross-templateto obtain the OOD evaluation.

Physion[7] is a VQA dataset that assesses a model's capability in predicting objects' movement and
interaction in realistic simulated 3D environments in eight physical phenomena.

For further details and data visualization, we refer the readers to Appendix B.

3.2 Baselines

We compare RSM against three main baselines:SlotFormer [44], Switch Transformer [14] denoted
asSwitchFormer, andNPS[17]. We show the ef�cacy of relaxing the inductive bias on communica-
tion density among slots in RSM by contrasting with dense communication methods (SlotFormer
and SwitchFormer) and a pair-wise communication method (NPS). Likewise, comparing RSM to
SlotFormer highlights the role of disentangling objects' dynamics into mechanisms, while comparing
to SwitchFormer and NPS emphasizes the vital role of communication among slots via the CCI.
Additionally, we compare toSAVi-Dyn [44], which is the SOTA on CLEVRER. In other experiments,
we compare toSlotFormer (current SOTA).

In the tables, we present our reproduced SlotFormer (marked by "y") and our re-implemented
SwitchFormer and NPS (marked by "� "), alongside SAVi-Dyn reported by Wu et al. [44].2

3.3 Implementation Details

Following Wu et al.[44], we focus on the transition of slots and take advantage of the pre-trained
object-centricencoder-decoderpair that convert input frames into slots and vice versa. We use the
pre-trained weights of SAVi and STEVE provided by Wu et al.[44], includingSAVi [26] for OBJ3D,
CLEVRER, and PHYRE; andSTEVE [40] for Physion.

We present the best validation set con�guration of RSM for each dataset, along with �ne-tuning
results and model size scaling in Appendix D. In summary, (1) OBJ3D and CLEVRER include 7
mechanisms, while PHYRE and Physion use 5, and (2) the number of parameters in RSM is slightly
lower than that of SlotFormer in corresponding experiments. Additionally, we re-implemented
SwitchFormer and NPS with a similar number of parameters as in RSM and SlotFormer.

2We adapt the code for Switch Transformer and NPS to ensure consistency of experimental setups and
evaluations with SlotFormer and RSM (See Appendix C).
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Table 1:Future frame prediction quality on OBJ3D and CLEVRER. Bold scores indicate the
best performance, with the RSM consistently outperforming baselines by a remarkable margin.

Method
OBJ3D CLEVRER

SSIM" LPIPS� 100 # SSIM" LPIPS� 100 # ARI" FG-ARI" FG-mIoU"
SAVi-Dyn 0.91 12.00 0.89 19.00 8.64 64.32 18.25
NPS� 0.90� 0:2 8.24� 0:2 0.89� 0:2 12.51� 0:0 62.84� 0:2 64.62� 0:3 30.39� 0:2

SwitchFormer� 0.91� 0:2 8.09� 0:3 0.88� 0:3 14.28� 0:1 60.61� 0:4 59.32� 0:3 28.94� 0:2

SlotFormery 0.90� 0:2 8.32� 0:2 0.88� 0:2 13.09� 0:1 63.38� 0:3 62.91� 0:2 29.68� 0:3

RSM (Ours) 0.92� 0:1 7.88 � 0:1 0.91� 0:1 11.96� 0:1 67.72� 0:2 66.15� 0:2 32.73� 0:2

Rollout step= 0 10 20 30 40 49 Remarks

Gold

Accurate dynamics
RSM (Ours) Sharpness preserved

Incorrect dynamics
NPS Changed shapes

Incorrect dynamics
SlotFormer Lost sharpness

Incorrect dynamics
SwitchFormer

Figure 2:Comparison of rollout frames in OBJ3D. RSM renders frames with precise dynamics
and holds visual quality, even complex actions in steps 20 to 30. In contrast, the baselines produce
ones with artifacts (yellow boxes) and inaccurate dynamics (red boxes). Best viewed in video format.

4 Experimental Results

We report mean and standard deviation across 5 different runs. Video visualizations of our experiments
are provided in our repository3. See also Appendix A on the reproducibility of our results.

4.1 Video Prediction Quality

To demonstrateH 1, we provide the video prediction quality on OBJ3D and CLEVRER in Table 1
and Figure 2. In general, RSM demonstrates its effectiveness in handling object dynamics in the
long-term future prediction over baselines.

Evaluation Metrics We evaluate the quality and similarity of the predicted rollout frames usingSSIM
[42] andLPIPS [46] metrics. Since the range ofLPIPS metric is small, we report the actual values
times 100, denoted asLPIPS� 100, to facilitate comparisons among the methods. Additionally, we
also assess the performance usingARI , FG-ARI , andFG-mIoU metrics, which measure clustering
similarity and foreground segmentation accuracy of object bounding boxes and segmentation masks.
We evaluate the model's performance averaged over unrolling 44 steps on OBJ3D and 42 steps on
CLEVRER with six burn-in frames in both datasets.

Table 1 exhibits that RSM outperforms other approaches and achieves the highest scores across
evaluation metrics for both datasets. Notably, compared to SlotFormer, RSM improves LPIPS� 100
by 0:46 points in OBJ3D,1:12 points in CLEVRER, and increases FG-mIoU by3:05 points in
CLEVRER. Following RSM, NPS consistently ranks second in performance among the baselines.

These results are supported by Figure 2, which illustrates the rollout frames in OBJ3D. RSM's outputs'
accurate rollout predictions with high visual �delity demonstrate the ef�cacy of slot communication
by having less error accumulated along time steps than any of the baselines. It is worth emphasizing
that RSM excels in handling a signi�cant series of complex movements in steps 20-30, particularly

3github.com/trangnnp/RSM
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Table 2:VQA performance on CLEVRER and Physion. Despite not surpassing human perfor-
mance in Physion, RSM outperforms baselines in both datasets. All scores are in percentage.

Method CLEVRER Physion

per opt." per ques." Obs." Dyn. " Gap"

Human - - 74.7 - -
NPS� 95.3� 0:3 93.8� 0:2

65.0

65.6� 0:3 +0.6
SwitchFormer� 92.8� 0:3 90.4� 0:2 66.2� 0:1 +1.2
SlotFormery 96.1� 0:2 93.3� 0:1 66.9� 0:2 +1.9
RSM (Ours) 96.8� 0:1 94.3� 0:0 68.1� 0:0 +3.1

Table 3:Action planning task in PHYRE. RSM outperforms all baselines in both iid and OOD.

PHYRE-B NPS� SwitchFormer� SlotFormery RSM

iid (within-template) 80.52� 1:0 78.27� 1:9 76.4� 1:1 82.89� 0:6

OOD (cross-template) 42.63� 1:3 48.36� 1:4 42.46� 1:7 57.37� 1:4

during a sequence of rapid collision of object pairs. In contrast, we �nd that the baselines struggle
with complex object movements during this period, leading to inaccuracies in predicting the dynamics
towards the end. RSM effectively maintains visual quality by predicting thechangesof slots instead
of predicting the next state of a slot. This approach allows RSM to handle action-free scenarios well
and signi�cantly reduce error accumulation by facilitatingnull transitions that preserve slot integrity.

Furthermore, RSM demonstrates �exible slot communication with relaxed inductive biases on
interaction density, enabling it to adapt to environments comprising mechanisms with varying levels
of complexity. In contrast, we �nd that NPS with sparse interactions faces dif�culties with close-
by objects and rapid collisions (seen in OBJ3D), while SwitchFormer with dense communication
struggles with distant objects (as in CLEVRER).

4.2 Downstream Tasks: Visual Question Answering and Action Planning

4.2.1 Visual Question Answering task

To demonstrateH 2, we validate the performance of future frames generated by the models on the
VQA task in CLEVRER and Physion, and the action planning task in PHYRE in the next section.
The general pipeline is to solve the VQA task with the predicted rollout frames from the given input
frames. Speci�cally, we employAloe [11] as the base reasoning model on top of the unrolled frames
in CLEVRER. Likewise, in Physion, we adhere to the of�cial protocol by training a linear model on
the predicted future slots to detect objects' contact. In Physion, we also include the results obtained
from human participants [7] for reference. Likewise, we collect the results from observed frames
(Obs.), which are obtained by training the VQA model on top of pre-trained burn-in slots and compare
them to the performance of rollout slots (Dyn.).

In Table 2, RSM consistently outperforms all three baselines in VQA for CLEVRER and Physion.
On CLEVRER, RSM achieves the highest scores of96:8% (per option) and94:3% (per question),
surpassing SlotFormer and NPS. In Physion, RSM shows notable improvement, with a3:1%increase
from 65:0% in Obs.to 68:1% in Dyn., outperforming all other baselines, indicating the bene�t of
enhancing the dynamics modeling to improve the downstream tasks. However, RSM is still far from
human performance in Physion, showing room for further research into this class of algorithms.

4.2.2 Action Planning task

We adopt the approach from prior works [36, 44] and construct a task success classi�er as an action
scoring function. This function is designed as a simple linear classi�er, which considers the predicted
object slots, to rank a pre-de�ned set of 10,000 actions from [4], executed accordingly. We utilize
AUCCESS, which quanti�es the success rate over the number of attempts curve's Area Under Curve
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Step=0 1 2 3 4 5 6 7 8 9 10

Figure 3:Action planning task in PHYRE. RSM strategically positions a red ball at step 0 to prevent
the green ball from falling onto the glass by causing a collision that alters the original trajectory of
the green ball and causes it to make contact with the blue �oor (indicated by the arrow).

Rollout Pred Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot 6 Slot 7 Slot 8

t = 1

Mechanism

t = 2

Mechanism

t = 3

Mechanism

t = 5

Mechanism

Figure 4:The underlying mechanism assignment in PHYRE. Mechanisms are assigned to each
slot att to obtain the updates att +1 . RSM disentangles objects' dynamics into reusable mechanisms,
which can be expressed as Collision (2), Moving left or right (3), Idle (4), and Falling (5).

(AUC) for the �rst 100 actions. We report the average score over ten folds, with the best performance
among �ve different runs on each fold.

The �rst line in Table 3 indicates the action planning results of the proposed RSM and baselines in the
iid setting (within-templateprotocol). RSM achieves the highest performance compared to baselines,
indicating the critical role of ef�cient slots communication in complex tasks like action planning. In
addition, Figure 3 shows a successful case of RSM solving the planning task by strategically placing
the red object at step 0, causing a collision between the green and blue objects at the end.

4.3 Out-of-Distribution (OOD) Generalization

To provide more evidence forH 2, we resume analyzing the performance of the action planning task
in PHYRE in two OOD scenarios:

OOD in Templates Performance oncross-templateprotocol is indicated in the last line in Table 3.
Overall, RSM demonstrates strong generalization and has the smallest gap between iid and OOD
performance compared to the baselines. Thecross-templateis a natural method to evaluate the OOD
generalization in PHYRE since scenes in the train and test sets are in distincttemplatesand contain
dissimilar object sizes and objects in the background [4]. We refer the reader to Appendix B for
further details and visualizations.

OOD in Dynamics We introduce modi�cations to PHYRE dataset generation that introduce
distribution shifts to the dynamics of the blue objects. Particularly, the blue objects are static �oors
during training. However, in the test set, the object can be assigned as a blue ball, inheriting all
dynamics as a red or green ball. As a result, the blue ball appearing only in the test set is considered a
strong OOD case, as the model does not have a chance to construct the blue ball and its dynamics
during training. Presented in Figure 5, although revealing some distortion in shape, RSM demonstrates
the ability to generalize the movements of the ball-shaped object in intensive OOD cases.

4.4 The Ability to Disentangle Object Dynamics into Mechanisms

To demonstrateH 3, we conduct qualitative analysis on the underlying mechanisms assignment within
the four steps of Figure 3 and visualize results in Figure 4. While there is no explicit assignment
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Training Exclusions Rollout Step=0 1 2 3 4 5 6

Gold

Pred*

Pred

Mechanism Fall Fall Collideh.Moveh.Moveh.Moveh.Move

Figure 5:Ablation on OOD objects' dynamics. The blue objects are static during training (blue
�oor) and can move during testing time (blue balls). RSM responds correctly to the blue ball's
dynamics. Pred* are predictions by a model trained with the standard training set,Pred are
predictions by a model trained with the modi�ed training data, andMechanismare mechanisms
assigned for the blue object's slot when obtainingPred. h.Move denotes the horizontal movement.

Gold RSM RSM!2 RSM!3 RSM�k RSMp

LPIPS� 100# - 7.88 15.32 9.36 13.72 8.43

Step 10

Step 49

Figure 6:Ablation studies in OBJ3D.The original design of RSM always demonstrates the superior
performance and the accurately predicted future frames compared to the modi�ed versions, including
breaking the usages of the CCI in step 2 (RSM!2 ) and step 3 (RSM!3 ), randomly selecting mechanisms
(RSM�k ), and parallel update of slots (RSMp ). Best viewed in video format (See our repository).

of roles to mechanisms during training, we can infer their functionality at convergence based on
slot visualizations and patterns of activation as follows: Mechanism2 handles collisions, which
can be observed in the collision between the green and red balls in step 1 and that of the red ball
with the right-side wall in step 5 (blue boxes). Mechanism3 controls the horizontal movements,
observed in the green ball from steps 5 to 10 (green boxes). Mechanism4 acts as an idleness
mechanism. Mechanism5 handles downward free-fall motion, observed from steps 2 to 3 of the two
balls. Mechanism1 does not seem to be doing anything meaningful, and this could be due to the
model using more capacity than it requires to model the dynamics in this environment.

The inferred functions provide the following insights into understanding the ef�cacy of RSM. Firstly,
RSM successfully disentangles the dynamics into reusable mechanisms, as described in Section 2.1.
Secondly, RSM properly assigns such mechanisms to slots throughout the rollout steps, which not
only helps preserve the accuracy of prediction but also emphasizes the effectiveness of communication
among slots in deciding mechanisms for one another. The automatic emergence of anull mechanism
(mechanism 4) is also worth highlighting, which signi�cantly helps reduce the error accumulation in
action-free settings, such as idle objects in the background.

4.5 Ablation Studies

To provide more evidence forH 3, we conduct ablations to understand the individual effects of (1) the
CCI, (2) mechanisms and their disentanglement, and (3) the sequential update of slots in RSM, and
visualize the results in Figure 6. Overall, the ablations con�rm the superiority of the original RSM
design compared to all variations, highlighting a signi�cant disparity in the absence of CCI.

RSM!2 masks out the CCI in step 2 at inference. We observe that the lack of CCI leads to a degenerate
selection of mechanisms for slots, with 4 out of 5 object slots being controlled by mechanism 3.
RSM!3 masks out the CCI in step 3 during inference. We have found that CCI not only captures
comprehensive spatial-temporal information but also provides guidance regarding speci�c movement
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details, including directions. In particular, even when the correct mechanism is assigned (e.g., moving
backwards), the slots become confused about the exact direction of movement. Additionally, slots
encountered a color-related issue in the subsequent steps.
RSM�k randomly assigns mechanisms to slots by a randomized mechanism index,k, to replace the
distribution� in Equation 2. We observe that the launched ball moves in the wrong direction and
exits the scene early, while other objects shake in their positions, underscoring the importance of
correctly assigning mechanisms to slots.
RSMp is the parallel version of RSM that modi�es the model (�) in Equation 2 to assign mechanisms
to N slots simultaneously, in both training and inference time. We �nd thatRSMp stands out as a
promising model, as it demonstrates a notableLPIPS performance; however, it is essential to note
the partially inaccurate dynamics caused by the weaker communication among slots.

5 Related Work

Modular dynamics models. In the domain of modular neural networks, RIMs [18] pioneered
the exploration of modularity for learning dynamics and long-term dependencies in non-stationary
settings. However, RIMs suffer from con�ating object and mechanism concepts, limiting their
effectiveness. SCOFF [16] introduced object �les (OF) and schemata to address this limitation, but
it struggles with generalizing out-of-distribution (OOD) scenarios. Key distinctions between RSM
and SCOFF are as follows: SCOFF schemas can handle only one OF at a time, while RSM allows
multiple slots to be input to reusable mechanisms using an attention bottleneck. SCOFF and RIMs
use sparse communication among OFs for rare events involving multiple objects, whereas RSM
leverages the CCI to activate suitable reusable mechanisms. NPS [17] incorporates sparse interactions
directly into its modular architecture, eliminating the need for sparse communication among slots or
OFs. Their “production rules” handle rare events involving multiple objects by taking one primary
slot and a contextual slot as input. A recent benchmark [23] evaluates causal discovery models and
introduces a modular architecture with dense object interactions, similar to GNN-based methods, but
assigns separate mechanisms to each object. Among the class of algorithms with less modularity in
their dynamics model, R-NEM [41] was a pioneering unsupervised method for modeling dynamics
using a learned object-centric latent space through iterative inference (see also [13]) which along
similar approaches ([6], [5]) used Graph Neural Networks (GNNs) to model pairwise interactions
and differ from our work in two key aspects. Firstly, we do not rely on GNNs to model interactions,
as dense interactions are not always realistic in many environments. Secondly, we focus on learning a
set of simple and reusable mechanisms that can be applied �exibly to different scenarios, rather than
compressing information through shared node and edge updates in a GNN.

Unsupervised learning of object-centric representations. To decompose a scene into meaningful
sub-parts, there have been lots of recent works on unsupervised learning of object-centric representa-
tions from static images [48, 20, 31, 47], videos [35, 27, 25, 12, 44], and theoretical results on the
identi�ability of such representations [34, 1, 9]. Although lots of these methods work very well in
practice, we decided to proceed with slot attention [31] to be consistent with the baselines.

6 Conclusion

In this study, we developed RSM, a novel framework that leverages an ef�cient communication
protocol among slots to model object dynamics. RSM comprises a set of reusable mechanisms that
take as input slot representations passed through a bottleneck, the Central Contextual Information
(CCI), which are then processed sequentially to obtain slot updates. Through comprehensive empirical
evaluations and analysis, we show RSM's advantages over the baselines in various tasks, including
video prediction, visual question answering, and action planning tasks, especially in OOD settings.
Our results suggest the importance of CCI, which integrates and coordinates knowledge from different
slots for both mechanism assignment and predicting slot updates. We believe there is a promise
for future research endeavors in exploring more sophisticated stochastic attention mechanisms for
information integration, aligning with the principles of higher-level cognition, coping with a large
number of object slots, and enabling uncertainty quanti�cation in the predictions. In Appendix F, we
discuss the limitations of this work and future directions.

10



Acknowledgement

We gratefully acknowledge the support received for this research, including from Samsung, CIFAR
and NSERC. This research was partly enabled by computational resources provided by Mila - Quebec
AI Institute and The Digital Research Alliance of Canada (formerly known as Compute Canada).
Each member involved in this research is funded by their primary institution. Amin Mansouri
acknowledges support from Microsoft. Additionally, we sincerely thank the anonymous reviewers
for their valuable comments and contributions to improve this work.

References

[1] Kartik Ahuja, Jason Hartford, and Yoshua Bengio. Weakly supervised representation learning
with sparse perturbations.arXiv preprint arXiv: Arxiv-2206.01101, 2022.

[2] Bernard J. Baars. Global workspace theory of consciousness: toward a cognitive neuroscience of
human experience. In Steven Laureys, editor,The Boundaries of Consciousness: Neurobiology
and Neuropathology, volume 150 ofProgress in Brain Research, pages 45–53. Elsevier, 2005.
doi: https://doi.org/10.1016/S0079-6123(05)50004-9. URLhttps://www.sciencedirect.
com/science/article/pii/S0079612305500049 .

[3] Bernard J. Baars.The Global Workspace Theory of Consciousness. John Wiley and Sons, Ltd,
2017. ISBN 9781119132363.

[4] Anton Bakhtin, Laurens van der Maaten, Justin Johnson, Laura Gustafson, and Ross Girshick.
Phyre: A new benchmark for physical reasoning. 2019.

[5] Peter W. Battaglia, Razvan Pascanu, Matthew Lai, Danilo Jimenez Rezende, and Koray
Kavukcuoglu. Interaction networks for learning about objects, relations and physics. In
NIPS, 2016.

[6] Peter W. Battaglia, Jessica B. Hamrick, Victor Bapst, Alvaro Sanchez-Gonzalez, Vinícius Flo-
res Zambaldi, Mateusz Malinowski, Andrea Tacchetti, David Raposo, Adam Santoro, Ryan
Faulkner, Çaglar Gülçehre, H. Francis Song, Andrew J. Ballard, Justin Gilmer, George E. Dahl,
Ashish Vaswani, Kelsey R. Allen, Charles Nash, Victoria Langston, Chris Dyer, Nicolas Heess,
Daan Wierstra, Pushmeet Kohli, Matthew M. Botvinick, Oriol Vinyals, Yujia Li, and Razvan
Pascanu. Relational inductive biases, deep learning, and graph networks.CoRR, abs/1806.01261,
2018. URLhttp://arxiv.org/abs/1806.01261 .

[7] Daniel M. Bear, Elias Wang, Damian Mrowca, Felix J. Binder, Hsiau-Yu Fish Tung, R. T.
Pramod, Cameron Holdaway, Sirui Tao, Kevin A. Smith, Fan-Yun Sun, Li Fei-Fei, Nancy
Kanwisher, Joshua B. Tenenbaum, Daniel L. K. Yamins, and Judith E. Fan. Physion: Evaluating
physical prediction from vision in humans and machines.CoRR, abs/2106.08261, 2021. URL
https://arxiv.org/abs/2106.08261 .

[8] Yoshua Bengio, Tristan Deleu, Nasim Rahaman, Rosemary Ke, Sébastien Lachapelle, Olexa
Bilaniuk, Anirudh Goyal, and Christopher Pal. A meta-transfer objective for learning to
disentangle causal mechanisms. InICLR'2020, arXiv:1901.10912, 2019.

[9] Jack Brady, Roland S. Zimmermann, Yash Sharma, Bernhard Schölkopf, Julius von Kügelgen,
and Wieland Brendel. Provably learning object-centric representations.arXiv preprint arXiv:
2305.14229, 2023.

[10] Christopher P. Burgess, Loïc Matthey, Nicholas Watters, Rishabh Kabra, Irina Higgins,
Matthew M. Botvinick, and Alexander Lerchner. Monet: Unsupervised scene decomposi-
tion and representation.CoRR, 2019.

[11] David Ding, Felix Hill, Adam Santoro, Malcolm Reynolds, and Matthew Botvinick. Atten-
tion over learned object embeddings enables complex visual reasoning. In A. Beygelzimer,
Y. Dauphin, P. Liang, and J. Wortman Vaughan, editors,Advances in Neural Information
Processing Systems, 2021. URLhttps://openreview.net/forum?id=lHmhW2zmVN .

11



[12] Gamaleldin Fathy Elsayed, Aravindh Mahendran, Sjoerd van Steenkiste, Klaus Greff,
Michael Curtis Mozer, and Thomas Kipf. SAVi++: Towards end-to-end object-centric learning
from real-world videos. 2022.

[13] S. M. Ali Eslami, Nicolas Heess, Theophane Weber, Yuval Tassa, Koray Kavukcuoglu, and
Geoffrey E. Hinton. Attend, infer, repeat: Fast scene understanding with generative models.
CoRR, abs/1603.08575, 2016. URLhttp://arxiv.org/abs/1603.08575 .

[14] William Fedus, Barret Zoph, and Noam Shazeer. Switch transformers: Scaling to trillion
parameter models with simple and ef�cient sparsity.CoRR, abs/2101.03961, 2021. URL
https://arxiv.org/abs/2101.03961 .

[15] Anirudh Goyal and Yoshua Bengio. Inductive biases for deep learning of higher-level cognition.
CoRR, abs/2011.15091, 2020.

[16] Anirudh Goyal, Alex Lamb, Phanideep Gampa, Philippe Beaudoin, Sergey Levine, Charles
Blundell, Yoshua Bengio, and Michael Mozer. Object �les and schemata: Factorizing declarative
and procedural knowledge in dynamical systems.arXiv preprint arXiv:2006.16225, 2020.

[17] Anirudh Goyal, Aniket Didolkar, Nan Rosemary Ke, Charles Blundell, Philippe Beaudoin,
Nicolas Heess, Michael Mozer, and Yoshua Bengio. Neural production systems.CoRR,
abs/2103.01937, 2021.

[18] Anirudh Goyal, Alex Lamb, Jordan Hoffmann, Shagun Sodhani, Sergey Levine, Yoshua Bengio,
and Bernhard Schölkopf. Recurrent independent mechanisms. 2021.

[19] Alex Graves, Greg Wayne, and Ivo Danihelka. Neural turing machines.CoRR, abs/1410.5401,
2014.

[20] Klaus Greff, Sjoerd Van Steenkiste, and Jürgen Schmidhuber. Neural expectation maximization.
Advances in Neural Information Processing Systems, 2017.

[21] Mikael Henaff, Jason Weston, Arthur Szlam, Antoine Bordes, and Yann LeCun. Tracking the
world state with recurrent entity networks. 2017.

[22] Eric Jang, Shixiang Gu, and Ben Poole. Categorical reparameterization with gumbel-softmax.
In 5th International Conference on Learning Representations, ICLR 2017, Toulon, France,
April 24-26, 2017, Conference Track Proceedings. OpenReview.net, 2017. URLhttps://
openreview.net/forum?id=rkE3y85ee .

[23] Nan Rosemary Ke, Aniket Didolkar, Sarthak Mittal, Anirudh Goyal, Guillaume Lajoie, Stefan
Bauer, Danilo Rezende, Yoshua Bengio, Michael Mozer, and Christopher Pal. Systematic
evaluation of causal discovery in visual model based reinforcement learning. 2021.

[24] Thomas Kipf, Elise van der Pol, and Max Welling. Contrastive learning of structured world
models. InInternational Conference on Learning Representations, 2020.

[25] Thomas Kipf, Gamaleldin F. Elsayed, Aravindh Mahendran, Austin Stone, Sara Sabour, Georg
Heigold, Rico Jonschkowski, Alexey Dosovitskiy, and Klaus Greff. Conditional object-centric
learning from video.ICLR, 2022.

[26] Thomas Kipf, Gamaleldin Fathy Elsayed, Aravindh Mahendran, Austin Stone, Sara Sabour,
Georg Heigold, Rico Jonschkowski, Alexey Dosovitskiy, and Klaus Greff. Conditional object-
centric learning from video. InInternational Conference on Learning Representations, 2022.
URL https://openreview.net/forum?id=aD7uesX1GF_ .

[27] Shiqian Li, Ke Wu, Chi Zhang, and Yixin Zhu. On the learning mechanisms in physical
reasoning.ArXiv, abs/2210.02075, 2022.

[28] Shuai Li, Wanqing Li, Chris Cook, Ce Zhu, and Yanbo Gao. Independently recurrent neural
network (indrnn): Building a longer and deeper rnn. 2018.

[29] Zhixuan Lin, Yi-Fu Wu, Skand Peri, Bofeng Fu, Jindong Jiang, and Sungjin Ahn. Improving
generative imagination in object-centric world models. InProceedings of the 37th International
Conference on Machine Learning, ICML'20. JMLR.org, 2020.

12



[30] Dianbo Liu, Vedant Shah, Oussama Boussif, Cristian Meo, Anirudh Goyal, Tianmin Shu,
Michael Curtis Mozer, Nicolas Manfred Otto Heess, and Yoshua Bengio. Stateful active facili-
tator: Coordination and environmental heterogeneity in cooperative multi-agent reinforcement
learning.ArXiv, abs/2210.03022, 2022.

[31] Francesco Locatello, Dirk Weissenborn, Thomas Unterthiner, Aravindh Mahendran, Georg
Heigold, Jakob Uszkoreit, Alexey Dosovitskiy, and Thomas Kipf. Object-centric learning with
slot attention. NIPS'20, 2020.

[32] Kanika Madan, Nan Rosemary Ke, Anirudh Goyal, Bernhard Schölkopf, and Yoshua Bengio.
Fast and slow learning of recurrent independent mechanisms. 2021. URLhttps://arxiv.
org/abs/2105.08710 .

[33] Chris J. Maddison, A. Mnih, and Y. Teh. The concrete distribution: A continuous relaxation of
discrete random variables.International Conference On Learning Representations, 2016.

[34] Amin Mansouri, Jason Hartford, Kartik Ahuja, and Yoshua Bengio. Object-centric causal
representation learning.NeurIPS Workshop on Symmetry and Geometry, 2022.

[35] Adeel Pervez, Phillip Lippe, and Efstratios Gavves. Differentiable mathematical programming
for object-centric representation learning.arXiv preprint arXiv: Arxiv-2210.02159, 2022.

[36] Haozhi Qi, Xiaolong Wang, Deepak Pathak, Yi Ma, and Jitendra Malik. Learning long-term vi-
sual dynamics with region proposal interaction networks. InInternational Conference on Learn-
ing Representations, 2021. URLhttps://openreview.net/forum?id=_X_4Akcd8Re .

[37] Clemens Rosenbaum, Ignacio Cases, Matthew Riemer, and Tim Klinger. Routing networks and
the challenges of modular and compositional computation.CoRR, abs/1904.12774, 2019.

[38] Adam Santoro, Ryan Faulkner, David Raposo, Jack Rae, Mike Chrzanowski, Theophane Weber,
Daan Wierstra, Oriol Vinyals, Razvan Pascanu, and Timothy Lillicrap. Relational recurrent
neural networks, 2018. URLhttps://arxiv.org/abs/1806.01822 .

[39] Noam Shazeer, Azalia Mirhoseini, Krzysztof Maziarz, Andy Davis, Quoc V. Le, Geoffrey E.
Hinton, and Jeff Dean. Outrageously large neural networks: The sparsely-gated mixture-of-
experts layer.CoRR, abs/1701.06538, 2017.

[40] Gautam Singh, Yi-Fu Wu, and Sungjin Ahn. Simple unsupervised object-centric learning
for complex and naturalistic videos. In Alice H. Oh, Alekh Agarwal, Danielle Belgrave, and
Kyunghyun Cho, editors,Advances in Neural Information Processing Systems, 2022. URL
https://openreview.net/forum?id=eYfIM88MTUE .

[41] Sjoerd van Steenkiste, Michael Chang, Klaus Greff, and J. Schmidhuber. Relational neural ex-
pectation maximization: Unsupervised discovery of objects and their interactions.International
Conference On Learning Representations, 2018.

[42] Zhou Wang, A.C. Bovik, H.R. Sheikh, and E.P. Simoncelli. Image quality assessment: from
error visibility to structural similarity.IEEE Transactions on Image Processing, 13(4):600–612,
2004. doi: 10.1109/TIP.2003.819861.

[43] Ziyi Wu, Nikita Dvornik, Klaus Greff, Jiaqi Xi, Thomas Kipf, and Animesh Garg. Slotformer:
Long-term dynamic modeling in object-centric models. 2022.

[44] Ziyi Wu, Nikita Dvornik, Klaus Greff, Thomas Kipf, and Animesh Garg. Slotformer: Unsuper-
vised visual dynamics simulation with object-centric models. InThe Eleventh International
Conference on Learning Representations, 2023. URLhttps://openreview.net/forum?
id=TFbwV6I0VLg.

[45] Kexin Yi, Chuang Gan*, Yunzhu Li, Pushmeet Kohli, Jiajun Wu, Antonio Torralba, and
Joshua B. Tenenbaum. Clevrer: Collision events for video representation and reasoning. In
International Conference on Learning Representations, 2020. URLhttps://openreview.
net/forum?id=HkxYzANYDB.

13



[46] R. Zhang, P. Isola, A. A. Efros, E. Shechtman, and O. Wang. The unreasonable effectiveness of
deep features as a perceptual metric. In2018 IEEE/CVF Conference on Computer Vision and
Pattern Recognition (CVPR), pages 586–595, Los Alamitos, CA, USA, jun 2018. IEEE Com-
puter Society. doi: 10.1109/CVPR.2018.00068. URLhttps://doi.ieeecomputersociety.
org/10.1109/CVPR.2018.00068 .

[47] Yan Zhang, David W. Zhang, S. Lacoste-Julien, G. Burghouts, and Cees G. M. Snoek. Unlocking
slot attention by changing optimal transport costs.ARXIV.ORG, 2023. doi: 10.48550/arXiv.
2301.13197.

[48] Mingde Zhao, Zhen Liu, Sitao Luan, Shuyuan Zhang, Doina Precup, and Yoshua Bengio. A
consciousness-inspired planning agent for model-based reinforcement learning.Advances in
neural information processing systems, 34:1569–1581, 2021.

14



A Reproducibility

Each experiment is trained on 4 V100-GPUs with 12 CPUs, using a distributed data-parallel training
strategy. The number of parameters and the average training time over 5 runs are summarized in
Table 4. In addition, Table 5 provides the necessary con�gurations to reproduce our work, including
the setting related to datasets and the training process that follows the prior work [44], and RSM's
design that achieves the best tuning results.

Regarding the rollout framesK and the video lengthV in Table 5, we predict and considerK
future frames from the last burn-in steps for training, whereas, we produce the total ofV frames in
the inference time, includingT burn-in andV � T rollout steps. In other words,V equalsT plus
the actual rollout frames at inference time. Regarding the training process, we employ the Adam
optimizer with an initial learning rate of2 � 10� 4 and employ a cosine decay schedule to 0. We
further discuss the RSM design in Appendix C.

Table 4: Summary of the number of parameters and training duration. “M” stands formillions. “h”
stands for GPU hours.

RSM NPS SwitchFormer SlotFormer
OBJ3D
Num. Params 0.76M 0.99M 0.82M 0.82M
Training Duration 21h 25h 20h 21h
CLEVRER
Num. Params 3.1M 4.06M 3.22M 3.22M
Training Duration 82h 94h 72h 86h
PHYRE
Num. Params 5.13M 5.98M 6.38M 6.38M
Training Duration 29h 33h 28h 30h
Physion
Num. Params 5.61M 6.7M 6.41M 6.41M
Training Duration 32h 41h 30h 34h

Table 5: Summary of experiments' con�guration, including the con�guration of datasets, training
process, and RSM.

OBJ3D CLEVRER Physion PHYRE
Frame Size 64 � 64 64� 64 128� 128 128� 128
Num. SlotsN 6 7 6 8
Slot Sizeds 128 128 192 128
Burn-in FramesT 6 15 15 1
Temporal Window� 6 15 15 6
Rollout StepsK 10 10 10 10
Video LengthV 6+44 15+42 15+35 1+14
Batch Size 128 128 128 64
Num. Epochs 200 80 25 50
Object-centric Model SAVi SAVi STEVE SAVi
Loss Weight� 1.0 1.0 0.0 0.0
Num. MechanismsM 7 7 5 5
Num. Layers of (�) 1 2 2 2
Num. Layers of Mechanism 1 3 3 3

B Dataset Collection

We follow the collection and pre-processing of the dataset, including video length and the dataset
splits, as done by Wu et al.[44]. In addition, we provide datasets visualizations in Figure 7 and the
visualization oftemplatesin PHYRE in Figure 8.
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Algorithm 1 Reusable Slotwise Mechanisms

N : number of slots
M : number of mechanisms
� : number of history length
T: number of burn-in frames
K : number of rollout steps

ds: slot dimension
dcci : central contextual information dimension

Input: s1:N
� � :t = f s1

t � � +1 ; s2
t � � +1 ; : : : ; sN

t � � +1 ; : : : ; s1
t ; s2

t ; : : : ; sN
t g 2 R( � � N ) � ds with � � = t �

� + 1 : unrolledN slots of the previous� steps to timet
Output: s1:N

T +1: T + K : predictedN slots in the nextK steps from timeT + 1 to T + K

Variables in RSM
• cci 2 Rdcci : the Central Contextual Information (CCI).
• sn

t 2 Rds : the slot of interest, which is slotnth at timet.
• p 2 RM : the Gumbel distribution overM choices of selecting mechanisms.
• � sn

t 2 Rds : changes of then-th slot from timet to t + 1 .

Components in RSM:
• W q , W k , W v : Rds ! Rds denote query, key, and value projection layers transforming the

unrolleds1:N
� � :t in the attention mechanism.

• MultiheadAttention (�) : R(( � +1) � N ) � ds ! Rds : apply self-attention on thes1:N
� � :t

• � (�) : Rds ! Rdcci computes the central contextual information by passing the outputs of the
MultiheadAttention (�) through a nonlinear transformation (MLP).

•  (�) : Rdcci+ ds ! RM computes the unnormalized probability of selecting a mechanism from
M possible choices by taking the CCI and slot of interest as input and feeding that to an MLP.

• Set ofM mechanismsgj (�) : Rdcci + ds ! Rds ; j 2 f 1 : : : M g: predict the changes of each
slot based on the CCI and current state of the slot. These are also realized with MLPs.

for each t in [T : : : t + K ) do
Step 0: Prepare slots buffer
s1:N

� � :t = concat( s1:N
� � :t ; s1:N

t ) 2 R(( � +1) � N ) � ds

for eachsn
t in s1:N

t with n 2 1: : : N do
Step 1: Compute the central context
cci = � (MultiheadAttention (W q (s1:N

� � :t +1 ); W k (s1:N
� � :t +1 ); W v (s1:N

� � :t +1 )))

Step 2: Select a mechanism for slotsn
t

p = Gumbel-max( (concat(cci; sn
t ))

Step 3: Apply the selected mechanism to slotsn
t . Note thatp is one-hot-like distribution.

� sn;j
t = gj (concat(cci; sn

t )) � pj 8j 2 f 1; : : : ; M g
� sn

t =
P M

j =1 � sn;j
t

Step 4: Update the slots buffer with the new value ofsn
t +1

sn
t +1 = sn

t + � sn
t

end for
end for
return s1:N

T +1: T + K
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Figure 7:Dataset visualization over steps.

Figure 8:Pairs of PHYRE scenes in the same templatewith similar objects in the background and
differences in objects' positions.

OBJ3D We collect the OBJ3D dataset from the of�cial GitHub repository4.

CLEVRER We directly download the CLEVRER dataset from the of�cial website5.

PHYRE We use the PHYRE-1B version, which sets the number of red balls to 1. The PHYRE
dataset is generated based on the instructions provided on the of�cial GitHub page6.

PhysionWe directly download the Physion dataset from the of�cial GitHub page7

C Implementation Details

C.1 Loss Functions

The following is the training objective that follows the prior work [44].

We employ slot reconstruction loss to train the rolled out future frames prediction, as described in
Equation 5 wheren is the slot index,sn

T + k is the predicted rollout slot, ands� n
T + k is the pre-trained

slot (that is used as the target slot).

L S =
1

K � N

KX

k=1

NX

n =1

ksn
T + k � s� n

T + k k2 (5)

Experiments using SAVi as the object-centric model also use the image reconstruction loss, as
described in Equation 6 wheref dec is a frozen decoder, andxT + k is the ground truth image.

4github.com/zhixuan-lin/G-SWM#datasets
5clevrer.csail.mit.edu/
6github.com/facebookresearch/phyre
7github.com/cogtoolslab/physics-benchmarking-neurips2021#downloading-the-physion-dataset
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Experiments using STEVE as the object-centric model can still employ the image reconstruction loss;
however, we do not conduct such experiments with image reconstruction loss due to the dramatically
extended training time. In PHYRE, we do not utilize the image reconstruction lossL I due to the
large image size that could affect the training time and the simplicity of PHYRE's objects compared
to other environments in this work.

L I =
1
K

KX

k=1

kf dec(sT + k ) � xT + k k2 (6)

The overall objective function is the weighted sum of the above losses, as presented in Equation 7.

L = L S + � L I (7)

Note that when using slot and image reconstruction losses as presented in Equation 5 and Equation
6, the model will fail in the end-to-end training since the overall objective function is constrained
to pre-trained slots (s� n

T + k ) and well-trained decoder (f dec(�)). Motivated by this observation, in
Appendix E, we provide the end-to-end training objective to compare RSM and other approaches'
abilities in objects' dynamics modeling from scratch.

C.2 Models Architecture

The distinction among methods is in the process of predicting the next state based on the input of past
states. In this section, we provide a detailed description of how both the baselines and the proposed
RSM approach the task of the next state prediction. Speci�cally, we examine two key aspects: (1) how
slots communicate with each other and (2) how the predictions are computed, as revealed through the
design speci�cs of each method.

C.2.1 Baselines

SlotFormer [44] SlotFormer consists of 3 main parts: (1) the Multi-Layer Perceptron (MLP) input
projection layer, (2) a Transformer architecture layer, and (3) the MLP output projection layer. First,
the unrolled past states (the sequence of� � N slots) are passed through the input projection layer
before being processed by the Transformer model. Afterward, the output projection produces the
next state from the Transformer's output. Through this process, slots densely communicate with each
other in all three parts of SlotFormer. In addition, the entire next state of slots is directly generated by
the models. In this work, we utilize the publicly available implementation8 of SlotFormer.

SwitchFormer from Switch Transformer [14]. The Switch Transformer is a variant of the Transformer
architecture designed to improve ef�ciency and scalability. It achieves this through the usage of
dynamic routing and adaptive computation. This architecture employs a “switch” module that
intelligently routes tokens to different layers based on their content.
In this work, we create SwithFormer that integrates the Switch Transformer implementation9 into
the SlotFormer codebase and replace the vanilla Transformer by Switch Transformer. In this way,
SwitchFormer follows the same strategy as in SlotFormer, which conducts the dense communication
among slots and directly predicts the entire next state of slots.

NPS[17] NPS is a framework that combines neural networks and production systems for object
modeling that integrates neural networks into the production system. In traditional production
systems, rules are used to represent knowledge and guide the system's behavior. In the case of
NPS, they conduct a set of rules to handle the pair-wise interaction of slots. The two slots involved
in an interaction, which are called theprimaryandcontextualslots, are selected through attention
mechanisms. In addition, the of�cial design of NPS for object dynamics' modeling, inspired by
Kipf et al. [24], predicts the changes of theprimary slot within a time step instead of the entire slots.
Afterward, the predicted next state of slots is the sum of the current state and the predicted slots
changes.
In this work, we integrate the of�cial NPS10 to the SlotFormer's codebase for consistency in the
training pipeline and sharing the pre-trained object-centric model. Besides, NPS includes an MLP

8github.com/pairlab/SlotFormer
9nn.labml.ai/transformers/switch/index.html

10github.com/anirudh9119/neural_production_systems
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slot encoder that requires a �xed input size. However, the temporal window size in PHYRE increases
from 1 to 6, leading to the difference in the input size of the starting and later steps. Therefore, at the
beginning of the rollout prediction process of PHYRE, we duplicate the burn-in frame to have a �xed
six steps window size along the rollout process.

C.2.2 RSM

We design RSM as a framework for dynamics modeling with a relaxed inductive bias in the com-
munication density of slots that enables a subset of slots involved in communication, based on a
particular context through the CCI. RSM consists of three main elements as described in Section
2.1: (1) the multi-head self-attention that computes the CCI, (2) the (�) that estimates the suitable
mechanism, and (3) a list of mechanisms. In terms of the multi-head self-attention, We employ a
4-head architecture for multi-head self-attention, where the hidden size of the Feed-forward Networks
is set to2 � ds. We design (�) as MLP with the number of hidden layers being tuned using the
validation set (See Appendix D.3). Similarly, each individual mechanism is designed as MLP layers
with a tuned number of hidden layers. All mechanisms share the same architecture but have separate
weights. In addition, the total number of parameters when considering all mechanisms is constrained
to be the same across when the number of mechanisms varies, meaning that as the number of allocated
mechanisms increases, the number of parameters per each mechanism decreases (further investigated
in Appendix D.3). Like NPS, the mechanism predicts the changes in a slot within two consecutive
steps instead of the entire slot. Last but not least, we (and NPS) omit the input and output projection
layers as SlotFormer and SwitchFormer.

C.2.3 Downstream tasks

CLEVRER VQA Inheriting from the baseline of Wu et al.[44], we employ Aloe as the VQA model
that concatenates the predicted rollout slots and the processed question (represented as language
tokens) before passing them through a stack of Aloe Transformer encoder to predict the answers.

Physion VQA In the VQA task of Physion, the objective is to determine whether the red object will
come into contact with the yellow object once the dynamics of all the objects have been completed.
Since the task does not involve any language processing, we construct an MLP model that takes the
rollout slots as input. The MLP processes these slots and produces a binary prediction, indicating
whether the red object and the yellow object “touched” or “did not touch”.

PHYRE Readout In the PHYRE action planning task, an action involves determining the size and
position of the red ball. In our approach, we utilize the set of 10,000 prede�ned actions introduced
by [4] and train a readout model to determine if a given action can solve the task. To construct the
readout model, we draw inspiration from Wu et al.[44] that design a 2-layer MLP model on top of the
encoded states. The readout model takes the predicted rollout states as input. To process these states,
we employ an encoder, which differs depending on the speci�c model variant used. In SlotFormer, a
Transformer is used, while in SwitchFormer, a Switch Transformer is employed. An MLP is operated
as the encoder in the NPS model, and a Multi-head Self-Attention mechanism is utilized in the RSM
model. Once the encoder has processed the states, the classi�er generates a binary output indicating
whether the task has been solved. This output serves as an inference for the task's solvability.

D Further Discussion on Experiment Results

D.1 Rollout Future Prediction

Figure 9 depicts the rollout frames generated by RSM alongside the baselines. Notably, RSM excels
in producing robust future frames that accurately capture the dynamics of objects while maintaining
visual �delity. Nevertheless, we have encountered a challenge in generating objects with sharpness
within the CLEVRER dataset. SlotFormer marks partially incorrect object's dynamics in this case.

D.2 Discussion on the Action Planning task in PHYRE

We encountered dif�culties in reproducing the action planning results of SlotFormer, even when using
their provided checkpoints. In Table 3, we report the iid result of 76.4 for SlotFormer, which is 5.6
points lower than the of�cially reported value. To investigate this issue, we explored potential reasons
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Figure 9: Comparison of rollout frames in CLEVRER.

Figure 10: The scaling of RSM's parameters with different amounts of mechanisms.

and identi�ed the following possible factors: (1) Instability of results: The of�cial GitHub page of
SlotFormer11 acknowledges that the results in this speci�c task may exhibit instability. This suggests
that achieving consistent and reproducible results with SlotFormer can be challenging and (2) data
discrepancies: The PHYRE dataset, being regenerated rather than downloaded from a common
source, introduces variations in the computing con�guration. These data collection and processing
differences may contribute to the disparities observed between our results and the reported values in
Wu et al. [43].

D.3 Finetuning Results in RSM

In Figure 11, we present the results of hyperparameter �ne-tuning on CLEVRER and Physion datasets.
This section explores the impact of the number of mechanisms, the expansion of (�) parameters,
and the structure of the mechanism models. The termnumber of layersin this analysis refers to the
hidden layers within the MLP structure that maps the input dimension to the output dimension in the
respective models.

In terms of the number of mechanisms, we have observed that having either a large or a small value
for M signi�cantly worsens the results and leads to high variance. However, we have also discovered
that the tasks can be solved with relatively few mechanisms, even when dealing with diverse object
movements. To validate the design principle stated in Appendix C.2.2, which proposes an inverse
relationship between the number of the mechanism's parameters and the number of mechanisms,
we conducted experiments denoted as10*, which replicates mechanisms to achieve a total of 10
mechanisms without reducing the number of parameters, as compared to the best con�guration (the
�rst boxes). Our �ndings indicate that the replicated con�guration (10*) achieves a slightly lower
score than the best con�guration, and the additional mechanisms are not selected by the (�) models.

In terms of the number of layers in (�), the challenge is to map a2 � ds vector to a compact vector
of sizeM . Our �ndings suggest that using 1 or 2 hidden layers yields favorable results in terms
of achieving a high score. However, we �nd a complication in identifying consistent patterns for
�ne-tuning  (�) across different datasets.

11github.com/pairlab/SlotFormer
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(a) CLEVRER. The lower score indicates better performance.

(b) Physion. The higher score indicates better performance.

Figure 11:The �netuning results in CLEVRER and Physion. The �rst box of each subplot is the
con�guration that achieves the best performance, whereas other boxes are performance that has a
different number of mechanisms, layers of the model, or layers of each mechanism from the best
setting. The plotted values are the mean and standard deviation over 5 different runs corresponding to
each con�guration. See text for more details.

Lastly, when considering the mechanism structure, we have noticed that increasing the number of
parameters allows a single mechanism to achieve a moderately decent score, although not a high
score. Consequently, the (�) model tends to choose only one mechanism for all cases, resulting in a
lower score when assigning 5 or 7 layers to the mechanism.

E Experiments on End-to-end Training Pipeline

We propose an additional experiment to verify the methods' ability to model objects' dynamics
from scratch, additionally, in action-conditioned environments. We establish an end-to-end training
pipeline that comprehensively assesses the models' effectiveness in the entire process of extracting
slots from frames, handling the objects' action-conditioned dynamics, and �nally decoding slots back
into frames.

RSM generally demonstrates a superior ability to model objects' dynamics and produce meaningful
slots compared to the baselines.

E.1 Experiment Setup

Environment: This dataset consists of objects arranged in a5 � 5 grid. At each time step, a single
frame and an action are provided. The action speci�es one object and one manipulation from the set
of UP, RIGHT, DOWN, andLEFT. The challenge of this task is to determine the feasibility of the
given action and predict the resulting frame. For example, an action of moving an object to theLEFT
is executable if no objects are obstructing the left side of the target object. Otherwise, the frame
remains unchanged.

Encoder and Decoder architectureIn this experiment, we follow the encoder proposed by Kipf
et al.[24] that contains a simple CNN-basedObject Extractorto extractN feature maps from the
input frame that is followed by an MLP-basedObject Encoderto encode feature maps to vector
representations of objects,i.e. the object slots. Afterward, we exploit a decoder architecture for
slot-based visual prediction, consisting ofN slot decoders with separate weights. Each slot is
decoded into an RGB reconstruction, and the �nal frame reconstruction is obtained by summing the
reconstructions of all slots.
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Training Objective. This experiment follows the Contrastive loss setup as Kipf et al.[24] that
uses the prediction result of the transition model to form the positive hypothesis, whereas, sampling
random input states in the same batch forms the opposing hypothesis. The target slots,s� 1:N

t +1 , are
obtained by passing the target next frame through the Encoder,s1:N

t +1 denotes the predicted slots, and
~s1:N

t indicates the random slots in the training batch.

H = MSE(s1:N
t +1 ; s� 1:N

t +1 ); ~H = MSE(~s1:N
t ; s� 1:N

t +1 )

Contrastive Loss : L = H + max(0; 1 � ~H )
(8)

We consider the sum of twoBCEloss terms in trainingDecoder, L 1 andL 2. L 1 is applied onx
0

t ,
obtained by passings1:N

t throughDecoder, which is expected to be close to the input framex t . L 2 is
applied onx

0

t +1 , obtained by passings1:N
t +1 throughDecoderto achieve the prediction of next frames

reconstruction, which is desired to be close to the target next framex t +1 .

x0
t = Decoder(s1:N

t ); x01:N
t +1 = Decoder(s01:N

t +1 )

L 1 = BCE(x0
t ; x t ); L 2 = BCE(x0

t +1 ; x t +1 )

BCE Loss : L Decoder = L 1 + L 2

(9)

E.2 Experimental and Analytical Results

Step= 0 1 2 3 4 5
Action= 5-R 3-U 2-L 1-U 5-D -

Gold

RSM

, Mech=LEFT

, Mech=RIGHT

, Mech=UP

RSM!2
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Figure 12: Observation of mechanisms assignment and performance in 5 rollout steps in 2D Shapes.
In the last three rows, we present the reconstruction by only changing 1 slot with 1 mechanism
applied to that slot over 5 steps, while all other slots are untouched.

Disentangling objects transition dynamics to mechanisms.In Figure 12, we study the role of each
mechanism in RSM. The analysis shows that RSM produces a reasonable reconstruction compared to
the ground-truth frame and encourages the mechanisms to distinguish themselves in their roles. In
this sample, we can infer the 5 slots corresponding to:1: red circle,2: blue triangle,3: green square,
4: purple circle, and5: yellow triangle. Likewise, we observe the mechanism assignment in each step
and list the role of each mechanism (5 mechanisms in this experiment) specialized as the following:
Mechanism1: RIGHT, Mechanism2: UP, Mechanism3: LEFT, Mechanism4: DO NOT MOVE,
and Mechanism5: DOWN.

Looking deeper into the reconstruction results, RSM takes advantage of the CCI to assign a suitable
mechanism for each slot in all scenarios, considers the particular situation, and reacts accordingly to
the same action given the speci�cs of each context. For instance, we observe that with the same action
UP given in step 1 on the green rectangle and step 3 on the red round, RSM recognizes the situations
in which the object is allowed to move or is blocked by the upper wall, respectively, then applies the
movement at step 1 while not modifying objects at step 3 and generates the correct reconstruction in
both cases. A similar example is shown in the row corresponding to mechanism 2 at step 3! 4 when
the green object does not moveUP and remains at the same position since the red object blocks it.
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