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Abstract
Similarity-based Hierarchical Clustering (HC) is a classical unsupervised machine
learning algorithm that has traditionally been solved with heuristic algorithms like
Average-Linkage. Recently, Dasgupta [25] reframed HC as a discrete optimization
problem by introducing a global cost function measuring the quality of a given
tree. In this work, we provide the first continuous relaxation of Dasgupta’s discrete
optimization problem with provable quality guarantees. The key idea of our method,
H YP HC, is showing a direct correspondence from discrete trees to continuous
representations (via the hyperbolic embeddings of their leaf nodes) and back (via a
decoding algorithm that maps leaf embeddings to a dendrogram), allowing us to
search the space of discrete binary trees with continuous optimization. Building on
analogies between trees and hyperbolic space, we derive a continuous analogue
for the notion of lowest common ancestor, which leads to a continuous relaxation
of Dasgupta’s discrete objective. We can show that after decoding, the global
minimizer of our continuous relaxation yields a discrete tree with a (1 + ε)-factor
approximation for Dasgupta’s optimal tree, where ε can be made arbitrarily small
and controls optimization challenges. We experimentally evaluate H YP HC on a
variety of HC benchmarks and find that even approximate solutions found with
gradient descent have superior clustering quality than agglomerative heuristics or
other gradient based algorithms. Finally, we highlight the flexibility of H YP HC
using end-to-end training in a downstream classification task.
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Introduction

Hierarchical Clustering (HC) is a fundamental problem in data analysis, where given datapoints and
their pairwise similarities, the goal is to construct a hierarchy over clusters, in the form of a tree
whose leaves correspond to datapoints and internal nodes correspond to clusters. HC naturally arises
in standard applications where data exhibits hierarchical structure, ranging from phylogenetics [26]
and cancer gene sequencing [47, 48] to text/image analysis [49], community detection [36] and
everything in between. A family of easy to implement, yet slow, algorithms includes agglomerative
methods (e.g., Average-Linkage) that build the tree in a bottom-up manner by iteratively merging
pairs of similar datapoints or clusters together. In contrast to “flat” clustering techniques like k-means,
HC provides fine-grained interpretability and rich cluster information at all levels of granularity and
alleviates the requirement of specifying a fixed number of clusters a priori.
Despite the abundance of HC algorithms, the HC theory was underdeveloped, since no “global”
objective function was associated with the final tree output. A well-formulated objective allows us to
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compare different algorithms, measure their quality, and explain their success or failure.1 To address
this issue, Dasgupta [25] recently introduced a discrete cost function over the space of binary trees
with n leaves. A key property of his cost function is that low-cost trees correspond to meaningful
hierarchical partitions in the data. He initially proved this for symmetric stochastic block models,
and later works provided experimental evidence [44], or showed it for hierarchical stochastic block
models, suitable for inputs that contain a ground-truth hierarchical structure [20, 21]. These works
led to important steps towards understanding old and building new HC algorithms [14, 15, 40, 4].
The goal of this paper is to improve the performance of HC algorithms using a differentiable relaxation
of Dasgupta’s discrete optimization problem. There have been recent attempts at gradient-based HC
via embedding methods, which do not directly relax Dasgupta’s optimization problem. UFit [19]
addresses a different “ultrametric fitting” problem using Euclidean embeddings, while gHHC [39]
assumes that partial information about the optimal clustering—more specifically leaves’ hyperbolic
embeddings—is known. Further, these two approaches lack theoretical guarantees in terms of
clustering quality and are outperformed by discrete agglomerative algorithms.
A relaxation of Dasgupta’s discrete optimization combined with the powerful toolbox of gradientbased optimization has the potential to yield improvements in terms of (a) clustering quality (both
theoretically and empirically), (b) scalability, and (c) flexibility, since a gradient-based approach
can be integrated into machine learning (ML) pipelines with end-to-end training. However, due to the
inherent discreteness of the HC optimization problem, several challenges arise:
(1) How can we continuously parameterize the search space of discrete binary trees? A promising
direction is leveraging hyperbolic embeddings which are more aligned with the geometry of trees
than standard Euclidean embeddings [46]. However, hyperbolic embedding methods typically
assume a fully known [41, 45] or partially known graph [39] that will be embedded, whereas the
challenge here is searching over an exponentially large space of trees with unknown structure.
(2) How can we derive a differentiable relaxation of the HC cost? One of the key challenges is that
this cost relies on discrete properties of trees such as the lowest common ancestor (LCA).
(3) How can we decode a discrete binary tree from continuous representations, while ensuring that
the ultimate discrete cost is close to the continuous relaxation?
Here, we introduce H YP HC, an end-to-end differentiable model for HC with provable guarantees in
terms of clustering quality, which can be easily incorporated into ML pipelines.
(1) Rather than minimizing the cost function by optimizing over discrete trees, we parameterize
trees using leaves’ hyperbolic embeddings. In contrast with Euclidean embeddings, hyperbolic
embeddings can represent trees with arbitrarily low distortion in just two dimensions [46]. We
show that the leaves themselves provide enough information about the underlying tree, avoiding
the need to explicitly represent the discrete structure of internal nodes.
(2) We derive a continuous LCA analogue, which leverages the analogies between shortest paths in
trees and hyperbolic geodesics (Fig. 1), and propose a differentiable variant of Dasgupta’s cost.
(3) We propose a decoding algorithm for the internal nodes which maps the learned leaf embeddings
to a dendrogram (cluster tree) of low distortion.
We show (a) that our approach produces good clustering quality, in terms of Dasgupta cost. Theoretically, assuming perfect optimization, the optimal clustering found using H YP HC yields a
(1 + ε)-approximation to the minimizer of the discrete cost, where ε can be made arbitrarily small,
and controls the tradeoffs between quality guarantees and optimization challenges. Notice that due
to our perfect optimization assumption, this does not contradict previously known computational
hardness results based on the Small Set Expansion for achieving constant approximations [14], but
allows us to leverage the powerful toolbox of nonconvex optimization. Empirically, we find that even
approximate H YP HC solutions found with gradient descent outperform or match the performance
of the best discrete and continuous methods on a variety of HC benchmarks. Additionally, (b) we
propose two extensions of H YP HC that enable us to scale to large inputs and we also study the
tradeoffs between clustering quality and speed. Finally, (c) we demonstrate the flexibility of H YP HC
by jointly optimizing embeddings for HC and a downstream classification task, improving accuracy
by up to 3.8% compared to the two-stage embed-then-classify approach.
1

Contrast this lack of HC objectives with flat clustering, where k-means objectives and others have been
studied intensively from as early as 1960s (e.g., [29]), leading today to a comprehensive theory on clustering.
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Figure 1: The tree shown in (a) is embedded into hyperbolic space (B2 ) in (b), (c), and (d). In (c) and
(d) we show the hyperbolic LCA (in red) and illustrate the relationship between the discrete LCA,
which is central to Dasgupta’s cost, and geodesics (shortest paths) in hyperbolic space.
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Related Work

We review related work for gradient-based HC and refer to Appendix A for an extended discussion of
HC related works. Chierchia et al. [19] introduce an ultra-metric fitting framework (UFit) to learn
embeddings in ultra-metric spaces. These are restrictive metric spaces (and a special case of tree
metrics) where the triangle inequality is strengthened to d(x, z) ≤ max{d(x, y), d(y, z)}. UFit can
be extended to HC using an agglomerative method to produce a dendrogram. gHHC [39], which
inspired our work, is the first attempt at HC with hyperbolic embeddings. This model assumes
input leaves’ hyperbolic embeddings are given (by fixing their distance to the origin) and optimizes
embeddings of internal nodes. Observing that the internal tree structure can be directly inferred from
leaves’ hyperbolic embeddings, we propose an approach that is a direct relaxation of Dasgupta’s
discrete optimization framework and does not assume any information about the optimal clustering.
In contrast with previous gradient-based approaches, our approach has theoretical guarantees in terms
of clustering quality and empirically outperforms agglomerative heuristics.

3

Background

We first introduce our notations and the problem setup. We then briefly review basic notions from
hyperbolic geometry and refer to standard texts for a more in-depth treatment [10]. Appendix B
includes additional background about hyperbolic geometry for our technical proofs.
3.1

Similarity-Based Hierarchical clustering

Notations We consider a dataset D with n datapoints and pairwise similarities (wij )i,j∈[n] . A HC
of D is a rooted binary tree T with exactly n leaves, such that each leaf corresponds to a datapoint in
D, and intermediate nodes represent clusters. For two leaves (i, j) in T , we denote i ∨ j their LCA,
and T [i ∨ j] the subtree rooted at i ∨ j, which represents the smallest cluster containing both i and j.
In particular, we denote leaves(T [i ∨ j]) the leaves of T [i ∨ j], which correspond to datapoints in the
cluster i ∨ j. Finally, given three leaf nodes (i, j, k) in T , we say that the relation {i, j|k} holds if
i ∨ j is a descendant of i ∨ j ∨ k (Fig. 1a). In this scenario, we have i ∨ k = j ∨ k.
HC discrete optimization framework The goal of HC is to find a binary tree T that is mindful of pairwise similarities in the data. Dasgupta [25] introduced a cost function over possible
binary trees with the crucial property that good trees should have a low cost: CDasgupta (T ; w) =
P
ij wij |leaves(T [i ∨ j])|. Intuitively, a good tree for Dasgupta’s cost merges similar nodes (high
wij ) first in the hierarchy (small subtree). In other words, a good tree should cluster the data such
that similar datapoints have LCAs further from the root than dissimilar datapoints. As the quantity
|leaves(T [i ∨ j])| may be hard to parse, we note here a simpler way to think of this term based on
triplets of datapoints i, j, k: whenever a tree splits i, j, k for the first time, then k ∈
/ leaves(T [i ∨ j])
if and only if k was separated from i, j. In particular, Wang and Wang [50] observe that:
X
X
CDasgupta (T ; w) =
[wij + wik + wjk − wijk (T ; w)] + 2
wij
ij
(1)
ijk
where wijk (T ; w) = wij 1[{i, j|k}] + wik 1[{i, k|j}] + wjk 1[{j, k|i}],
3

Figure 2: Visualization of H YP HC embeddings and decoded trees during optimization.
which reduces difficult-to-compute quantities about subtree sizes to simpler statements about LCAs.
For binary trees, exactly one of 1[{i, j|k}], 1[{i, k|j}], 1[{j, k|i}] holds, and these are defined
through the notion of LCA. As we shall see next, we can relax this objective using a continuous
notion of LCA in hyperbolic space. Dasgupta’s cost-based perspective leads to a natural optimization
framework for HC, where the goal is to find T ∗ such that:
T∗ =

argmin

CDasgupta (T ; w).

(2)

all binary trees T

3.2

Hyperbolic geometry

Poincaré model of hyperbolic space Hyperbolic geometry is a non-Euclidean geometry with
a constant negative curvature. We work with the Poincaré model with negative curvature −1:
Bd = {x ∈ Rd : ||x||2 ≤ 1}. Curvature measures how an object deviates from a flat surface; small
absolute curvature values recover Euclidean geometry, while negative curvatures become “tree-like”.
Distance function and geodesics The hyperbolic distance between two points (x, y) ∈ (Bd )2 is:


||x − y||22
−1
1+2
.
(3)
d(x, y) = cosh
(1 − ||x||22 )(1 − ||y||22 )
If y = o, the origin of the hyperbolic space, the distance function has the simple expression:
do (x) := d(o, x) = 2 tanh−1 (||x||2 ). This distance function induces two types of geodesics:
straight lines that go through the origin, and segments of circles perpendicular to the boundary of the
ball. These geodesics resemble shortest paths in trees: the hyperbolic distance between two points
approaches the sum of distances between the points and the origin, similar to trees, where the shortest
path between two nodes goes through their LCA (Fig. 1).

4

Hyperbolic Hierarchical Clustering

Our goal is to relax the discrete optimization problem in Eq. (2). To do so, we represent trees
using the hyperbolic embeddings of their leaves in the Poincaré disk (Section 4.1).2 We introduce a
differentiable HC cost, using a continuous LCA analogue (Section 4.2), and then propose a decoding
algorithm, dec(·), which maps embeddings to discrete binary trees (Section 4.3). Our main result
is that, when embeddings are optimized over a special set of spread embeddings (Definition 4.1),
solving our continuous relaxation yields a (1 + ε)-approximation to the minimizer of Dasgupta’s cost
(Section 4.4), where ε can be made arbitrarily small. Next, we present our continuous optimization
framework and then detail the different components of H YP HC.
H YP HC continuous optimization framework Formally, if Z ⊂ Bn2 denotes an arbitrary constrained set of embeddings, we propose to optimize the following continuous constrained optimization
problem as a proxy for the discrete problem in Eq. (2):
Z ∗ = argminZ∈Z CH YP HC (Z; w, τ ) and T = dec(Z ∗ )

(4)

where CH YP HC (·; w, τ ) is our differentiable cost and τ is a temperature used to relax the max function.
2
We developed our theory in two dimensions. As shown in Sala et al. [45], this can present optimization
difficulties due to precision requirements. However, using Prop 3.1 of [45], we can increase the dimension to
reduce this effect.
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4.1

Continuous tree representation via hyperbolic embeddings

To perform gradient-based HC, one needs a continuous parameterization of possible binary trees on a
fixed number of leaves. We parameterize binary trees using the (learned) hyperbolic embedding of
their leaves. Our insight is that because hyperbolic space induces a close correspondence between
embeddings and tree metrics [46], the leaf embeddings alone provide enough information to recover
the full tree. In fact, as hyperbolic points are pushed towards the boundary, the embedding becomes
more tree-like (Fig. 2) [45]. Thus, rather than optimize over all possible tree structures, which
could lead to combinatorial explosion, we embed only the leaf nodes in the Poincaré disk using an
embedding look-up:
i → zi ∈ B2 .
(5)
These leaves’ embeddings are optimized with gradient-descent using a continuous relaxation of
Dasgupta’s cost (Section 4.2), and are then decoded into a discrete binary tree to produce a HC on
the leaves (Section 4.3).
4.2

Differentiable objective function

Having a continuous representation of trees is not sufficient for gradient-based HC, since Dasgupta’s
cost requires computing the discrete LCA. We leverage the similarities between geodesics in hyperbolic space and shortest paths in trees, to derive a continuous analogue of the discrete LCA. We then
use this hyperbolic LCA to introduce a differentiable version of Dasgupta’s cost, CH YP HC (·; w, τ ).
Hyperbolic lowest common ancestor Given two leaf nodes i and j, their LCA i ∨ j in T is the
node on the shortest path connecting i and j (denoted i
j) that is closest to the root node r:
i ∨ j = argmink∈i j dT (r, k).
(6)

Analogously, we define the hyperbolic LCA between two points (zi , zj ) in hyperbolic space as the
point on their geodesic (shortest path, denoted zi
zj ) that is closest to the origin (the root):
zi ∨ zj := argminz∈zi zj d(o, z).
(7)

Note that zi ∨ zj is also the orthogonal projection of the origin onto the geodesic (Fig. 1) and its
hyperbolic distance to the origin can be computed exactly.
Lemma 4.1. Let (x, y) ∈ (B2 )2 and x ∨ y denote the point on the geodesic connecting x and y that
minimizes the distance to the origin o. Let θ be the angle between (x, y) and α be the angle between
(x, x ∨ y). We have:



1
||x||2 (||y||22 + 1)
α = tan−1
−
cos(θ)
,
sin(θ) ||y||2 (||x||22 + 1)
p
and do (x ∨ y) = 2 tanh−1 ( R2 + 1 − R),
(8)
s

2
||x||22 + 1
where R =
− 1.
2||x||2 cos(α)
We provide a high-level overview of the proof and refer to Appendix C for a detailed derivation.
Geodesics in the Poincaré disk are straight lines that go through the origin or segments of circles that
are orthogonal to the boundary of the disk. In particular, given two points, one can easily compute
the coordinates of the circle that goes through the points and that is orthogonal to the boundary of the
disk using circle inversions [9]. One can then use this circle to recover the hyperbolic LCA, which is
simply the point on the diameter that is closest to the origin (i.e. smallest Euclidean norm).
H YP HC’s objective function The non-differentiable term in Eq. (1) is wijk (T ; w), which is the
similarity of the pair that has the deepest LCA in T , i.e. the LCA that is farthest—in tree distance—
from the root. We use this qualitative interpretation to derive a continuous version of Dasgupta’s cost.
Consider an embedding of T with n leaves, Z = {z1 , . . . , zn }. The notion of deepest LCA can be
extended to continuous embeddings by looking at the continuous LCA that is farthest—in hyperbolic
distance—from the origin. Our differentiable HC objective is then:
X
X
CH YP HC (Z; w, τ ) =
(wij + wik + wjk − wH YP HC,ijk (Z; w, τ )) + 2
wij
ijk
ij
(9)
where wH YP HC,ijk (Z; w, τ ) = (wij , wik , wjk ) · στ (do (zi ∨ zj ), do (zi ∨ zk ), do (zj ∨ zk ))> ,
P
and στ (·) is the scaled softmax function: στ (α)i = eαi /τ / j eαj /τ .
5

4.3

Hyperbolic decoding

The output of HC needs to be a discrete binary tree, and optimizing the H YP HC loss in Eq. (4)
only produces leaves’ embeddings. We propose a way to decode a binary tree structure from
embeddings by iteratively merging the most similar pairs based on their hyperbolic LCA distance
to the origin (Algorithm 1). Intuitively, because dec(·) uses LCA distances to the origin (and not
pairwise distances), it can recover the underlying tree that is directly being optimized by H YP HC
(which is only defined through these LCA depths).
Algorithm 1 Hyperbolic binary tree decoding dec(Z)
Input: Embeddings Z = {z1 , . . . , zn }; Output: Rooted binary tree with n leaves.
F ← forest ({i} : i ∈ [n])
S ← {(i, j): pairs sorted by deepest hyperbolic LCA (do (zi ∨ zj ))};
for (i, j) ∈ S do
if i and j not in same tree in F then
ri , rj ← roots of trees containing i, j;
create new node with children ri , rj ;
8: return F (which is a binary tree at the end of the algorithm)
1:
2:
3:
4:
5:
6:
7:

4.4

Approximation ratio result

Assuming one can perfectly solve the constrained optimization in Eq. (4), our main result is that
the solution of the continuous optimization, once decoded, recovers the optimal tree with a constant
approximation factor, which can be made arbitrarily small. We first provide more conditions on the
constrained set of embeddings in Eq. (4) by introducing a special set of spread embeddings Z ⊂ Bn2 :
Definition 4.1. An embedding Z ∈ Bn2 is called spread if for every triplet (i, j, k):

max{do (zi ∨ zj ), do (zi ∨ zk ), do (zj ∨ zk )} − min{do (zi ∨ zj ), do (zi ∨ zk ), do (zj ∨ zk )} > δ · O(n),
(10)
where δ is a constant of hyperbolic space (Gromov’s delta hyperbolicity, see Appendix B.2).
Intuitively, the spread constraints spread points apart and force hyperbolic LCAs to be distinguishable from each other. Theoretically, we show that this induces a direct correspondence between
embeddings and binary trees, i.e. the embeddings yield a metric that is close to that of a binary
tree metric. More concretely, every spread leaf embedding is compatible with an underlying tree,
in the sense that our decoding algorithm is guaranteed to return the underlying tree. This is the
essence of the correspondence between spread embeddings and trees, which is the main ingredient
behind Theorem 4.1.
Theorem 4.1. Consider a dataset with n datapoints and pairwise similarities (wij ) and let T ∗ be
the solution of Eq. (2). Let Z be the set of spread embeddings and Z ∗ ∈ Z be the solution of Eq. (4)
for some τ > 0. For any ε > 0, if τ ≤ O(1/ log(1/ε)), then:
CDasgupta (dec(Z ∗ ); w)
≤ 1 + ε.
CDasgupta (T ∗ ; w)

(11)

The proof is detailed in Appendix D. The insight is that when embeddings are sufficiently spread out,
there is an equivalence between leaf embeddings and trees. In one direction, we show that any spread
embedding Z has a continuous cost CH YP HC (Z; w, τ ) close to the discrete cost CDasgupta (T ; w) of
some underlying tree T . Conversely, we can leverage classical hyperbolic embedding results [46] to
show that Dasgupta’s optimum T ∗ can be embedded as a spread embedding in Z.
Optimization challenges Note that smaller τ values in Eq. (11) lead to better approximation
guarantees but make the optimization more difficult. Indeed, hardness in the discrete problem arises
from the difficulty in enumerating all possible solutions with discrete exhaustive search; on the other
hand, in this continuous setting it is easier to specify the solution, which trades off for challenges
arising from nonconvex optimization—i.e. how do we find the global minimizer of the constrained
optimization problem in Eq. (4). In our experiments, we use a small constant for τ following standard
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Cost

Discrete

Continuous
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Table 1: Clustering quality results measured in discrete Dasgupta’s cost (DC). Best score in bold,
second best underlined. Dashes indicate that the method could not scale to large datasets.

practice. To optimize over the set of spread embeddings, one could add triplet constraints on the
embeddings to the objective function. We empirically find that even solutions of the unconstrained
problem found with stochastic gradient descent have a good approximation ratio for the discrete
objective, compared to baseline methods (Section 6.2).

5

H YP HC Practical Considerations

Here, we propose two empirical techniques to reduce the runtime complexity of H YP HC and
improve its scalability, namely triplet sampling and a greedy decoding algorithm. Note that while
our theoretical guarantees in Theorem 4.1 are valid under the assumptions that we use the exact
decoding and compute the exact loss, we empirically validate that H YP HC, combined with these two
techniques, still produces a clustering of good quality in terms of Dasgupta’s cost (Section 6.3).
Greedy decoding Algorithm 1 requires solving the closest pair problem, for which an almostquadratic n2−o(1) lower bound holds under plausible complexity-theoretic assumptions [3, 22].
Instead, we propose a greedy top-down decoding that runs significantly faster. We normalize leaves’
embeddings so that they lie on a hyperbolic diameter and sort them based on their angles in the
Poincaré disk. We then recursively split the data into subsets using the largest angle split (Fig. 8
in Appendix E.2). Intuitively, if points are normalized, the LCA distance to the origin is a monotonic
function of the angle between points. Therefore, this top-down decoding acts as a proxy for the
bottom-up decoding in Algorithm 1. In the worst case, this algorithm runs in quadratic time. However,
if the repeated data splits are roughly evenly sized, it can be asymptotically faster, i.e., O(n log n). In
our experiments, we observe that this algorithm is significantly faster than the exact decoding.
Triplet sampling Computing the loss term in Eq. (9) requires summing over all triplets which
takes O(n3 ) time. Instead, we generate all unique pairs of leaves and sample a third leaf uniformly at
random from all the other leaves, which yields roughly n2 triplets. Note that an important benefit of
H YP HC is that no matter how big the input is, H YP HC can always produce a clustering by sampling
fewer triplets. We view this as an interesting opportunity to scale to large datasets and discuss the
scalability-clustering quality tradeoff of H YP HC in Section 6.3. Finally, note that triplet sampling
can be made parallel, unlike agglomerative algorithms, even if both take O(n2 ) time.

6

Experiments

We first describe our experimental protocol (Section 6.1) and evaluate the clustering quality of
H YP HC in terms of discrete Dasgupta cost (Section 6.2). We then analyze the clustering quality/speed tradeoffs of H YP HC (Section 6.3). Finally, we demonstrate the flexibility of H YP HC
using end-to-end training for a downstream classification task (Section 6.4).
6.1

Experimental setup

We describe our experimental setup and refer to Appendix E.1 for more details.
7

Datasets We measure the clustering quality of H YP HC on six standard datasets from the UCI
Machine Learning repository,3 as well as CIFAR-100 [35], which exhibits a hierarchical structure
(each image belongs to a fine-grained class that is itself part of a coarse superclass). Note that the
setting studied in this work is similarity-based HC, where the input is only pairwise similarities, rather
than features representing the datapoints. For all datasets, we use the cosine similarity to compute a
complete input similarity graph.
Baselines We compare H YP HC to similarity-based HC methods, including competitive agglomerative clustering approaches such as single, average, complete and Ward Linkage (SL, AL, CL and
WL respectively). We also compare to Bisecting K-Means (BKM) [40], which is a fast top-down
algorithm that splits the data into two clusters at every iteration using local search.4 Finally, we
compare to the recent gradient-based Ultrametric Fitting (UFit) approach [19].5
Evaluation metrics Our goal in this work is not to show an advantage on different heuristics, but
rather to optimize a single well-defined search problem to the best of our abilities. We therefore
measure the clustering quality by computing the discrete Dasgupta Cost (DC). A lower DC means a
better clustering quality. We also report upper and lower bounds for DC (defined in the Appendix E.1).
For classification experiments (Section 6.4) where the goal is to predict labels, we measure the
classification accuracy.
Training procedure We train H YP HC for 50 epochs (of the sampled triples) and optimize embeddings with Riemannian Adam [7]. We set the embedding dimension to two in all experiments, and
normalize embeddings during optimization as described in the greedy decoding strategy (Section 5).
We perform a hyper-parameter search over learning rate values [1e−3 , 5e−4 , 1e−4 ] and temperature
values [1e−1 , 5e−2 , 1e−2 ].
Implementation We implemented HypHC in PyTorch and make our implementation publicly
available.6 To optimize the H YP HC loss in Eq. (9), we used the open-source Riemannian optimization
software geoopt [32]. We conducted our experiments on a single NVIDIA Tesla P100 GPU.
6.2

Clustering quality

We report the performance of H YP HC—fast version with greedy decoding and triplet sampling—
in Table 1, and compare to baseline methods. On all datasets, H YP HC outperforms or matches the
performance of the best discrete method, and significantly improves over UFit, the only similaritybased continuous method. This confirms our intuition that directly optimizing a continuous relaxation
of Dasgupta’s objective can improve clustering quality, compared to baselines that are optimized
independently of the objective.
We visualize embeddings during different iterations of H YP HC on the zoo dataset in Fig. 2. Colors
indicate ground truth flat clusters for the datapoints and we observe that these are better separated
in the dendrogram as optimization progresses. We note that embeddings are pushed towards the
boundary of the disk, where the hyperbolic distances are more “tree-like” and produce a better HC.
This illustrates our intuition that the optimal embedding will be close to a tree metric embedding.
6.3

Analysis

In our experiments, we used the greedy decoding Algorithm and triplet sampling with O(n2 )
triplets (Section 5). Since our theoretical guarantees apply to the full triplet loss and exact decoding, we are interested in understanding how much quality is lost by using these two empirical
techniques.
Decoding We report HC costs obtained using the exact (Section 4.3) and the greedy (Section 5)
decoding in Fig. 3b, as well as the corresponding runtime in milliseconds (ms), averaged over 10
runs. We observe that the greedy decoding is approximately 60 times faster than the exact decoding,
while still achieving almost the same cost. This confirms that, when embeddings are normalized in
two dimensions, using angles as a proxy for the LCA’s distances to the origin is a valid approach.
3

https://archive.ics.uci.edu/ml/datasets.php
BKM is the direct analog of Hierarchical K-Means in the context of similarity-based HC [40].
5
Note that we do not directly compare to gHHC [39] since this method requires input features. For
completeness, we include a comparison in the Appendix E.3.
6
https://github.com/HazyResearch/HypHC
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Normalized Dasgupta’s cost

Cost versus number of sampled triplets
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Figure 3: (a): Triplet sampling analysis. (b): Downstream classification task. (c): Decoding analysis.

Triplet sampling We plot the discrete cost (normalized to be in [0, 1]) of H YP HC for different
number of sampled triplets in Fig. 3a. As expected, we note that increasing the number of sampled
triplets reduces DC, and therefore improves the clustering quality. This tradeoff forms one of the key
benefits of using gradient-based methods: H YP HC can always produce a hierarchical clustering, no
matter how large the input is, at the cost of reducing clustering quality or increasing runtime. In our
experiments, we find that O(n2 ) is sufficient to achieve good clustering quality, which is the most
expensive step of H YP HC in terms of runtime complexity. Future work could explore better triplet
sampling strategies, to potentially use less triplets while still achieving a good clustering quality.
6.4

End-to-end training

Here, we demonstrate the flexibility of our approach and the benefits of joint training on a downstream
similarity-based classification task. Since H YP HC is optimized with gradient-descent, it can be used
in conjunction with any standard ML pipeline, such as downstream classification. We consider four
of the HC datasets that come with categorical labels for leaf nodes, split into training, testing and
validation sets (30/60/10% splits). We follow a standard graph-based semi-supervised learning setting,
where all the nodes (trainining/validation/testing) are available at training time, but only training
labels can be used to train the models. We use the embeddings learned by H YP HC as input features
for a hyperbolic logistic regression model [27]. Note that none of the other discrete HC methods
apply here, since these do not produce representations. In Fig. 3c, we compare jointly optimizing the
H YP HC and the classification loss (End-to-End) versus a two-step embed-then-classify approach
which trains the classification module using freezed H YP HC embeddings (Two-Step) (average scores
and standard deviation computed over 5 runs). We also compare to Label Propagation (LP), which
is a simple graph-based semi-supervised algorithm that does not perform any clustering step. We
find that LP is outperformed by both the end-to-end and the two-step approaches on most datasets,
suggesting that clustering learns meaningful partitions of the input similarity graph. Further, we
observe that end-to-end training improves classification accuracy by up to 3.8%, confirming the
benefits of a differentiable method for HC.
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Conclusion

We introduced H YP HC, a differentiable approach to learn HC with gradient-descent in hyperbolic
space. H YP HC uses a novel technical approach to optimize over discrete trees, by showing an
equivalence between trees and constrained hyperbolic embeddings. Theoretically, H YP HC has
a (1 + ε)-factor approximation to the minimizer of Dasgupta’s cost, and empirically, H YP HC
outperforms existing HC algorithms. While our theoretical analysis assumes a perfect optimization,
interesting future directions include a better characterization of the hardness arising from optimization
challenges, as well as providing an approximation for the continuous optimum. While no constant
factor approximation of the continuous optimum is possible, achieving better (e.g. polylogarithmic)
approximations, is an interesting future direction for this work. Finally, we note that our continuous
optimization framework can be extended beyond the scope of HC, to applications that require
searching of discrete tree structures, such as constituency parsing in natural language processing.
9

Broader Impact
Clustering is arguably one of the most commonly used tools in computer science applications. Here,
we study a variation where the goal is to output a hierarchy over clusters, as data often contain
hierarchical structures. We believe our approach based on triplet sampling and optimization should
not raise any ethical considerations, to the extent that the input data for our algorithm is unbiased. Of
course, bias in data is by itself another challenging problem, as biases can lead to unfair clustering and
discriminatory decisions for different datapoints. However here we study a downstream application,
after data has been collected. As such, we hope only a positive impact can emerge from our work, by
more faithfully finding hierarchies in biological, financial, or network data, as these are only some of
the applications that we listed in the introduction.

Acknowledgments
We gratefully acknowledge the support of DARPA under Nos. FA86501827865 (SDH) and
FA86501827882 (ASED); NIH under No. U54EB020405 (Mobilize), NSF under Nos. CCF1763315
(Beyond Sparsity), CCF1563078 (Volume to Velocity), and 1937301 (RTML); ONR under No.
N000141712266 (Unifying Weak Supervision); the Moore Foundation, NXP, Xilinx, LETI-CEA,
Intel, IBM, Microsoft, NEC, Toshiba, TSMC, ARM, Hitachi, BASF, Accenture, Ericsson, Qualcomm,
Analog Devices, the Okawa Foundation, American Family Insurance, Google Cloud, Swiss Re,
the HAI-AWS Cloud Credits for Research program, TOTAL, and members of the Stanford DAWN
project: Teradata, Facebook, Google, Ant Financial, NEC, VMWare, and Infosys. The U.S. Government is authorized to reproduce and distribute reprints for Governmental purposes notwithstanding
any copyright notation thereon. Any opinions, findings, and conclusions or recommendations expressed in this material are those of the authors and do not necessarily reflect the views, policies, or
endorsements, either expressed or implied, of DARPA, NIH, ONR, or the U.S. Government.

References
[1] Amir Abboud, Vincent Cohen-Addad, and Hussein Houdrougé. Subquadratic high-dimensional hierarchical
clustering. In Advances in Neural Information Processing Systems, pages 11576–11586, 2019.
[2] Sara Ahmadian, Vaggos Chatziafratis, Alessandro Epasto, Euiwoong Lee, Mohammad Mahdian, Konstantin Makarychev, and Grigory Yaroslavtsev. Bisect and conquer: Hierarchical clustering via max-uncut
bisection. arXiv preprint arXiv:1912.06983, 2019.
[3] Josh Alman and Ryan Williams. Probabilistic polynomials and hamming nearest neighbors. In 2015 IEEE
56th Annual Symposium on Foundations of Computer Science, pages 136–150. IEEE, 2015.
[4] Noga Alon, Yossi Azar, and Danny Vainstein. Hierarchical clustering: a 0.585 revenue approximation.
2020.
[5] Nikhil Bansal, Avrim Blum, and Shuchi Chawla. Correlation clustering. Machine Learning, 56(1-3):89–
113, 2004.
[6] MohammadHossein Bateni, Soheil Behnezhad, Mahsa Derakhshan, MohammadTaghi Hajiaghayi, Raimondas Kiveris, Silvio Lattanzi, and Vahab Mirrokni. Affinity clustering: Hierarchical clustering at scale.
In Advances in Neural Information Processing Systems, pages 6864–6874, 2017.
[7] Gary Bécigneul and Octavian-Eugen Ganea. Riemannian adaptive optimization methods. arXiv preprint
arXiv:1810.00760, 2018.
[8] Brian H Bowditch. A course on geometric group theory, msj memoirs, vol. 16, mathematical society of
japan, tokyo, 2006. MR2243589 (2007e: 20085), 2007.
[9] DA Brannan, F Esplen, and JJ Gray. Geometry. sl cambridge, 2011.
[10] Manfredo Perdigao do Carmo. Riemannian geometry. Birkhäuser, 1992.
[11] Ines Chami, Sami Abu-El-Haija, Bryan Perozzi, Christopher Ré, and Kevin Murphy. Machine learning on
graphs: A model and comprehensive taxonomy. arXiv preprint arXiv:2005.03675, 2020.

10

[12] Ines Chami, Adva Wolf, Da-Cheng Juan, Frederic Sala, Sujith Ravi, and Christopher Ré. Low-dimensional
hyperbolic knowledge graph embeddings. In Proceedings of the 58th Annual Meeting of the Association
for Computational Linguistics, pages 6901–6914, Online, July 2020. Association for Computational
Linguistics.
[13] Ines Chami, Zhitao Ying, Christopher Ré, and Jure Leskovec. Hyperbolic graph convolutional neural
networks. In Advances in Neural Information Processing Systems, pages 4869–4880, 2019.
[14] Moses Charikar and Vaggos Chatziafratis. Approximate hierarchical clustering via sparsest cut and
spreading metrics. In Proceedings of the Twenty-Eighth Annual ACM-SIAM Symposium on Discrete
Algorithms, pages 841–854. SIAM, 2017.
[15] Moses Charikar, Vaggos Chatziafratis, and Rad Niazadeh. Hierarchical clustering better than averagelinkage. In Proceedings of the Thirtieth Annual ACM-SIAM Symposium on Discrete Algorithms, pages
2291–2304. SIAM, 2019.
[16] Moses Charikar, Vaggos Chatziafratis, Rad Niazadeh, and Grigory Yaroslavtsev. Hierarchical clustering
for euclidean data. In The 22nd International Conference on Artificial Intelligence and Statistics, pages
2721–2730, 2019.
[17] Moses Charikar, Venkatesan Guruswami, and Anthony Wirth. Clustering with qualitative information.
Journal of Computer and System Sciences, 71(3):360–383, 2005.
[18] Evangelos Chatziafratis. Hierarchical clustering with global objectives: Approximation algorithms and
hardness results. https://cs.stanford.edu/~vaggos/vaggos_thesis.pdf, 2020. PhD Thesis,
Stanford University.
[19] Giovanni Chierchia and Benjamin Perret. Ultrametric fitting by gradient descent. In Advances in neural
information processing systems, pages 3175–3186, 2019.
[20] Vincent Cohen-Addad, Varun Kanade, and Frederik Mallmann-Trenn. Hierarchical clustering beyond the
worst-case. In Advances in Neural Information Processing Systems, pages 6201–6209, 2017.
[21] Vincent Cohen-Addad, Varun Kanade, Frederik Mallmann-Trenn, and Claire Mathieu. Hierarchical
clustering: Objective functions and algorithms. Journal of the ACM (JACM), 66(4):1–42, 2019.
[22] Karthik CS and Pasin Manurangsi. On closest pair in euclidean metric: Monochromatic is as hard as
bichromatic. In 10th Innovations in Theoretical Computer Science Conference (ITCS 2019). Schloss
Dagstuhl-Leibniz-Zentrum fuer Informatik, 2018.
[23] Andrej Cvetkovski and Mark Crovella. Hyperbolic embedding and routing for dynamic graphs. In IEEE
INFOCOM 2009, pages 1647–1655. IEEE, 2009.
[24] Sanjoy Dasgupta. Performance guarantees for hierarchical clustering. In International Conference on
Computational Learning Theory, pages 351–363. Springer, 2002.
[25] Sanjoy Dasgupta. A cost function for similarity-based hierarchical clustering. In Proceedings of the
forty-eighth annual ACM symposium on Theory of Computing, pages 118–127, 2016.
[26] Joseph Felsenstein. Inferring phylogenies, volume 2. Sinauer associates Sunderland, MA, 2004.
[27] Octavian Ganea, Gary Bécigneul, and Thomas Hofmann. Hyperbolic neural networks. In Advances in
neural information processing systems, pages 5345–5355, 2018.
[28] Mikhael Gromov. Hyperbolic groups. In Essays in group theory, pages 75–263. Springer, 1987.
[29] John A Hartigan. Clustering algorithms. John Wiley & Sons, Inc., 1975.
[30] Katherine A Heller and Zoubin Ghahramani. Bayesian hierarchical clustering. In Proceedings of the 22nd
international conference on Machine learning, pages 297–304, 2005.
[31] Robert Kleinberg. Geographic routing using hyperbolic space. In IEEE INFOCOM 2007-26th IEEE
International Conference on Computer Communications, pages 1902–1909. IEEE, 2007.
[32] Max Kochurov, Rasul Karimov, and Sergei Kozlukov. Geoopt: Riemannian optimization in pytorch. arXiv
preprint arXiv:2005.02819, 2020.
[33] Alexander Kolesnikov, Lucas Beyer, Xiaohua Zhai, Joan Puigcerver, Jessica Yung, Sylvain Gelly,
and Neil Houlsby. Large scale learning of general visual representations for transfer. arXiv preprint
arXiv:1912.11370, 2019.

11

[34] Dmitri Krioukov, Fragkiskos Papadopoulos, Maksim Kitsak, Amin Vahdat, and Marián Boguná. Hyperbolic
geometry of complex networks. Physical Review E, 82(3):036106, 2010.
[35] Alex Krizhevsky et al. Learning multiple layers of features from tiny images. 2009.
[36] Jure Leskovec, Anand Rajaraman, and Jeffrey David Ullman. Mining of massive data sets. Cambridge
university press, 2019.
[37] Qi Liu, Maximilian Nickel, and Douwe Kiela. Hyperbolic graph neural networks. In Advances in Neural
Information Processing Systems, pages 8228–8239, 2019.
[38] Nicholas Monath, Ari Kobren, Akshay Krishnamurthy, and Andrew McCallum. Gradient-based hierarchical
clustering. In NIPS Workshop on Discrete Structures in Machine Learning, 2017.
[39] Nicholas Monath, Manzil Zaheer, Daniel Silva, Andrew McCallum, and Amr Ahmed. Gradient-based
hierarchical clustering using continuous representations of trees in hyperbolic space. In Proceedings of the
25th ACM SIGKDD International Conference on Knowledge Discovery & Data Mining, pages 714–722,
2019.
[40] Benjamin Moseley and Joshua Wang. Approximation bounds for hierarchical clustering: Average linkage,
bisecting k-means, and local search. In Advances in Neural Information Processing Systems, pages
3094–3103, 2017.
[41] Maximillian Nickel and Douwe Kiela. Poincaré embeddings for learning hierarchical representations. In
Advances in Neural Information Processing Systems, pages 6338–6347, 2017.
[42] Maximillian Nickel and Douwe Kiela. Learning continuous hierarchies in the lorentz model of hyperbolic
geometry. In International Conference on Machine Learning, pages 3779–3788, 2018.
[43] Fragkiskos Papadopoulos, Maksim Kitsak, M Ángeles Serrano, Marián Boguná, and Dmitri Krioukov.
Popularity versus similarity in growing networks. Nature, 489(7417):537–540, 2012.
[44] Aurko Roy and Sebastian Pokutta. Hierarchical clustering via spreading metrics. The Journal of Machine
Learning Research, 18(1):3077–3111, 2017.
[45] Frederic Sala, Chris De Sa, Albert Gu, and Christopher Ré. Representation tradeoffs for hyperbolic
embeddings. In International Conference on Machine Learning, pages 4460–4469, 2018.
[46] Rik Sarkar. Low distortion delaunay embedding of trees in hyperbolic plane. In International Symposium
on Graph Drawing, pages 355–366. Springer, 2011.
[47] Therese Sørlie, Charles M Perou, Robert Tibshirani, Turid Aas, Stephanie Geisler, Hilde Johnsen, Trevor
Hastie, Michael B Eisen, Matt Van De Rijn, Stefanie S Jeffrey, et al. Gene expression patterns of breast
carcinomas distinguish tumor subclasses with clinical implications. Proceedings of the National Academy
of Sciences, 98(19):10869–10874, 2001.
[48] Christos Sotiriou, Soek-Ying Neo, Lisa M McShane, Edward L Korn, Philip M Long, Amir Jazaeri,
Philippe Martiat, Steve B Fox, Adrian L Harris, and Edison T Liu. Breast cancer classification and
prognosis based on gene expression profiles from a population-based study. Proceedings of the National
Academy of Sciences, 100(18):10393–10398, 2003.
[49] Michael Steinbach, George Karypis, and Vipin Kumar. A comparison of document clustering techniques.
In KDD workshop on text mining, volume 400, pages 525–526. Boston, 2000.
[50] Dingkang Wang and Yusu Wang. An improved cost function for hierarchical cluster trees. arXiv preprint
arXiv:1812.02715, 2018.

12

