Optimal Decision Tree with Noisy Outcomes

Abstract

A fundamental task in active learning involves performing a sequence of tests to
identify an unknown hypothesis that is drawn from a known distribution. This
problem, known as optimal decision tree induction, has been widely studied for
decades and the asymptotically best-possible approximation algorithm has been
devised for it. We study a generalization where certain test outcomes are noisy,
even in the more general case when the noise is persistent, i.e., repeating a test gives
the same noisy output, disallowing simple repetition as a way to gain confidence.
We design new approximation algorithms for both the non-adaptive setting, where
the test sequence must be fixed a-priori, and the adaptive setting where the test
sequence depends on the outcomes of prior tests. Previous work in the area
assumed at most a logarithmic number of noisy outcomes per hypothesis and
provided approximation ratios that depended on parameters such as the minimum
probability of a hypothesis. Our new approximation algorithms provide guarantees
that are nearly best-possible and work for the general case of a large number of
noisy outcomes per test or per hypothesis where the performance degrades smoothly
with this number. Our results adapt and generalize methods used for submodular
ranking and stochastic set cover. We evaluate the performance of our algorithms
on two natural applications with noise: toxic chemical identification and active
learning of linear classifiers. Despite our theoretical logarithmic approximation
guarantees, our methods give solutions with cost very close to the information
theoretic minimum, demonstrating the effectiveness of our methods.

1 Introduction

The classic optimal decision tree (ODT) problem involves identifying an initially unknown hypothesis
Z that is drawn from a known probability distribution over a set of m possible hypotheses. We can
perform tests in order to distinguish between these hypotheses. Each test produces a binary outcome
(positive or negative) and the precise outcome of each hypothesis-test pair is known beforehandﬂ So
an instance of ODT can be viewed as a £1 matrix with the hypotheses as rows and tests as columns.
The goal is to identify hypothesis Z using the minimum number of tests in expectation.

As a motivating application, consider the following task in medical diagnosis [27]. A doctor needs
to diagnose a patient’s disease by performing tests. Given an a priori probability distribution over
possible diseases, what sequence of tests should the doctor perform? Another application is in active
learning [[L1]. Given a set of data points, one wants to learn a classifier that labels the points correctly
as positive and negative. There is a set of m possible classifiers which is assumed to contain the true
classifier. In the Bayesian setting, which we consider, the true classifier is drawn from some known
probability distribution. The goal is to identify the true classifier by querying labels at the minimum
number of points (in expectation). Other applications include entity identification in databases [6]]
and experimental design to choose the most accurate theory among competing candidates [[15]].

An important issue that is not considered in the classic ODT model is that of unknown or noisy
outcomes. In fact, our research was motivated by a dataset involving toxic chemical identification

"We consider binary test outcomes only for simplicity: our results also hold for finitely many outcomes.
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where the outcomes of many hypothesis-test pairs are stated as unknown (one of our experimental
results is also on this dataset). Prior work incorporating noise in ODT [[15]] is restricted to settings
with very sparse noise. In this paper, we design approximation algorithms for the noisy optimal
decision tree problem in full generality.

We consider a standard model for persistent noise. Certain outcomes (i.e., entries in the hypothesis-
test matrix) are random with a known distribution: for simplicity we treat each noisy outcome as
an unbiased 1 random variable. Our results extend directly to the case when each noisy outcome
has a different probability of being £1. Persistent noise means that repeating the same test always
produces the same +1 outcome. We assume that the instance is identifiable, i.e., a unique hypothesis
can always be identified irrespective of the noisy outcomes. (This assumption can be relaxed: see §6])

We consider both non-adaptive policies (where the test sequence is fixed upfront) and adaptive
policies (where the test sequence is built incrementally and depends on observed test outcomes).
Clearly, adaptive policies perform at least as well as non-adaptive onesE] However, non-adaptive
policies are very simple to implement (requiring minimal incremental computation) and may be
preferred in time-sensitive applications. Our main contributions are:

e an O(log m)-approximation algorithm for non-adaptive ODT with noise.

e an O(min(h,r) + logm)-approximation algorithm for adaptive ODT with noise, where h
(resp. r) is the maximum number of noisy outcomes for any hypothesis (resp. test).

e an O(log m)-approximation algorithm for adaptive ODT with noise when every test has at
least m — O(y/m) noisy outcomes.

e experimental results on applications to toxic chemical identification and active learning.

We note that both non-adaptive and adaptive versions (even for usual ODT) generalize the set cover
problem: so an Q(log m) approximation ratio is the best possible (unless P=NP).

Related Work The optimal decision tree problem (without noise) has been extensively studied
for several decades [[12} 211 27, 25| [T}, 2 [7, [19]. The state-of-the-art result [19] is an O(logm)-
approximation, for instances with arbitrary probability distribution and costs. It is also known that
ODT cannot be approximated to a factor better than O(log m), unless P=NP [6].

The application of ODT to Bayesian active learning was formalized in [11]. There are also several
results on the statistical complexity of active learning. e.g. [4}20}[31]], where the focus is on proving
bounds for structured hypothesis classes. In contrast, we consider arbitrary hypothesis classes and
obtain computationally efficient policies with provable approximation bounds relative to the optimal
(instance specific) policy. This approach is similar to that in [11} 16} [13[15/[10, 23]

The noisy ODT problem was studied previously in [15]. Using a connection to adaptive-
submodularity [13]], they obtained an O(log2 —L_)-approximation algorithm for noisy ODT in

Pmin

the presence of very few noisy outcomes; here p,;, < % is the minimum probability of any hy-
pothesis In particular, the running time of the algorithm in [[15] is exponential in the number of
noisy outcomes per hypothesis, which is polynomial only if this number is at most logarithmic in the
number of hypotheses/tests. Our result provides the following improvements (i) the running time is
polynomial irrespective of the number of noisy outcomes and (ii) the approximation ratio is better
by at least one logarithmic factor. We note that a better O(log m) approximation ratio (still only for
very sparse noise) follows from subsequent work on the “equivalence class determination” problem
by [[10]. For this setting, our result is also an O(log m) approximation, but the algorithm is simpler.
More importantly, ours is the first result that can handle any number of noisy outcomes.

Other variants of noisy ODT have also been considered, e.g. [29} 5 8], where the goal is to identify
the correct hypothesis with at least some target probability. The theoretical results in [8] provide
“bicriteria” approximation bounds where the algorithm has a larger error probability than the optimal
policy. Our setting is different because we require zero probability of error.

Many algorithms for ODT (including ours) rely on some underlying submodularity properties. We
briefly survey some background results. The basic submodular cover problem was first considered by

There are also instances where the relative gap between the best adaptive and non-adaptive policies is Q(m)
3The paper [[13] states the approximation ratio as O (log 1/pm», ) because it relied on an erroneous claim in
[13]. The correct approximation ratio, based on [30L[14], is O(log® 1/pmin ).



(331, who proved that the natural greedy algorithm is a (1 + In %)-approximation algorithm, where €

is the minimal positive marginal increment of the function. [3]] obtained an O(log %)—approximation
algorithm for the submodular ranking problem, that involves simultaneously covering multiple
submodular functions; [22] extended this result to also handle costs. [24] studied an adaptive version
of the submodular ranking problem. We utilize results/techniques from these papers.

Finally, we note that there is also work on minimizing the worst-case (instead of average case) cost
in ODT and active learning [28) 32} |17, [18]]. These results are incomparable to ours because we are
interested in the average case, i.e. minimizing expected cost.

2 Problem Definition

We start with defining the optimal decision tree with noise (ODTN) formally. There is a set of m
possible hypotheses with a probability distribution {m, }" ;, from which an unknown hypothesis
Z is drawn. There is also a set U = [n] of binary tests. Each test e € U is associated with a 3-way
partition 7" (e), T~ (e), T*(e) of the hypotheses, where the test outcome is (a) positive if Z lies in
T (e), (b) negative if Z € T~ (e), and (c) positive or negative with probability 3 each if z € T*(e)
(these are noisy outcomes). We assume that conditioned on Z, each noisy outcome is independent.
We also use r,(e) to denote the part of test e that hypothesis  lies in, i.e.

-1 ifzeT (e
re(e) =< +1 ifzeT (e
x  ifzeT*(e)

While we know the 3-way partition T+ (e), T~ (e), T*(e) for each test e € U upfront, we are not
aware of the actual outcomes for the noisy hypothesis-test pairs. It is assumed that the realized
hypothesis Z can be uniquely identified by performing all tests, regardless of the outcomes of *-tests.
This means that for every pair =,y € [m] of hypotheses, there is some test ¢ € U with z € T (e)
and y € T~ (e) or vice-versa. The goal is to perform an adaptive (or non-adaptive) sequence of tests
to identify hypothesis Z using the minimum expected number of tests. Note that expectation is taken
over both the prior distribution of z and the random outcomes of noisy tests for .

In our algorithms and analysis, it will be convenient to work with an expanded set of hypotheses M.
For a binary vector b € {£1}V and hypothesis = € [m], we say b is consistent with z and denote
b~ x,if b, = r,(e) for each e € U with r,(e) # *. Let M = {(b,z) € {1}V x [m] : b ~ 2},
and M, C M be all copies associated with a particular hypothesis « € [m]; note that { M, }™ , is
a partition of M. Each “expanded” hypothesis (b, 2) € M corresponds to the case where the true
hypothesis # = = and the test-outcomes are given by b. We assign the probability gy , = 7, /2"
to each (b, z) € M, where h,, is the number of *-tests for x. Note that conditioned on Z = z, the
probability of observing outcomes b is exactly 27 "=; so Pr[z = x and test outcomes are b] = g .
For any (b,x) € M and e € U, define 7, ,,(¢) = b(e) to be the observed outcome of test e if T = =
and test-outcomes are b. For every expanded hypothesis (b, z) € M and test e € U, define

Tt (e ifry .(e) =—1
Tb@(e):{ ngeg ifrl;:mgegzﬂ ’ 0

which is the subset of (original) hypotheses that can definitely be ruled-out based on test e if T = =
and the test-outcomes are given by b. Note that hypotheses in T (e) are never part of T;, ,.(e) as
their outcome on test e can be positive/negative (so they cannot be ruled-out). For every hypothesis
(b,z) € M, define a monotone submodular function f; . : 2V — [0, 1]:

1
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which equals the fraction of the m — 1 hypotheses (excluding x) that have been ruled-out based on
the tests in S if £ = x and test-outcomes are given by b. Assuming T = x and test-outcomes are
given by b, hypothesis x is uniquely identified after tests .S if and only if f ,(S) = 1.

A non-adaptive policy is specified by just a permutation of tests. The policy performs tests in this
sequence and eliminates incompatible hypotheses until there is a unique compatible hypothesis
(which is ). Note that the number of tests performed under such a policy is still random (depends



on Z and outcomes of noisy tests). An adaptive policy chooses tests incrementally, depending on
prior test outcomes. The state of a policy is a tuple (E,d) where E C U is a subset of tests and
d € {+1}F denotes the observed outcomes on tests in F. An adaptive policy is specified by a
mapping ® : 2V x {£1}Y — U from states to tests, where ®(E, d) is the next test to perform at
state (F, d). Equivalently, we can view a policy as decision tree with nodes corresponding to states,
labels at nodes representing the test performed at that state and branches corresponding to the 41
outcome at the current test. As the number of states can be exponential, we cannot hope to specify
arbitrary adaptive policies. Instead, we want implicit policies ¢, where given any state (E, d), the test
®(E, d) can be computed efficiently. This would imply that the total time taken under any outcome is
polynomial. We note that an optimal policy ¢* can be very complex and the map ®*(E, d) may not
be efficiently computable. We will still compare the performance of our (efficient) policy to ®*.

In this paper, we consider the persistent noise model. That is, repeating a test e with T € T*(e)
always produces the same outcome. An alternative model is non-persistent noise, where each run of
test e with Z € T (e) produces an independent random outcome. The persistent noise model is more
appropriate to handle missing data. It also contains the non-persistent noise model as a special case
(by introducing multiple tests with identical partitions). One can easily obtain an adaptive O(log2 m)-
approximation for the non-persistent model using existing algorithms for noiseless ODT [7]] and
repeating each test O (log m) times. The persistent-noise model that we consider is much harder.

3 Non-Adaptive Algorithm
Our algorithm is based on a reduction to the submodular ranking problem [3]], defined below.

Submodular Function Ranking (SFR) An instance of SFR consists of a ground set U of elements
and a collection of monotone submodular functions {f1, ..., fm }, fo : 2V — [0, 1], with f,.(#) =0
and f(U) = 1 for all z € [m]. Additionally, there is a weight w, > 0 for each € [m]. A solution
is a permutation of the elements U. Given any permutation ¢ of U, the cover time of function f is
C(f,0) == min{t |f(U;e(yo(i)) = 1} where o (i) is the i*" element in o. In words, it is the earliest
time when the value of f reaches the unit threshold. The goal is to find a permutation ¢ of [n] with

minimal total cover time } () w(z) - C(fz, ). We will use the following result:

Theorem 3.1 ([3]). There is an O(log %)—approximation for SFR where € is minimum marginal
increment of any function.

The non-adaptive ODTN problem can be expressed as an instance of SFR as follows. The elements
are the tests U. For each hypothesis-copy (b, ) € M there is a function f; ., (see (Z)) with weight
gv,-- Based on the definition of these functions, the parameter € = ﬁ To see the equivalence, note
that a solution to non-adaptive ODTN is also a permutation o of U and hypothesis z is uniquely
identified under outcome (b, z) exactly when function f; ., has value one. Moreover, the objective of
the ODTN problem is the expected number of tests in ¢ to identify the realized hypothesis z, which

equals

Z Ty Z 27hw : Cb,m(g) - Z b,z * Cb,m(g)v

=1 b~z (bx)eM

where C, (o) is the cover-time of function f; ... It now follows that this SFR instance is equivalent
to the non-adaptive ODTN instance. However, we cannot apply Theorem [3.1] directly to obtain an
O(log m) approximation. This is because we have an exponential number of functions (note | M | can
be exponential in m), which means that a direct implementation of the algorithm from [3]] requires
exponential time. Nevertheless, we show that a variant of the SFR algorithm can be used to obtain:

Theorem 3.2. There is an O(log m)-approximation for non-adaptive ODTN.

The SFR algorithm [3] is a greedy-style algorithm that at any point, having already chosen tests F,
assigns a score to each teste € U \ E of

GE(G) — Z . fb,x({e} U E) - fb,r(E) _ Z Qoo - AE(b7LC, 6), (3)

(b,2)EM:fy o (E)<1 L= fou(E) (bx)EM
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0, otherwise.

where Ag(b, z, e) is the “gain” of test e for the hypothesis-copy b, z. At each step, the algorithm
chooses the test of maximum score. However, we do not know how to compute the score @]) in
polynomial time. Instead, using the fact that Gg(e) is the expectation of Ag(b,x,e) over the
hypothesis-copies (b, z) € M, we will show that we can obtain an approximate maximizer by
sampling. Moreover, Theorem [3.1|also holds when we choose a test with approximately maximum
score: this follows directly from the analysis in [22]]. This sampling approach is still not sufficient
because it can fail when the value Gg(e) is very small. A key observation is, when the score G (e) is
small for all tests e then it must be that, with high probability the already-performed tests £ uniquely
identify hypothesis . Hence the future tests won’t affect the expected cover time by much.

As the realized hypothesis Z can always be identified uniquely, for any pair x, y € [m] of hypotheses,
there is a test where x and y have opposite outcomes (i.e. one is + and the other —). So there is a set
L of at most (’;) tests where hypothesis Z will be uniquely identified by performing all the tests in L.

The non-adaptive ODTN algorithm (Non-Adap) involves two phases. In the first phase, we run
the SFR algorithm using sampling to get estimates G'g(e) of the scores Gg(e) at each step; let
e* = = arg maxeey G g(e) denote the chosen test. If at some step, the maximum sampled score is less
than m 5 then we go to the second phase where we perform all the tests in £ and stop. The number
of samples used to obtain each estimate is polynomial in m; so the overall runtime is polynomial.

We use the following sampling lemma (Chernoff bound).

Lemma 3.3. Let X be a [0, 1] bounded random variable with EX > Q(m™5). Let X denote the
average of m® many independent samples of X. Then Pr [X ¢ [ EX, QEX]] < e~ m),

Proof. Let X1,..., Xy be i.i.d. samples of random variableX where N = mS is the number of
samples. Letting Y = >_ie(n) Xi» the usual Chernoff bound implies for any 6 € (0, 1),

Pr (¥ ¢ [(1 - )EY, (14 HEV]) < exp(—2 - EY).

Setting § = % and using the assumption EY = N - EX = Q(m), the lemma follows. O

Lemma 3.4. Consider any step with S := max.cy Gg(e). If S > m ™5 then Gg(e*) >

ol

Proof. Let S := max.cy Gg(e). We first claim that S > %m_s w.h.p: otherwise, Lemma

would imply S < m~? (we can artificially increase the mean to satisfy the “large mean” assumption
in that lemma, which only makes proving the upper tail harder).

Consider first any e € U with Gg(e) < S/4. By Lemma it follows that Pr[Gg(e) >
S/2] < (™), Now consider the test ¢’ with Gp(¢/) = S. Again, by Lemma it follows
that Pr[Gg(e’) < S/2] < e~*(™). This means that w.h.p., test ¢* has Gg(e*) > Gg(e') > S/2
and again by Lemma[3.3} Gg(e*) > S/4. O

Lemma 3.5. Consider the step in our algorithm with max.cyy Gg(e) < m~5. Then the probability
that the realized hypothesis X is uniquely identified by the tests E'is 1 — m™

Proof. We prove the contrapositive. Suppose that the probability z of not identifying the realized
hypothesis Z after E is more than m 3. Let p,.(y) = Prp~.[y not ruled out by E|z = z] denote the
probability that when = x, hypothesis y is not ruled out after performing tests E. Note that

Z—Zﬂ} Pr[Edoesntruleout <Z7rI Z <mz<7w' max T(y))

ot e yelmi\z

It follows that there is some 2 € [m] with 7, - max, ¢ m)\z P« (y) > Zz. So there is some z,y € [m)]
with 75 - pa(y) > ﬁ > m~>, where we used the assumption that z > m 3. Recall that there is
some test e* that separates = and y deterministically. Let B’ = {b ~ = : y & UT}, »(e)}. Note that



ZbeB/ b,z = Tg p:z:(y) For any be B/ we have (1) Yy g UTb,x(e) sz(E) and (11) Yy € Tb,z(e*)
(this is true for all b ~ z). Therefore Ap(b, x,e*) > —L- forall b € B’, which implies:

T - Pa(Y)
m—1

>m™5,

1
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b~a beB’

as desired. O

Proof of Theorem [3.2] We bound the expected costs (number of tests) from phase 1 and 2 separately.
By Lemma[3.4] the test chosen in each step of phase 1 is a 2-approximate maximizer (w.h.p.) of
the score used in the ASR algorithm. So the expected cost in phase 1 is at most O(logm) times the
optimum. By Lemma the probability of running phase 2 is at most m~3. As there are |£| < m?
tests in phase 2, the expected cost is o(1). So we obtain an O(log m)-approximation algorithm.

4 Adaptive Algorithms

Our adaptive algorithm maintains the posterior probability of each hypothesis based on the previous
test outcomes, and uses these probabilities to calculate a “score” for each test. The score of a test
has two components (i) a term that prioritizes splitting the candidate hypotheses in a balanced way
and (ii) terms that correspond to the expected number of hypotheses eliminated. We maintain the
following information at each point in the algorithm: already performed tests £ C U, compatible
hypotheses H C [m] and (posterior) probability p,, for each € H. Given values {p, : € [m]}, to
reduce notation we use the shorthand p(S) = >°__ 4 p, for any subset S C [m].

Algorithm 1 ODTN,.
initially F' < 0, H + [m] and p, < 7, for all z € [m)].
while |H| > 1 do
for any test e € U, let L.(H) be the smaller cardinality set among 7" (e) N H and T~ (e) N H
select test e € U \ F that maximizes:

T ()N H]
|H| -1

[T (e) N HI
[H| -1

1[H\T(e)]

5 [H -1 p(T*(e)NH).

(&)

p(Le(H)) + p(TH(e)NH) + p (T~ (e)NH)+

if outcome of test e is + then
update H «+ H \ T~ (e)
else
update H < H \ T (e)
end if
E <« EuU{e}
for x € H do
if 7, (e) = x then
Pz pa:/ 2
end if
end for
end while

Theorem 4.1. Algorithm is an O(r + log m)-approximation algorithm for adaptive ODTN, where
r is the maximum number of noisy outcomes per test.

The high-level idea is to view any ODT instance 7 as a suitable instance 7 of adaptive submodular
ranking (ASR). Then we will use an existing framework of analysis of ASR from [24]].

An equivalent ASR instance 7. This involves the expanded hypothesis set M where each hypoth-
esis (b,z) € M occurs with probability g, . = 7,/2"=. Each hypothesis (b, z) is also associated
with: (i) submodular function f; . : 2V — [0, 1] and (ii) feedback function r,, : U — {+,—}
where 7, ,(€) is the outcome of test e under hypothesis (b, z). The goal in the ASR instance is to
adaptively select a subset S C U such that the value f; ,,(S) = 1 for the realized hypothesis (b, x).
The objective is to minimize the expected cost E[|S|].



Lemma 4.2. The ASR instance J is equivalent to ODT instance Z.

Proof. We will show that any feasible decision tree for 7 (resp. Z) is also feasible for instance 7
(resp. Z) with the same objective. In one direction, let 7 be a decision tree for 7. For any hypothesis
(b,x) € M let Py, denote the unique path traced in 7 and let Sj , denote the tests performed. Then
we have f, ,(Sh.,) = 1 which means UeESb . Ty »(e) = [m] \ . Now consider 7 as a decision tree
for the ODT instance Z. Condition on hypothesis 2 € [m] and outcomes b on the *-tests for z;, which
occurs with probability g, , = 7, /2". Then, it is clear that the feedback from any test e is 7 ,.(€)
and so the path traced in 7 is just P, . Moreover, the set of incompatible hypotheses based on test
eis Ty, (e). So the set of incompatible hypotheses at the end of P, , is UeESb ) Ty z(e) = [m] \ ,
which means z is identified. Taking an expectation over all x and b, it follows that 7T is a feasible
decision tree for Z with cost at most that for instance 7.

In the other direction, let 7' be any decision tree for instance Z. Again condifion on hypothesis
x € [m] and outcomes b on the *-tests for x (with probability gy, ,). Then a unique path P , is traced

in 77, and let S} . denote the tests on this path. As before, the set of incompatible hypotheses at the
end of P} is (J.cqr Tbo(€) = [m]\ x because x is identified. Now consider 7" as a decition tree
’ - b,x ’

for ASR instance J. Under hypothesis b, z, it is clear that path Py , is traced and so tests S , are
selected. It follows that f, (S, ,) = 1 which means that hypothesis b, z is covered at the end of
Py .- So T"is a feasible decision tree for 7. Taking expectations, the cost for 7 is at most that for
instance 7. O

Now, we present an algorithm for the ASR instance 7 that we will show is equivalent to running
Algorithm|[T]on instance Z. Crucially, the ASR algorithm is almost identical to that studied in prior
work [24]] and therefore we can essentially re-use the analysis from that paper to prove our bound.
Recall that the expanded hypotheses M = U, M, where M, are all copies of hypothesis = € [m].
To reduce notation, we use ¢(5) = >, ;)5 Gv,« for any subset S € M. Also note that hypothesis

(b, z) is covered when f;, ,(E) = 1 which implies identifying hypothesis = € [m)].

Algorithm 2 Algorithm for ASR instance J.
initially E < 0, H' < M.
while H' # () do
H <« {xem]: M,nH #0}.
forany teste € U, let L' (H') = {(b,x) € H' : x € Lo(H)} = H' N (Uper, (M)
select test e € U \ E that maximizes:

) fb,ac(e U E) - fb,a:(E)

T foa(E) ©

G(LeH) + Y ae

(b,x)eM NH’

remove incompatible and covered hypotheses from H’ based on the feedback from e.
E+ FEU{e}
end while

We now prove the equivalence between Algorithms [I| and 2] The state of either algorithm is
represented by the set £ of tests performed along with their outcomes.

Lemma 4.3. If Algorithms[I|and[2|are at the same state (i.e. performed the same set of tests E and
observed the same outcomes) then the set H C [m] in the two algorithms is identical.

Proof. Let Hy and H, denote the set H in Algorithms 1| and [2| respectively. We will show that
H, = H,. Consider any x € H;. We must have observed r;(e) on every test {e € E : r,(e) # *}.
As there is a scenario-copy corresponding to every outcome on the x-tests for z, we will have some
(b, z) that is compatible with the observations on all tests in E. This means (b, z) € H’ and so
2 € Hy. On the other hand, consider © € Hs, i.e. there is some (b,2) € H’'. Then we must
have observed 7, ,.(e) on every test e € E. In particular, we must have observed r,(e) on each
{e € E : r (e) # *}, which means that € H;. O



Lemma 4.4. If Algorithms[I|and[2|are at the same state (i.e. performed the same set of tests E and
observed the same outcomes) then p, = Z(b w)eH M, db.o forallz € H.

Proof. This can be proved by induction. Note that at the beginning we clearly have p, = 7, =
Z( ba)eM, dbz for all « € [m]. Consider any state in the two algorithms when we have performed

tests F and observed the same outcomes. Let H C [m] denote the compatible hypotheses at this
state (which is the same in both algorithms by Lemma4.3)) and e be the next test performed under
both algorithms. Let H C H and H’ C H' denote the compatible hypotheses after this test. We will
prove inductively the expression for p,, for any « € H by considering different cases for r,(e).

If 7, (e) # * and the outcome of e is different from 7, (e) then z ¢ H and there is nothing to prove.

If r,.(e) # * and the outcome of e is 7, (¢) then = € H and 1y, (e) = 7, (e) for all copies (b, ) of .
So M, N H' = M, N H’ and the expression for p, remains the same.

If r,(e) = * then p, decreases by a factor of 2 in Algorithm I} By definition of the copies M,, of
hypothesis z, it is clear that exactly half the copies (b,x) € M, N H' have ry ,(e) = + and the rest
have 73, () = —. So, irrespective of the observed outcome of e, we have |M, N H'| = |M, N H|.
This implies ¢ (H' N M,) = 5= |H' N M,| = 3¢ (H N M,) = p, (after the update). O

Lemma 4.5. Consider any state (E, H') of Algorithm[2|and (b, z) € H'. The following are true:
1. Ugep Toa(d) = [m]\ H. So fy.(E) = =111,

2. Foranye € U, fr(EUe) — fo..(E) = LHOTh 2 ()]

m—1

3. If‘r € HﬁT+(e) then fb,x(Eue) - fb,a:(E) = M.

m—1

4. Ifr € HNT (e) then fp (EUe) — fp(E) = [HOTY ()|

m—1

5. Ifv € HNT*(e) then

Z 4b,x (fb:v(E U 6) - fb,at(E)) = % Z qb,r (

(bx)eH], (bx)eH!,

|[HNT (e) |HOT+(e)|>
+ )
m—1 m—1

where H!, = M, N H'.

Proof. (1) As (b, z) € H', the outcome of each test d € E must have been 7, ,(d). By definition,
T}, (d) consists of all hypotheses y € [m] with r,(d) # * and vy (d) # 14 2(d). S0 Uge g Tb,2(d) C
[m] is precisely the set of incompatible hypotheses at this state. In other words, ;¢ 5 Tb,2(f) =

() \ H and f, . (1) = [aseZ=lO] — o lll]

m—1 m—1

(2) The set of hypotheses in H that are compatible with (b, ) after test e are H \ T}, ;(e). So based
on (1) we can write:
m—|H\Tyu(e)l _m—|H| _ [H\Thole)| — |H| _ |HNTha(e)|

m—1 m—1 m—1 m—1

fb,m(Eue) - fb,z(E) =

(3-4) These follow directly from (2) using the definition of T}, ,(e).

(5) Tt is easy to see (as observed before) that half the scenario-copies b,z € H' N M, = H,
have 7y ,(€) = + (which implies T, ,(e) = T~ (e)) and the rest have 7, ,(e) = — (which implies
Ty () =TT (e)). So using (2),

Yt halBUO ~ foaB) = Y i (W)+ R

(bx)eH], (bz)eH!, (bx)eH,
b(e)=— be)=—+
which equals the claimed expression as exactly half the copies in H., have b(e) = +. O



Lemma 4.6. The decision tree produced by Algorithm|l|on T is the same as that produced by
Algorithm[2)on J.

Proof. Consider any state which is common to both algorithms, with E being the already chosen
tests, H C [m)] the compatible hypotheses and H' C M the compatible uncovered scenario-copies.
We will prove:

1. The score of each test e is the same for both algorithms (at this state). Therefore the same
test is chosen in both algorithms.
2. The stopping criteria for both algorithms is the same, i.e. Algorithm[I]stops at this state iff
Algorithm [2] stops.
This clearly suffices to prove the lemma.

Proving 1: We need to show that (§) and () are equal. Consider any € H. By Lemma[4.4] we
have p; = >, ;) s Qb,0- Now using Lemma we have the following three cases:

o Ifx € HNT*(e) then

f’I(EUe)—f@(E) _ |HNT(e)]
Z Qb,x( b l_fb,;c(Eb) )_pz |H|—1 .

(bz)eH!,

o Ifz € HNT (e) then

foa(EVe) — fou(E)\ _  [HNT (e
2 qm<b 1_fb7:v<Eb) )px‘ H -1

(bz)eH],

o If x € HNT*(e) then

S g (BeAELO D) e [HOT QL HOT ),

1— fo.0(E) 2 [H| -1

(b,x)eH],

Summing over all 2z € H, it follows that the second term in (6) equals the sum of the last three terms
in (B). We now show that the first term in () equals the first term in (5):

o= > (> @)= Y. @a=q(L(H),
x€L.(H) z€L.(H) (b,x)eH’ (byz)EL’.(H")

where the first equality is by Lemma and the second equality is by definition of L.(H) and
L'.(H). It now follows that the score of each test at every state is equal in both algorithms.

Proving 2: We show that both algorithms stop at the same states. Algorithmstops when |[H| =1 and
Algorithm 2] stops when H' = (). Note that scenario-copy (b, z) is covered exactly when H = {z}.
As H' consists of all compatible uncovered scenario-copies, it follows that |[H| = 1iff H' = (. [

Approximation ratio for Algorithm[2l We will now prove
Theorem 4.7. Algorithm is an O(r + log m)-approximation algorithm for ASR instance J.

The proof is very similar to the analysis in [24]. So we only provide an outline of the overall proof,
while emphasizing the differences. For k = 0, 1, - - -, define the following quantities:

o A C M is the set of uncovered hypotheses in ALG at time L - 2k and ap, = q(Ag).
e Y is the set of uncovered hypotheses in OPT at time 2F=1 and y;, = q(Yy).
Here L = O(r + log m). The key step is to show:
ar < 0.2ax—1 + 3y, forall £ > 1. 7



As shown in [24], this implies Theorem [4.7}In order to prove (7) we use the quantity:

L2k
foz(eUE fo=(E
7 = Z Z renUa\xE< Z Qv,x + Z Qb,x - b elffzx(Eb)( )> ®)

t>L2k—1 (E,H)ER(t) © (b,x)EL! o (H") (byz)eH'

Above, R(t) denotes the set of states (E, H’) that occur at time ¢ in ALG. (7) will be proved by
separately lower and upper bounding Z.

Lemma 4.8 ([24]). We have Z > L - (a, — 3yx)/3.

The proof of this lower bound is identical to that in [24], although the definition of L’ (H’) is different
here. The proof of the upper bound however requires new ideas, as described next.

Lemma 4.9. We have Z < a1 - (1 +1Inm + r 4 logm).

Proof. For any hypothesis (b, r) € Ai_1 (i.e. uncovered in ALG by time L2*~1) let 0}, . be the
path traced by (b, x) in ALG’s decision tree, starting from time 2°~! L and ending at 2* L or when

(b, ) gets covered. Recall that for any L2¢~1 < ¢ < L2*, any hypothesis in H' for any state in R(t)
appears in A;_1. So only hypotheses in Aj_; can contribute to Z and we rewrite (8) as:

Z = Y . X (R2D z‘(g’)@“ﬂ)+1[(b,x>eL;<H'>1)

(byx)EAL_1 €€0p,x

< ¥ (

(bz)EAL_1

Z fbr 1_sz(fbr + Z (H/)]> (9)

e€0h, x ecop x

Above, for any e € 0}, ,, we use (E, H') to denote the state at which e is selected.

Fix any hypothesis (b, z) € Aj_1. For the first term, we use Lemma below and the definition of

e. This implies Zeeabm %W < 1+ ln% <1+ Inm as parameter € > 1/m for f; .

Now, we bound the second term by proving the inequality below:

> 1(bx) € L'e(H)] <7 +logm (10)

€ECOp, o

To prove this inequality, consider hypotheses in H'. Now, if hypothesis (b, z) € L'.(H) when ALG
selects test e, then 2 would be in L.(H). Suppose L.(H) = T (e) N H; the other case is identical.
Let D.(H) =T (e) N H and S.(H) = T*(e) N H. As x € L.(H), it must be that path oy, ,
follows the + branch out of e. Also, the number of candidate hypotheses on this path after test e is

Lo(H)| | |D.(H)] H] | IS.(] _ |H]

Lo(H (H)| < <=2y T
[Le(HD)] + [S.(H)| < =2 ; R = EL P

+ [Se(H)| =

The first inequality uses the definition of L.(H ) and the last inequality uses the bound of r on the
number of hypotheses with * outcomes. Hence, each time that (b, z) € L'.(H) along path oy, ,, the
number of candidate hypotheses changes as |Hy,eq| < %|Hold| + 5. This implies that after log, m
such events, |H| < r. Let oy, denote the portion of path oy, ;. after |H| drops below 7. Note that
each time (b, x) € L'e(H) we have L.(H) # 0: so |H| reduces by at least one after each such test
e. Hence 1[(b,z) € L'.(H)] < r. As the portion of path o}, until |H| < r contributes at

most log, m to the left-hand-side in (IO}, the total is at most r + log, m as needed. O

eEU

Lemma 4.10. Let f : 2V — [0, 1] be any monotone function with f(#) = 0 and ¢ = min{f(S U
{e}) = f(S) : e€ U, S CU,f(SU{e})— f(S) > 0}. Then, for any sequence ) = Sy C S; C
-+ Sk C U of subsets, we have Ele % < 1+l

Setting L = 15(1 + Inm + r + log, m) and applying Lemmas [4.8]and [4.9| completes the proof of
(7) and hence Theorem
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Tight Example: our analysis above is tight, as shown by the following instance with r = m
where the algorithm’s cost is £2(m) times the optimum. The instance has m = 6k scenarios, which
are partitioned into A = {ay,---asg}, B = {b1, -+ ,bsk—3} and {c,c’,¢"}. The probability of
hypothesis c is 1 —e and each of the other hypotheses has probability <. We will use € = k=3 — 0.
We also have four types of tests (unspecified hypotheses have * outcomes).

o a-tests: for each j € [k], test a; is + on {c¢, ¢’} and — on {a3;_2, asj_1,as;}.
o [-tests: for each j € [k — 1], test 3; is + on {c¢, ¢’} and — on {b3;_2, b3;j_1,b3;}.
e ~-tests: for each pair s,t # c of hypotheses there is a test that is 4+ on s and — on .

e Test ¢ is + on A and — on all other scenarios. Test ¢’ is + on {¢,¢”} U B and — on all
other scenarios.

Bound on the Optimal Cost: We first perform tests ¢ and ¢’. If both outcomes are — then we
identify hypothesis c uniquely (which happens with probability 1 — €). Otherwise, we continue to
perform all the ~-tests which suffices to identify the realized hypothesis (this happens only with
probability €). The expected cost is at most 2 + ¢ - m? = O(1) using € = 1/k3.

Cost of our Algorithm: We will only describe the sequence of tests under realized hypothesis c,
which will provide a lower bound on the algorithm’s cost. We claim that the algorithm will select
tests ag, 81, a2, B2, - - - x—1, Bix—1 by suitable tie-breaking. We show this by induction. Consider
the candidate hypotheses H at any point in this sequence. Note that the alternating choice of «
and 3 tests implies that we will always have ¢, ¢, ¢” € H and either |[H N A| = 3+ |H N B or
|H N A| = |H N BY. In either case, the “lighter” side of test J is always H N A (possibly by breaking
ties) and the lighter side of test ¢’ is H N (BU {c¢/, ¢’}). In particular, ¢ ¢ L.(H) for test e € {4, 9’}
The score of e € {4, '} in Equation () is:

T*(e) N H|
[H| =1

[T~ (e) N H] |

1
1 p(TT(e)NH) < e+=+e

p(Le(H)> + 2

p(T™(e)NH) +

Above we used the fact that hypothesis ¢ does not lie in the lighter side and it has probability 1 — €
(so the total remaining probability is at most €). On the other hand, the score of all remaining o and
B tests will be equal (by symmetry) and has value at least 1 — € as ¢ lies in the lighter side of these
tests. Finally, all y-tests have a score of at most € + % So the algorithm can choose any remaining o
or f3 test at this point, proving the inductive step. Thus the expected cost of our algorithm is at least
(1 —¢€)(2k —2) = Q(m).

4.1 O(h + log m)-Approximation Algorithm

Here we observe that directly applying the ASR algorithm from [24] on instance J leads to this
bound. This corresponds to changing L/, (H’) in the score (6) to the smaller of the following sets:

{(b,x) € H : 1y ,(e) =4} and {(b,z) € H' :rp.(e) = —},
which corresponds to the smaller-cardinality part of H'.

Theorem 4.11. There is an O(h + log m)-approximation algorithm for adaptive ODTN, where h is
the maximum number of noisy outcomes for a scenario.

Proof. Consider the ASR instance 7. By applying the ASR algorithm, we obtain an O(log M +
log 1/€) = O(h + log m) approximation ratio, because M < 2" . m and € > 1/m. O

Corollary 4.11.1. There is an O(min(h,r) + log m)-approximation algorithm for adaptive ODTN,
where h is the maximum number of noisy outcomes per scenario, and r is the maximum number of
noisy outcomes per test.

We note that our analysis is tight (up to constant factors).
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5 Adaptive Algorithm with Very Few Known Outcomes

In this section we consider instances with a very large number of noisy outcomes, and obtain an
approximation algorithm that relies on different ideas. Formally, we define an c-sparse (o < 1/2)
instance as follows. There is a constant C' such that max{|T* (e)|,|T~(e)|} < C - m® for all tests
e € U. Our main result here is:

Theorem 5.1. There is an adaptive O(log m)-approximation algorithm for ODT with noise on any
a< % sparse instance.

We first make some simple observations related to a--sparse instances.

Proposition 1. The optimal value OPT > Q(m!'~®).

Proof. By definition of a-sparse instances, the maximum number of candidate hypotheses that can
be eliminated after performing a single test is m®. As we need to eliminate m — 1 hypotheses
irrespective of the realized hypothesis x, we need to perform at least ”;;1 = Q(m!~%) tests under
every . O
Proposition 2. Considerany W C U and X C [m]. Foranyy € X, s(y) = |[{e € W : ry(e) # *}|
denotes the number of tests in W for which y has a =1 outcome. Then, the number of hypotheses in
X with k(y) > |W|/2 is at most 2C'm*®.

Proof. Let X' = {y € X : k(y) > |W|/2}. Then:

X1 < S k) = 3 1y e X ryfe) # 41 < W O

yeX ecW

Rearraging, we get | X'| < 2Cm® as needed. O

Main Idea. Consider a decision tree obtained by the following naive algorithm: when A is the current
subset of “alive” scenarios, we choose T's.t. [T N A| + |7~ N A] is maximized. In general, this tree
can have very high cost compared to OPT, so we truncate it to reduce the cost to O(logm - OPT).
Meanwhile, our truncated tree is guaranteed to rule out all but a “small” number (O(y/m)) of
scenarios, hence it won’t be too costly to perform a “brute-force” search on the remaining ones.

5.1 Relation to Stochastic Set Cover

We now establish a crucial relation to the stochastic set cover (SSC) problem [26] 22]] and also state a
useful result on SSC. This forms the basis of our algorithm.

An instance of SSC consists of a groundset V' and k stochastic sets S1, - - - Sk each of which is a
subset of V. The distribution of each set .S; is known to the algorithm and the distributions of different
sets are independent of each other. The instantiation of each set is only known after it is selected.
The goal is to find an adaptive policy that minimizes the expected number of sets to cover V. A
natural adaptive greedy algorithm is known to be an O(log m)-approximation where m = |V| [26].
At any point in this policy, if A C V denotes the uncovered elements then we choose the set S;« that
maximizes the expected number of new elements covered, i.e. i* = argmax?_; E[|S; N A[]. At any
such step, we call a set 8-greedy if it has expected coverage at least a 1/ fraction of the maximum.
We need an extension of this result that involves picking 3-greedy sets at just some constant fraction
of the steps. Formally, call an SSC policy (3, p) greedy if for every t > 1, at least ¢/p steps among
the first ¢ steps involve picking a 3-greedy set. By modifying the analysis in [22] slightly, we obtain:

Theorem 5.2. Any (3, p) greedy policy for stochastic set cover is an O(Splogm)-approximation.

We now derive a lower bound on the optimal ODTN value in terms of certain SSC instances. For any
x € [m], let SSC(z) denote the stochastic set cover instance with groundset V' = [m] \ {z} (i.e. all
hypotheses other than x) and sets U (i.e. all tests) where

T+ (e) with prob. 1 ifreT (e)
S.(z) = { T~ (e) with prob. 1 ifreTt(e) , Ve € U.
T~ (e) or T (e) with prob. & each  if z € T*(e)
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Lemma5.3. OPT >3, 1, 7o - OPTssc(x)-

Proof. Consider any feasible decision tree T for the ODTN instance and any hypothesis « € [m]. If
we condition on T = x then T corresponds to a feasible adaptive policy for SSC/(x). This is because
(i) for any outcome-vector b ~ x, the tests performed in 7 must rule-out all the hypotheses [m]\ « and
(ii) the hypotheses ruled-out by any test e (conditioned on & = x) is a random subset that has the same
distribution as S, (x). Formally, if P, , denotes the path traced in 7 under test outcomes b ~ x then

this policy for SSC(z) has cost Y, . 27"+ - |P, ;| as Pr[observing outcomes b|z = z] = 27 "=,
S0 OPTgsc(x) < D pow 27" - | Py 5| Taking expectations over z € [m] the lemma follows.  [J

5.2 A Low-Cost Membership Oracle

One subroutine in our algorithm is an “oracle” called “Member”, which takes a (small) subset
Z C [m] as input, and decides whether Z € Z.

1. Initialize Z' + Z.
2. While |Z’| > 2, do:

i. Perform any test e € U withboth T+ (e) N Z', T~ (e) N Z" # 0,
ii. Let R be the set of scenarios ruled out, let Z' + Z’\ R.

3. When |Z'| =1,1let Z' = {z}. % Determine whether = = z.

(@ Y « [m]\{z}, k « 0,
(b) while Y # () and k < 4logm, do:
choose any test e € U with z ¢ T™*(e), suppose that z € T (e)ﬂ If the outcome

of test e is inconsistent with z, then declare “Z ¢ Z” and stop; otherwise let
Y« Y\T (e)and k < k + 1.

(c) Let W C U denote the tests performed in step and
S ={y e [m]:ry(e) =r.(e) for at least 2logm tests e € W'}.

(d) Foreachy € S, perform any test that deterministically separates y and z.

(e) If we never received an outcome inconsistent with z in step [3d] then declare “z = 2”;
otherwise declare “z ¢ Z”.

One caveat in step is that it may happen that there are not 4 log m many tests e with z & T*(e).
However, in this case, the algorithm must have already exhausted all tests with z ¢ T*(e) and
because z is still consistent with all observed outcomes, we know that 7 = z.

Lemma 5.4. IfT € Z, then Member(Z) declares T = z with probability one; otherwise, Member(Z)
declares T ¢ Z with probability 1 —m™2. Moreover, the expected cost of Member(Z) is O(|Z|+m®).

Proof. If T € Z then it is clear that Member(Z) declares & = 2. Now consider the case T ¢ Z.
Recall that z € Z denote the unique hypothesis that is still compatible after step[2]

Case 1 If ¢ S then we have T € T*(e) for at least 2log m tests e € W. As z has a deterministic
outcome for each test in W, the probability that all outcomes in W are consistent with z is
at most m 2. So with probability 1 — m ™2 we must have observed that z is not compatible
in step[3bland declare 7 ¢ Z.

Case 2 If 7 € S then we will identify correctly that T # z in step[3c|as one of these tests separates
7 and z deterministically. So in this case we will always declare T ¢ Z.

*The case z € T (e) is identical.
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In order to bound the cost, note that the number of tests performed are: |Z] in step [2} 41logm in
step [3b and |S| in step The key step is to bound |S|, for which we use Proposition [2| with
tests W and hypotheses X = [m]. In the notation of Proposition2, S = {y € X : k(y) >
|[W|/2} as |W| = 4logm. It now follows that |S| < 2C'm®. Hence the total number of tests is
|Z| + 4logm + |S| = O(|Z] + m®). O

5.3 The Main Algorithm

Now define the main algorithm 4:

1. Initialize: compatible hypotheses A «+ [m], weights w, = 0 for z € A, number of tests
t < 0.

2. While |4 > 2,

(a) If tis a power of 2, let Z C A be the subset of 2C'm® scenarios with lowest w,,. Invoke
Member(Z): if it identifies some Z-hypothesis as Z then stop.

(b) Else:

i. Perform test e € U maximizing (|7 (e) N A| + [T~ (e) N AJ).

i. Update the weights: w, — w, + 1 for each for each z € T*(e).

iii. Remove incompatible hypotheses from A (based on the test e outcome).

iv. t+t+4 1.

—

3. Output the unique hypothesis in A as Z.

Using Lemma it is clear that Z is identified correctly with probability 1 — m~2. We now analyze
the cost. Note that the membership oracle is invoked O(logm) times as the total number ¢ of tests
used is always at most m. Moreover, each time it is invoked on O(m®) scenarios. So the total number
of tests due to step[2a/is O(m® logm). In the rest of this section, we will bound the expected cost
due to step [2b]and ignore the cost of performing tests due to step [2a]

Truncated Decision Tree. Let .4 denote the decision tree corresponding to our algorithm. We only
consider tests that correspond to step 2bl For any expanded hypothesis (b, z) € M let P, , denote
the path traced in 4. We will work with a truncated decision tree .4, defined as follows.

Fix any (b, z) € M. Let 6(¢) denote the fraction of the first ¢ tests in P , that are *-tests for xE]
1
Define ¢, , = max {t € {202, ... 2le™y . 9(#') > = forall ¥’ < t} . (11)
p

We let p = 4. If ty 5, > | Py »| thenreset ¢y, , = | Py 4.
Ais the subtree of A consisting of the first ¢, . tests along path P, ,, for each (b, z) € M.

Relating costs of A and A. We now show that the expected cost of A is at most twice that of A.
We will show that for each (b, z) € M, the number of tests performed | P, ;| < 2t; ... Again, we only
count tests from step We only need to consider the case that ¢, , < | P ;|/2. Let t;w = 2ty 4

which is a power-of-2. By we know that there is some t,, < k < t;, , with 0(k) < 1/p.

Hence Q(tfm) < % < % Consider the point in the algorithm after performing the first tfm tests

(call them W) on P, . Let X be the compatible hypotheses after the tgm-th test on P, ;. Because

0(t, ) < 1/2, at most [W|/2 tests in W are *-tests for hypothesis x: in other words the weight

w, < |W|/2 at this point in the algorithm. Let X’ = {y € X : W has at most @ * -tests for y}.

Using Proposition 2| with W and X, it follows that | X’| < 2C'm®. Hence the number of hypotheses
y € X withw, > |[W|/2is at most 2Cm*®, and so z € Z (recall that Z consists of 2C'm® hypotheses
with the lowest weight).

>Only tests from step are counted.
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Bounding cost of A. Here we use the relation to stochastic set cover. Recall the instances S.SC ()
for x € [m]. A key observation is:

Proposition 3. Consider step 2b]in the main algorithm, where A denotes the set of compatible
hypotheses and e is the chosen test. For any © € T*(e),

(177 (e) N A+ T (e) N Al) = E[|Se(w) N (AN 2)[] = 5 - maxE[|Sa(x) N (A\ 2)]].

1 1
2 2
Proof. This follows easily by the choice of test e in step [2b] Suppose (for contradiction) there is
some d € U with E[|Sy(z) N (A\ 2)|] > 2 E[|Se(x) N (AN z).

o If x € T*(d) then E[|Sy(z) N (A\ 2)|] = 3 (ITT(d)NA[+ [T~ (d)nA|) > |[TT(e) N
Al + [T~ (e) N A|, which violates the choice of e.

o Ifx € TT(d) then E[|Sg(z) N (A\ 2)|] = |T~(d) N A| > |TT(e) N Al + [T~ (e) N A,
which again violates the choice of e.

In either case, we obtain a contradiction. O

Fix any hypothesis z € [m] and consider decision tree A, obtained by conditioning Aon z = .
The truncation (TT)) and Propositiontogether imply that A, is a (2, p) greedy policy for SSC(z).
Now, using Theorem the expected cost of A, is O(logm) - OPTsg5¢(s)- Taking expectations
over 2 € [m], the expected cost of A is O(logm) >0 | - OPTssc(x), Which is O(log m) - OPT
by Lemmal[5.3]

Combined with the fact that the cost of A is at most twice that of A, the expected number of tests
due to step[2b|in the main algorithm is O(logm) - OPT. Adding the contribution from step 2al we
obtain an expected cost of

O(logm) - (m* + OPT) <(a5 q<1y O(logm) - (m'~* + OPT) < (Prop.[i) O(logm) - OPT.

This completes the proof of Theorem 5.1}

6 Extensions

Instances that are not perfectly identifiable. We have assumed that for every pair z, y of hypothe-
ses, there is some test that distinguishes them deterministically. Without this assumption, we can still
obtain similar results by slightly changing the stopping criterion as follows. Define a similarity graph
G on m nodes (corresponding to hypotheses) with an edge (z, y) if there is no test separating  and
y deterministically. For each « € [m], let D,, be the star centered at x. We now want a policy using
minimum number of tests that identifies a star containing Z. In the noise-less case, this problem has
been studied in [23,[9]] and an adaptive O(d + log m)-approximation algorithm is known [24] where
d = max™ | |D;|. Forus, d = 1 + max-degree(G). Theorems [3.2]and can be extended to
obtain approximation ratios of O(dlogm) and O(d 4+ min(h,r) + logm) respectively.

Non-binary outcomes. We can also handle tests with an arbitrary set > of outcomes (instead of
+1). This requires extending the outcomes b to be in XV and applying this change to the definitions
of sets T}, (I)) and submodular function f; , ).

For the non-adaptive version, we will apply the approach using submodular ranking using different
submodular functions f; ... In particular, for each (b, z) € M and region D;, we define a submodular
function: 1

£(8) =1 Thale) N DIl - —
fb,z( ) | U b, (e) | m—|D1‘

ecS

VS CU,

where D; = [m] \ D;. Assuming T = x and test-outcomes are given by b, we know x € D; after
tests S if and only if f; ,(S) = 1. We define f;, to be the “OR combination” of functions f;
where x € D;. Asin [24],

Jo,2(S) = Hizep, (1 — fzf,x(s)), VS C U.
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Crucially, this OR combination ensures that f, ,(S) = 1 iff some fgx(S) 1; see [18]. The

marginal increment parameter ¢ = m~_% as |{i : # € D;| < d for all x € [m]. The non-adaptive
algorithm is then identical to that in § and we obtain an O(log 2) = O(dlogm) approximation
ratio.

For the adaptive version, following the noise-less algorithm in [[24], we run a two-phase algorithm. In
the first phase, we identify some subset N C [m] containing Z with | N| < d. This can be done using
the algorithm in § 4] with the following submodular function for each (b, z) € M.

foal®) == U Towl)l - . ¥SCU.

m —
ecsS

The expected cost of the resulting algorithm is O(min(r, h)+log m)-OPT using an identical analysis.
Then, in the second phase, we run a simple splitting algorithm that iteratively selects any test that
splits the current set H of candidate hypotheses, until H is contained in some region. The expected
cost of this phase is at most d- O PT'. Combining both phases, we obtain an O(d+min(h, r)+logm)-
approximation algorithm.

Non-uniform noise distribution. Our results extend directly to the case where each noisy outcome
has a different probability of being +1. Suppose that the probability of every noisy outcome is
between § and 1 — §. Then Theorems and continue to hold (irrespective of §), and
Theorem|5.1{holds with a slightly worse O(5 log m) approximation ratio.

7 Experiments

We implemented our algorithms, and performed experiments on real-world and synthetic data sets.
We compared our algorithms’ cost (expected number of tests) with an information theoretic lower
bound on the optimal cost and show that the difference is negligible. Thus, despite our logarithmic
approximation ratios, the practical performance can be much better.

Chemicals with Unknown Test Qutcomes One natural application of ODT is identifying chemical
or biological materials. We considered a data set called WISERP} which includes 400+ chemicals
(hypothesis) and 78 binary tests. Every chemical has either positive, negative or unknown result on
each test. To ensure every pair of chemical can be distinguished, we removed the chemicals that are
not identifiable from each other to be left with 255 chemicals.

Random Binary Classifiers with Margin Error We construct a dataset containing 100 two-
dimensional points, by picking each of their attributes uniformly in [—1000, 1000]. We also choose

2000 random triples (a, b, ¢) to form linear classifiers % + ¢ <0, where a,b < N(0,1) and
¢ < U(—1000, 1000). The point labels are binary and we introduce noisy outcomes based on the
distance of each point to a classifier. Specifically, for each threshold d € {0, 5, 10, 20, 30} we define
dataset CL-d that has a noisy outcome for any classifier-point pair where the distance of the point
to the boundary of the classifier is smaller than d. In order to ensure that the instances are perfectly

identifiable, we remove “equivalent” classifiers and we are left with 234 classifiers.

Distributions For the distribution over the hypotheses we have considered permutations of power
law distribution (Pr[X = z;a] = fx®) for a = 0,—0.5 and 1. Note that, « = 0 corresponds
to uniform distribution. To be able to compare the results across different classifiers’ datasets
meaningfully. We have considered the same permutation in each distribution.

Algorithms and Results The following algorithms is implemented on Mac OS with 16GB RAM
in Python 3 : the adaptive O(r + logm)-approximation (ODTN,.), the adaptive O(h + logm)-
approximation (ODTNy},), the non-adaptive O(logm)-approximation (Non-Adap) and a slightly
adaptive version of Non-Adap (Low-Adap). Algorithm Low-Adap considers the same sequence of
tests as Non-Adap while (adaptively) skipping non-informative tests based on observed outcomes.
To take randomness of unknown outcomes into account, we run each algorithm 100 times. Tables E],

Shttps://wiser.nlm.nih.gov
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Tables [3] and Tables [5] show the expected costs of different algorithms on all datasets when the
parameter « in the distribution over hypothesis is 0, —0.5 and —1 correspondingly. These tables also
report values of an information theoretic lower bound (the entropy) on the optimal cost (Low-BND).
We also report the sample standard deviation of all algorithms in Tables 2 Tables 4] and Tables [6]
Since the approximation ratio of some of our algorithms are dependent on maximum number of
unknown outcomes per hypothesis (h) and maximum number of unknown outcomes per test (r), we
also have included these parameters as well as their average values . From the results We can see that
ODTN,. consistently outperforms the other algorithms in every distribution and is very close to the
lower bound.

Aloori Data Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
gorithm
Low-BND 7.994 7.870 7.870 7.870 7.870 7.870
ODTN, 8.357 7.910 7.927 7915 7.962 8.000
ODTN,, 9.707 7.910 7.979 8.211 8.671 8.729
Non-Adap 11.568 9.731 9.831 9.941 9.996 10.204
Low-Adap 9.152 8.619 8.517 8.777 8.692 8.803

Table 1: Cost of Different Algorithms for o = 0 (Uniform Distribution).

Alcor Data Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
gorithm
ODTN, 0.008 0 0 0.002 0.003 0.006
ODTNy, 0.01 0 0 0 0.004 0.01
Non-Adap 1.463 0.937 1.047 1.092 1.056 1.158
Low-Adap 0.0317 0.0685 0.0541 0.0760 0.0206 0.0550

Table 2: Standard Deviation of Different Algorithms for o = 0 (Uniform Distribution).

Data

; Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
Algorithnm
Low-BND 7.702 7.582 7.582 7.582 7.582 7.582
ODTN, 8.177 7.757 7.780 7.789 7.831 7.900
ODTNp 9.306 7.757 7.829 8.076 8.497 8.452
Non-Adap 11.998 9.504 9.500 9.694 9.826 9.934
Low-Adap 8.096 7.837 7.565 7.674 8.072 8.310
Table 3: Cost of Different Algorithms for & = —0.5.
; Data Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
Algorithm
ODTN.. 0.008 0 0 0.002 0.005 0.005
ODTNy, 0.008 0 0.003 0.004 0.008 0.007

Table 4: Standard Deviation of Different Algorithms for o = —0.5.
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; Data Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
Algorithm
Low-BND 6.218 6.136 6.136 6.136 6.136 6.136
ODTN,. 7.367 6.998 7.121 7.150 7.299 7.357
ODTNy, 8.566 6.998 7.134 7.313 7.637 7.915
Non-Adap 11.976 9.598 9.672 9.824 10.159 10.277
Low-Adap 9.072 8.453 8.344 8.609 8.683 8.541
Table 5: Cost of Different Algorithms for o = —1.
Data . . . . . .
; Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
Algorithm
ODTN.. 0.004 0 0.001 0.001 0.003 0.003
ODTN,, 0.005 0 0.001 0.003 0.005 0.004
Table 6: Standard Deviation of Different Algorithms for a = —1.
P Data Wiser | Classifer-0 | Classifer-5 | Classifer-10 | Classifer-20 | Classifer-30
arameter:
r 245 0 5 7 12 13
Avg-r 30.690 0 1.12 2.21 4.43 6.54
h 45 0 3 6 8 8
Avg-h 9.39 0 0.48 0.94 1.89 2.79

Table 7: Maximum and Average Number of Stars per Hypothesis and per Test in Different Datasets.
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