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A Hyperparameters

We implemented all our experiments using Python and TensorFlow [52], and used standardised
compute hardware to run the experiments (see Appendix C). For both benchmarks, we used 10000
perturbed samples per explained image for both LIME and SHAP. The output layer of all CXPlain
models had one output node for each of the p output feature importance scores ai, and was followed
by a softmax activation. We used reference implementations provided by the method’s original
authors for LIME1, SHAP and DeepSHAP2, and our own implementations for Simple Gradient
and Integrated Gradients. To keep the computation time for sensitivity-based attribution methods
in a reasonable range, we explain non-overlapping connected regions of 2x2 pixels for the MNIST
benchmarks, and regions of 16x16 pixels for the ImageNet benchmarks. Since the image dimensions
were 28x28 for MNIST and 224x224 for ImageNet, the target attribution maps were of size 14x14 for
both benchmarks. To keep the comparison meaningful, we summed and renormalised the attributions
for each block for the methods that produced per-pixel importances to downsample their attribution
maps to the same resolution. For CXPlain, we also used a target attribution map size of 14x14.
For the ImageNet benchmark, we split the dataset at random stratified by class into training (60%),
validation (20%), and test set (20% of all samples). For MNIST, we used the splits from [49].

MNIST Benchmark. As target predictive model, we used a binary classifier ResNet-20 model
using rectified linear (ReLu) units without batch normalisation [53] that was trained with the Adam
[54] optimiser, a learning rate of 0.001, weight decay of 0.001, a batch size of 32, for a maximum
of 50 epochs and an early stopping patience of 12 on the validation set loss, and achieved a test set
accuracy of 99.85% in distinguishing between the two digit classes. The CXPlain (MLP) model was
trained with the Adam [54] optimiser, a learning rate of 0.001, a batch size of 100, 2 hidden layers,
H hidden units per hidden layer each followed by a scaled exponential linear unit (SELU) activation
[55], for a maximum of 50 epochs with an early stopping patience of 12 on the validation set loss.
The CXPlain (U-net) model was trained with the Adam [54] optimiser for a maximum of 50 epochs
with an early stopping patience of 12 on the validation set loss, a learning rate of 0.002, a batch size
of 128, K filters in the first convolutional layer and K ∗ 2layer_index filters in every subsequent pair of
convolutional layer for a maximum of 2 pairs of convolutional layers in the first stage of the U-net
followed by a max pooling operation that reduced the dimensionality of the layer input both in width
and height in half. The same steps were then mirrored in the inverse direction as outlined in [41] until
the target attribution map dimension of 14 ∗ 14 was reached. Each convolutional layer was followed
by a ReLu activation. We used a total of 5 hyperparameter optimisation runs on the validation set
to select the number H of hidden units per hidden layer of the CXPlain (MLP) model, the number
K of initial convolutional filters of the CXPlain (U-net) model, and the dropout probability of both
at random from predefined ranges (Tables S1 and S2). The CXPlain (MLP) model selected after

1https://github.com/marcotcr/lime
2https://github.com/slundberg/shap
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hyperparameter optimisation used a dropout rate of 4.01%, 126 hidden units per hidden layer, and
was trained in 288.73 seconds after precomputing Ω for each sample X . The CXPlain (U-net) model
selected after hyperparameter optimisation used a dropout rate of 0.001%, 77 initial convolutional
filters, and was trained in 499.38 seconds after precomputing Ω for each sample X . We used the
digits 8 and 3 for the MNIST benchmark.

ImageNet Benchmark. As target predictive model, we used a binary classifier ResNet-32 model
using rectified linear (ReLu) units without batch normalisation [53] that was trained with the Adam
[54] optimiser, a learning rate of 0.01, a batch size of 32, for a maximum of 250 epochs and an early
stopping patience of 12 on the validation set loss, and achieved a test set accuracy of 96.73% in
distinguishing between the two object classes. During training, we used automated data augmentation
that transformed the image with a randomised shear, zoom, width shift, and height shift of up to 10%,
rotated the image at most 20 degrees and flipped the images horizontally at random. The CXPlain
(U-net) model was trained with the Adam [54] optimiser, a learning rate of 0.001, a batch size of
32, K filters in the first convolutional layer and K ∗ 2layer_index filters in every subsequent pair of
convolutional layer for a maximum of 5 pairs of convolutional layers in the first stage of the U-net
followed by a max pooling operation that reduced the dimensionality of the layer input both in width
and height in half. The same steps were then mirrored in the inverse direction as outlined in [41].
Each convolutional layer was followed by a ReLu activation. We used a total of 5 hyperparameter
optimisation runs on the validation set to select the number K of initial convolutional filters and
dropout probability of the CXPlain (U-net) model at random from predefined ranges (Table S3). The
CXPlain (U-net) model selected after hyperparameter optimisation used a dropout rate of 5.61%,
12 initial convolutional filters, and was trained in 372.14 seconds after precomputing Ω for each
sample X . The ImageNet synsets we used for the benchmark were zebra (n02391049) and gorilla
(n02480855).

Twitter Sentiment Analysis Benchmark. In addition to the benchmarks presented in the main
body of the paper, we also performed qualitative experiments using a sentiment analysis model for
short text messages in order to demonstrate the efficacy of CXPlain for data modalities other than
images, and target predictive models other than neural networks. As training dataset, we used a
random subset of N = 100000 short messages (50000 positive and 50000 negative messages) from the
dataset available at http://cs.stanford.edu/people/alecmgo/trainingandtestdata.zip.
Like the ImageNet benchmark, we split the dataset at random stratified by class into training (60%),
validation (20%), and test set (20% of all samples). We then trained a random forest (RF) classifier
with 64 trees to classify short messages as being either positive or negative in content as our target
predictive model. The model achieved a test set accuracy of 76.32%. The RF model received
word count vectors over a vocabulary initialised with the training set as inputs. The input text was
lowercased, punctuation was removed, and the words were preprocessed using the Natural Language
Toolkit (NLTK) tokeniser available at https://www.nltk.org/. As explanation model, we trained
a CXPlain (MLP) model that received a fixed length sequence of 96 word IDs according to the
previously mentioned vocabulary in order to determine which words were most important for the RFs
outputs. Messages shorter than 96 were padded with the zero ID that was not assigned to any other
words, and words that were not in the training vocabulary were assigned an ID representing unknown
words that was not assigned to any other words. The CXPlain (MLP) used an initial embedding
layer to transform the word IDs into an embedding space that was followed by a number of L hidden
layers with H hidden units each. Each layer was followed by a SeLU activation [55]. The CXPlain
(MLP) model was trained with the Adam [54] optimiser, a learning rate of 0.0001, a batch size of
128, and a dropout percentage pdropout for a maximum of 100 epochs and an early stopping patience
of 12 on the validation set loss. H , L and pdropout were selected at random from predefined ranges
over 5 hyperparameter optimisation runs using the lowest validation loss as the selection criterium
(Table S4). The CXPlain (MLP) model selected after hyperparameter optimisation used a dropout
rate of 5.47%, 162 hidden units per hidden layer, 1 hidden layer, and was trained in 126.28 seconds
after precomputing Ω for each sample X . To remove the information from the ith word xi for the
calculation of the causal objective, we simply deleted the respective word from the sentence. See
Appendix E for qualitative samples of importances assigned by the selected CXPlain (MLP) to short
text messages from the Twitter Sentiment Analysis benchmark.
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B Training Bootstrap Ensembles of Causal Explanation Models

Algorithm 1 Training Bootstrap Ensembles of Causal Explanation Models.

Input:
1: Training dataset T consisting of N samples X with ground-truth labels y
2: Size M of ensemble
3: Target predictive model f̂ to be explained

Output: Ensemble E of M causal explanation models
4: procedure TRAIN_EXPLANATION_ENSEMBLE:
5: E ← Empty
6: for i from 0 to M − 1 do
7: Tsubset ← Draw N pairs of samples (X , y) at random with repeats from T

8: Train explanation model CXPlaini until convergence using Lcausal with f̂ and Tsubset.
9: Add CXPlaini to E

return E

C Computing Infrastructure

We used the same hardware for all experiments: Intel Core i5 7600K, Nvidia GeForce Titan Xp, 32
GB RAM.

D Qualitative Samples for the MNIST and ImageNet Benchmarks

We present more qualitative samples from the MNIST benchmark in Figure S1, and more qualitative
samples from the ImageNet benchmark in Figure S2.

E Qualitative Samples for the Twitter Sentiment Analysis Benchmark

We show qualitative samples of the importances assigned to short messages in the Twitter Sentiment
Analysis benchmark by the CXPlain (MLP) in Table S5. We found that, qualitatively, the explanations
of CXPlain (MLP) provided for the RF were indeed high for words that have positive or negative
connotations, and, subjectively, appeared to be semantically meaningful.
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Table S1: Hyperparameter ranges used to train CXPlain (MLP) in the MNIST benchmark.

Hyperparameter Values

Number of hidden units per hidden layer H [70, 140]
Dropout percentage pdropout [0%, 10%]

Table S2: Hyperparameter ranges used to train CXPlain (U-net) in the MNIST benchmark.

Hyperparameter Values

Number of initial convolutional filters K [65, 80]
Dropout percentage pdropout [0%, 10%]

Table S3: Hyperparameter ranges used to train CXPlain (U-net) in the ImageNet benchmark.

Hyperparameter Values

Number of initial convolutional filters K [8, 24]
Dropout percentage pdropout [0%, 10%]

Table S4: Hyperparameter ranges used to train CXPlain (MLP) in the Sentiment Analysis benchmark.

Hyperparameter Values

Number of hidden units per hidden layer H [64, 180]
Number of hidden layers L [1, 3]
Dropout percentage pdropout [0%, 10%]
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Source MaskedMask

ssh://d909b@ssh.schwabpatrick.com:909/usr/bin/python -u /home/d909b/bin/causal_explanations/causal_explanations/apps/main.py --output_directory=/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty --load_existing=/home/d909b/models/cex_main_1/model.npz --load_existing_cxplain=/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz --dataset=mnist --num_epochs=50 --num_units=75 --batch_size=100 --num_layers=2 --dropout=0.0 --learning_rate=0.001 --l2_weight=0.000 --model_type=resnet --explanation_type=cxplain --do_not_save_attributions --source_digit=8 --target_digit=3 --attack_method=random --attack_epsilon=1 --attack_num_samples=100 --defence_method=none --discrete_attack_type=lsga --do_not_calculate_log_odds --do_not_calculate_robustness --num_explanation_samples=1000 --num_boostrap_samples=5
Using TensorFlow backend.
/usr/local/lib/python2.7/dist-packages/sklearn/ensemble/weight_boosting.py:29: DeprecationWarning: numpy.core.umath_tests is an internal NumPy module and should not be imported. It will be removed in a future NumPy release.
  from numpy.core.umath_tests import inner1d
INFO: Args are: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Running at 2019-05-10 16:48:02.083797
INFO: Seed is 909
2019-05-10 16:48:02.092153: I tensor�ow/core/platform/cpu_feature_guard.cc:141] Your CPU supports instructions that this TensorFlow binary was not compiled to use: AVX2 FMA
2019-05-10 16:48:02.200813: I tensor�ow/stream_executor/cuda/cuda_gpu_executor.cc:964] successful NUMA node read from SysFS had negative value (-1), but there must be at least one NUMA node, so returning NUMA node zero
2019-05-10 16:48:02.201281: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1432] Found device 0 with properties: 
name: TITAN Xp major: 6 minor: 1 memoryClockRate(GHz): 1.582
pciBusID: 0000:01:00.0
totalMemory: 11.90GiB freeMemory: 11.55GiB
2019-05-10 16:48:02.201296: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1511] Adding visible gpu devices: 0
2019-05-10 16:48:02.396536: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:982] Device interconnect StreamExecutor with strength 1 edge matrix:
2019-05-10 16:48:02.396563: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:988]      0 
2019-05-10 16:48:02.396569: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1001] 0:   N 
2019-05-10 16:48:02.396735: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1115] Created TensorFlow device (/job:localhost/replica:0/task:0/device:GPU:0 with 11180 MB memory) -> physical GPU (device: 0, name: TITAN Xp, pci bus id: 0000:01:00.0, compute capability: 6.1)
INFO: Loading MNIST data.
INFO: Run with args: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Built generators with 120 training samples,  20 validation samples and 20 test samples.
INFO: Started training feature extraction.
__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
input_1 (InputLayer)            (None, 28, 28, 1)    0                                            
__________________________________________________________________________________________________
conv2d_1 (Conv2D)               (None, 28, 28, 16)   160         input_1[0][0]                    
__________________________________________________________________________________________________
activation_1 (Activation)       (None, 28, 28, 16)   0           conv2d_1[0][0]                   
__________________________________________________________________________________________________
conv2d_2 (Conv2D)               (None, 28, 28, 16)   2320        activation_1[0][0]               
__________________________________________________________________________________________________
activation_2 (Activation)       (None, 28, 28, 16)   0           conv2d_2[0][0]                   
__________________________________________________________________________________________________
conv2d_3 (Conv2D)               (None, 28, 28, 16)   2320        activation_2[0][0]               
__________________________________________________________________________________________________
activation_3 (Activation)       (None, 28, 28, 16)   0           conv2d_3[0][0]                   
__________________________________________________________________________________________________
add_1 (Add)                     (None, 28, 28, 16)   0           activation_1[0][0]               
                                                                 activation_3[0][0]               
__________________________________________________________________________________________________
activation_4 (Activation)       (None, 28, 28, 16)   0           add_1[0][0]                      
__________________________________________________________________________________________________
conv2d_4 (Conv2D)               (None, 28, 28, 16)   2320        activation_4[0][0]               
__________________________________________________________________________________________________
activation_5 (Activation)       (None, 28, 28, 16)   0           conv2d_4[0][0]                   
__________________________________________________________________________________________________
conv2d_5 (Conv2D)               (None, 28, 28, 16)   2320        activation_5[0][0]               
__________________________________________________________________________________________________
activation_6 (Activation)       (None, 28, 28, 16)   0           conv2d_5[0][0]                   
__________________________________________________________________________________________________
add_2 (Add)                     (None, 28, 28, 16)   0           activation_4[0][0]               
                                                                 activation_6[0][0]               
__________________________________________________________________________________________________
activation_7 (Activation)       (None, 28, 28, 16)   0           add_2[0][0]                      
__________________________________________________________________________________________________
conv2d_6 (Conv2D)               (None, 28, 28, 16)   2320        activation_7[0][0]               
__________________________________________________________________________________________________
activation_8 (Activation)       (None, 28, 28, 16)   0           conv2d_6[0][0]                   
__________________________________________________________________________________________________
conv2d_7 (Conv2D)               (None, 28, 28, 16)   2320        activation_8[0][0]               
__________________________________________________________________________________________________
activation_9 (Activation)       (None, 28, 28, 16)   0           conv2d_7[0][0]                   
__________________________________________________________________________________________________
add_3 (Add)                     (None, 28, 28, 16)   0           activation_7[0][0]               
                                                                 activation_9[0][0]               
__________________________________________________________________________________________________
activation_10 (Activation)      (None, 28, 28, 16)   0           add_3[0][0]                      
__________________________________________________________________________________________________
conv2d_8 (Conv2D)               (None, 14, 14, 32)   4640        activation_10[0][0]              
__________________________________________________________________________________________________
activation_11 (Activation)      (None, 14, 14, 32)   0           conv2d_8[0][0]                   
__________________________________________________________________________________________________
conv2d_10 (Conv2D)              (None, 14, 14, 32)   544         activation_10[0][0]              
__________________________________________________________________________________________________
conv2d_9 (Conv2D)               (None, 14, 14, 32)   9248        activation_11[0][0]              
__________________________________________________________________________________________________
activation_13 (Activation)      (None, 14, 14, 32)   0           conv2d_10[0][0]                  
__________________________________________________________________________________________________
activation_12 (Activation)      (None, 14, 14, 32)   0           conv2d_9[0][0]                   
__________________________________________________________________________________________________
add_4 (Add)                     (None, 14, 14, 32)   0           activation_13[0][0]              
                                                                 activation_12[0][0]              
__________________________________________________________________________________________________
activation_14 (Activation)      (None, 14, 14, 32)   0           add_4[0][0]                      
__________________________________________________________________________________________________
conv2d_11 (Conv2D)              (None, 14, 14, 32)   9248        activation_14[0][0]              
__________________________________________________________________________________________________
activation_15 (Activation)      (None, 14, 14, 32)   0           conv2d_11[0][0]                  
__________________________________________________________________________________________________
conv2d_12 (Conv2D)              (None, 14, 14, 32)   9248        activation_15[0][0]              
__________________________________________________________________________________________________
activation_16 (Activation)      (None, 14, 14, 32)   0           conv2d_12[0][0]                  
__________________________________________________________________________________________________
add_5 (Add)                     (None, 14, 14, 32)   0           activation_14[0][0]              
                                                                 activation_16[0][0]              
__________________________________________________________________________________________________
activation_17 (Activation)      (None, 14, 14, 32)   0           add_5[0][0]                      
__________________________________________________________________________________________________
conv2d_13 (Conv2D)              (None, 14, 14, 32)   9248        activation_17[0][0]              
__________________________________________________________________________________________________
activation_18 (Activation)      (None, 14, 14, 32)   0           conv2d_13[0][0]                  
__________________________________________________________________________________________________
conv2d_14 (Conv2D)              (None, 14, 14, 32)   9248        activation_18[0][0]              
__________________________________________________________________________________________________
activation_19 (Activation)      (None, 14, 14, 32)   0           conv2d_14[0][0]                  
__________________________________________________________________________________________________
add_6 (Add)                     (None, 14, 14, 32)   0           activation_17[0][0]              
                                                                 activation_19[0][0]              
__________________________________________________________________________________________________
activation_20 (Activation)      (None, 14, 14, 32)   0           add_6[0][0]                      
__________________________________________________________________________________________________
conv2d_15 (Conv2D)              (None, 7, 7, 64)     18496       activation_20[0][0]              
__________________________________________________________________________________________________
activation_21 (Activation)      (None, 7, 7, 64)     0           conv2d_15[0][0]                  
__________________________________________________________________________________________________
conv2d_17 (Conv2D)              (None, 7, 7, 64)     2112        activation_20[0][0]              
__________________________________________________________________________________________________
conv2d_16 (Conv2D)              (None, 7, 7, 64)     36928       activation_21[0][0]              
__________________________________________________________________________________________________
activation_23 (Activation)      (None, 7, 7, 64)     0           conv2d_17[0][0]                  
__________________________________________________________________________________________________
activation_22 (Activation)      (None, 7, 7, 64)     0           conv2d_16[0][0]                  
__________________________________________________________________________________________________
add_7 (Add)                     (None, 7, 7, 64)     0           activation_23[0][0]              
                                                                 activation_22[0][0]              
__________________________________________________________________________________________________
activation_24 (Activation)      (None, 7, 7, 64)     0           add_7[0][0]                      
__________________________________________________________________________________________________
conv2d_18 (Conv2D)              (None, 7, 7, 64)     36928       activation_24[0][0]              
__________________________________________________________________________________________________
activation_25 (Activation)      (None, 7, 7, 64)     0           conv2d_18[0][0]                  
__________________________________________________________________________________________________
conv2d_19 (Conv2D)              (None, 7, 7, 64)     36928       activation_25[0][0]              
__________________________________________________________________________________________________
activation_26 (Activation)      (None, 7, 7, 64)     0           conv2d_19[0][0]                  
__________________________________________________________________________________________________
add_8 (Add)                     (None, 7, 7, 64)     0           activation_24[0][0]              
                                                                 activation_26[0][0]              
__________________________________________________________________________________________________
activation_27 (Activation)      (None, 7, 7, 64)     0           add_8[0][0]                      
__________________________________________________________________________________________________
conv2d_20 (Conv2D)              (None, 7, 7, 64)     36928       activation_27[0][0]              
__________________________________________________________________________________________________
activation_28 (Activation)      (None, 7, 7, 64)     0           conv2d_20[0][0]                  
__________________________________________________________________________________________________
conv2d_21 (Conv2D)              (None, 7, 7, 64)     36928       activation_28[0][0]              
__________________________________________________________________________________________________
activation_29 (Activation)      (None, 7, 7, 64)     0           conv2d_21[0][0]                  
__________________________________________________________________________________________________
add_9 (Add)                     (None, 7, 7, 64)     0           activation_27[0][0]              
                                                                 activation_29[0][0]              
__________________________________________________________________________________________________
activation_30 (Activation)      (None, 7, 7, 64)     0           add_9[0][0]                      
__________________________________________________________________________________________________
average_pooling2d_1 (AveragePoo (None, 1, 1, 64)     0           activation_30[0][0]              
__________________________________________________________________________________________________
�atten_1 (Flatten)             (None, 64)           0           average_pooling2d_1[0][0]        
__________________________________________________________________________________________________
dense_1 (Dense)                 (None, 2)            130         �atten_1[0][0]                  
__________________________________________________________________________________________________
activation_31 (Activation)      (None, 2)            0           dense_1[0][0]                    
==================================================================================================
Total params: 270,882
Trainable params: 270,882
Non-trainable params: 0
__________________________________________________________________________________________________
INFO: Loading existing model from /home/d909b/models/cex_main_1/model.npz
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
input_3 (InputLayer)         (None, 28, 28, 1)         0         
_________________________________________________________________
�atten_3 (Flatten)          (None, 784)               0         
_________________________________________________________________
dense_3 (Dense)              (None, 75)                58875     
_________________________________________________________________
activation_63 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_4 (Dense)              (None, 75)                5700      
_________________________________________________________________
activation_64 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_5 (Dense)              (None, 196)               14896     
_________________________________________________________________
activation_65 (Activation)   (None, 196)               0         
_________________________________________________________________
reshape_1 (Reshape)          (None, 14, 14, 1)         0         
_________________________________________________________________
lambda_2 (Lambda)            (None, 28, 28, 1)         0         
_________________________________________________________________
reshape_2 (Reshape)          (None, 784)               0         
=================================================================
Total params: 79,471
Trainable params: 79,471
Non-trainable params: 0
_________________________________________________________________
INFO: Loading existing CXPlain model from /home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz
build_explanation_model : took 1.81394100189 seconds.
INFO: Saving loss history to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/losses.pickle
INFO: Saving model predictions.
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/train_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/val_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/test_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test AUROC (weighted) = 0.999994917356212 , with AUPRC (weighted) = 0.9999949280930339 , with r^2 (weighted) = 0.9957963109416453 , with f1 (weighted) = 0.9984879166751001 , with accuracy = 0.9984879032258065 , with error = 0.0015120967741935054
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test [n= 100 ] targets = [0.9] observed = [(1.1436718599626305, '+-', 0.5520538782615332)]
INFO: Performance on test [n= 100 ] for target 0.9
observed = [1.3892620290955573, 1.1377237947530967, 0.8350603218815686, 0.8713871427716444, 1.8772789577296631, 1.0421385269639882, 1.2734869085839489, 0.5600630255113783, 1.2435160902712874, 2.0858731684436953, 0.6621914099533671, 0.6070763678776874, 0.8661585671984602, 1.0517880297070337, 2.9146049149183884, 0.6235869496235044, 0.9226209148366383, 0.896227432532063, 0.2670657996896821, 0.013821244358016503, 2.189807259704378, 0.8175433055816894, 1.19488319718703, 1.8930241978639137, 0.7730931068420339, 1.27811588137019, 0.9850174716812721, 1.1216892414631758, 0.573120152159161, 1.0232491128492835, 0.8987605463776784, 1.037649214136879, 0.5118367176339356, 2.083070000264211, 1.302903762457773, 0.8204965828874214, 1.6789029079041142, 1.623794531947206, 1.2545555949371687, 1.0012906768156877, 1.2462736163330106, 0.9057037790232868, 0.9469323067092333, 0.4383414096479612, 0.8104805348408998, 0.8851755920050628, 1.132267732268079, 1.6621074239888216, 0.934013287760548, 0.8349687929106586, 0.5289153327173624, 1.4440371769826026, 2.138591203347149, 1.2270851493051227, 2.142648193073443, 0.3385335850217482, 0.46770572775341435, 0.8527171407093351, 0.47953222713471033, 1.8026274831409246, 1.1812909273907717, 0.9314364881634934, 0.2302455728277166, 1.5633736254880761, 2.3031484613717335, 2.4174470115754003, 1.1201235152098241, 2.266265571565306, 1.3994960435747492, 0.7860688071695486, 1.2776682986304249, 1.6580154383934487, 0.757406483017344, 1.0043128902083016, 0.7231292579067669, 0.740787741347223, 0.7141079559712596, 0.6734593179701929, 0.6616112633542277, 0.9468177183380312, 0.7690791699258368, 1.0155653037702255, 0.6512117579059203, 0.9884971489035145, 0.6675223757172929, 1.7234492486644164, 0.7886172116728509, 1.1807222822302033, 0.8768496962883034, 1.2127882377541048, 1.0925325778269959, 0.5464445929844274, 2.096737223622148, 0.8172319369500524, 1.8495334324613373, 1.2724899666210199, 1.0701363404910589, 1.8738202234307906, 2.195503699637992, 1.8998484264924382]

Process �nished with exit code 0

8 → 3

DeepSHAP

SHAP

CXPlain (U-net)

LIME

Source MaskedMask

ssh://d909b@ssh.schwabpatrick.com:909/usr/bin/python -u /home/d909b/bin/causal_explanations/causal_explanations/apps/main.py --output_directory=/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty --load_existing=/home/d909b/models/cex_main_1/model.npz --load_existing_cxplain=/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz --dataset=mnist --num_epochs=50 --num_units=75 --batch_size=100 --num_layers=2 --dropout=0.0 --learning_rate=0.001 --l2_weight=0.000 --model_type=resnet --explanation_type=cxplain --do_not_save_attributions --source_digit=8 --target_digit=3 --attack_method=random --attack_epsilon=1 --attack_num_samples=100 --defence_method=none --discrete_attack_type=lsga --do_not_calculate_log_odds --do_not_calculate_robustness --num_explanation_samples=1000 --num_boostrap_samples=5
Using TensorFlow backend.
/usr/local/lib/python2.7/dist-packages/sklearn/ensemble/weight_boosting.py:29: DeprecationWarning: numpy.core.umath_tests is an internal NumPy module and should not be imported. It will be removed in a future NumPy release.
  from numpy.core.umath_tests import inner1d
INFO: Args are: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Running at 2019-05-10 16:48:02.083797
INFO: Seed is 909
2019-05-10 16:48:02.092153: I tensor�ow/core/platform/cpu_feature_guard.cc:141] Your CPU supports instructions that this TensorFlow binary was not compiled to use: AVX2 FMA
2019-05-10 16:48:02.200813: I tensor�ow/stream_executor/cuda/cuda_gpu_executor.cc:964] successful NUMA node read from SysFS had negative value (-1), but there must be at least one NUMA node, so returning NUMA node zero
2019-05-10 16:48:02.201281: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1432] Found device 0 with properties: 
name: TITAN Xp major: 6 minor: 1 memoryClockRate(GHz): 1.582
pciBusID: 0000:01:00.0
totalMemory: 11.90GiB freeMemory: 11.55GiB
2019-05-10 16:48:02.201296: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1511] Adding visible gpu devices: 0
2019-05-10 16:48:02.396536: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:982] Device interconnect StreamExecutor with strength 1 edge matrix:
2019-05-10 16:48:02.396563: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:988]      0 
2019-05-10 16:48:02.396569: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1001] 0:   N 
2019-05-10 16:48:02.396735: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1115] Created TensorFlow device (/job:localhost/replica:0/task:0/device:GPU:0 with 11180 MB memory) -> physical GPU (device: 0, name: TITAN Xp, pci bus id: 0000:01:00.0, compute capability: 6.1)
INFO: Loading MNIST data.
INFO: Run with args: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Built generators with 120 training samples,  20 validation samples and 20 test samples.
INFO: Started training feature extraction.
__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
input_1 (InputLayer)            (None, 28, 28, 1)    0                                            
__________________________________________________________________________________________________
conv2d_1 (Conv2D)               (None, 28, 28, 16)   160         input_1[0][0]                    
__________________________________________________________________________________________________
activation_1 (Activation)       (None, 28, 28, 16)   0           conv2d_1[0][0]                   
__________________________________________________________________________________________________
conv2d_2 (Conv2D)               (None, 28, 28, 16)   2320        activation_1[0][0]               
__________________________________________________________________________________________________
activation_2 (Activation)       (None, 28, 28, 16)   0           conv2d_2[0][0]                   
__________________________________________________________________________________________________
conv2d_3 (Conv2D)               (None, 28, 28, 16)   2320        activation_2[0][0]               
__________________________________________________________________________________________________
activation_3 (Activation)       (None, 28, 28, 16)   0           conv2d_3[0][0]                   
__________________________________________________________________________________________________
add_1 (Add)                     (None, 28, 28, 16)   0           activation_1[0][0]               
                                                                 activation_3[0][0]               
__________________________________________________________________________________________________
activation_4 (Activation)       (None, 28, 28, 16)   0           add_1[0][0]                      
__________________________________________________________________________________________________
conv2d_4 (Conv2D)               (None, 28, 28, 16)   2320        activation_4[0][0]               
__________________________________________________________________________________________________
activation_5 (Activation)       (None, 28, 28, 16)   0           conv2d_4[0][0]                   
__________________________________________________________________________________________________
conv2d_5 (Conv2D)               (None, 28, 28, 16)   2320        activation_5[0][0]               
__________________________________________________________________________________________________
activation_6 (Activation)       (None, 28, 28, 16)   0           conv2d_5[0][0]                   
__________________________________________________________________________________________________
add_2 (Add)                     (None, 28, 28, 16)   0           activation_4[0][0]               
                                                                 activation_6[0][0]               
__________________________________________________________________________________________________
activation_7 (Activation)       (None, 28, 28, 16)   0           add_2[0][0]                      
__________________________________________________________________________________________________
conv2d_6 (Conv2D)               (None, 28, 28, 16)   2320        activation_7[0][0]               
__________________________________________________________________________________________________
activation_8 (Activation)       (None, 28, 28, 16)   0           conv2d_6[0][0]                   
__________________________________________________________________________________________________
conv2d_7 (Conv2D)               (None, 28, 28, 16)   2320        activation_8[0][0]               
__________________________________________________________________________________________________
activation_9 (Activation)       (None, 28, 28, 16)   0           conv2d_7[0][0]                   
__________________________________________________________________________________________________
add_3 (Add)                     (None, 28, 28, 16)   0           activation_7[0][0]               
                                                                 activation_9[0][0]               
__________________________________________________________________________________________________
activation_10 (Activation)      (None, 28, 28, 16)   0           add_3[0][0]                      
__________________________________________________________________________________________________
conv2d_8 (Conv2D)               (None, 14, 14, 32)   4640        activation_10[0][0]              
__________________________________________________________________________________________________
activation_11 (Activation)      (None, 14, 14, 32)   0           conv2d_8[0][0]                   
__________________________________________________________________________________________________
conv2d_10 (Conv2D)              (None, 14, 14, 32)   544         activation_10[0][0]              
__________________________________________________________________________________________________
conv2d_9 (Conv2D)               (None, 14, 14, 32)   9248        activation_11[0][0]              
__________________________________________________________________________________________________
activation_13 (Activation)      (None, 14, 14, 32)   0           conv2d_10[0][0]                  
__________________________________________________________________________________________________
activation_12 (Activation)      (None, 14, 14, 32)   0           conv2d_9[0][0]                   
__________________________________________________________________________________________________
add_4 (Add)                     (None, 14, 14, 32)   0           activation_13[0][0]              
                                                                 activation_12[0][0]              
__________________________________________________________________________________________________
activation_14 (Activation)      (None, 14, 14, 32)   0           add_4[0][0]                      
__________________________________________________________________________________________________
conv2d_11 (Conv2D)              (None, 14, 14, 32)   9248        activation_14[0][0]              
__________________________________________________________________________________________________
activation_15 (Activation)      (None, 14, 14, 32)   0           conv2d_11[0][0]                  
__________________________________________________________________________________________________
conv2d_12 (Conv2D)              (None, 14, 14, 32)   9248        activation_15[0][0]              
__________________________________________________________________________________________________
activation_16 (Activation)      (None, 14, 14, 32)   0           conv2d_12[0][0]                  
__________________________________________________________________________________________________
add_5 (Add)                     (None, 14, 14, 32)   0           activation_14[0][0]              
                                                                 activation_16[0][0]              
__________________________________________________________________________________________________
activation_17 (Activation)      (None, 14, 14, 32)   0           add_5[0][0]                      
__________________________________________________________________________________________________
conv2d_13 (Conv2D)              (None, 14, 14, 32)   9248        activation_17[0][0]              
__________________________________________________________________________________________________
activation_18 (Activation)      (None, 14, 14, 32)   0           conv2d_13[0][0]                  
__________________________________________________________________________________________________
conv2d_14 (Conv2D)              (None, 14, 14, 32)   9248        activation_18[0][0]              
__________________________________________________________________________________________________
activation_19 (Activation)      (None, 14, 14, 32)   0           conv2d_14[0][0]                  
__________________________________________________________________________________________________
add_6 (Add)                     (None, 14, 14, 32)   0           activation_17[0][0]              
                                                                 activation_19[0][0]              
__________________________________________________________________________________________________
activation_20 (Activation)      (None, 14, 14, 32)   0           add_6[0][0]                      
__________________________________________________________________________________________________
conv2d_15 (Conv2D)              (None, 7, 7, 64)     18496       activation_20[0][0]              
__________________________________________________________________________________________________
activation_21 (Activation)      (None, 7, 7, 64)     0           conv2d_15[0][0]                  
__________________________________________________________________________________________________
conv2d_17 (Conv2D)              (None, 7, 7, 64)     2112        activation_20[0][0]              
__________________________________________________________________________________________________
conv2d_16 (Conv2D)              (None, 7, 7, 64)     36928       activation_21[0][0]              
__________________________________________________________________________________________________
activation_23 (Activation)      (None, 7, 7, 64)     0           conv2d_17[0][0]                  
__________________________________________________________________________________________________
activation_22 (Activation)      (None, 7, 7, 64)     0           conv2d_16[0][0]                  
__________________________________________________________________________________________________
add_7 (Add)                     (None, 7, 7, 64)     0           activation_23[0][0]              
                                                                 activation_22[0][0]              
__________________________________________________________________________________________________
activation_24 (Activation)      (None, 7, 7, 64)     0           add_7[0][0]                      
__________________________________________________________________________________________________
conv2d_18 (Conv2D)              (None, 7, 7, 64)     36928       activation_24[0][0]              
__________________________________________________________________________________________________
activation_25 (Activation)      (None, 7, 7, 64)     0           conv2d_18[0][0]                  
__________________________________________________________________________________________________
conv2d_19 (Conv2D)              (None, 7, 7, 64)     36928       activation_25[0][0]              
__________________________________________________________________________________________________
activation_26 (Activation)      (None, 7, 7, 64)     0           conv2d_19[0][0]                  
__________________________________________________________________________________________________
add_8 (Add)                     (None, 7, 7, 64)     0           activation_24[0][0]              
                                                                 activation_26[0][0]              
__________________________________________________________________________________________________
activation_27 (Activation)      (None, 7, 7, 64)     0           add_8[0][0]                      
__________________________________________________________________________________________________
conv2d_20 (Conv2D)              (None, 7, 7, 64)     36928       activation_27[0][0]              
__________________________________________________________________________________________________
activation_28 (Activation)      (None, 7, 7, 64)     0           conv2d_20[0][0]                  
__________________________________________________________________________________________________
conv2d_21 (Conv2D)              (None, 7, 7, 64)     36928       activation_28[0][0]              
__________________________________________________________________________________________________
activation_29 (Activation)      (None, 7, 7, 64)     0           conv2d_21[0][0]                  
__________________________________________________________________________________________________
add_9 (Add)                     (None, 7, 7, 64)     0           activation_27[0][0]              
                                                                 activation_29[0][0]              
__________________________________________________________________________________________________
activation_30 (Activation)      (None, 7, 7, 64)     0           add_9[0][0]                      
__________________________________________________________________________________________________
average_pooling2d_1 (AveragePoo (None, 1, 1, 64)     0           activation_30[0][0]              
__________________________________________________________________________________________________
�atten_1 (Flatten)             (None, 64)           0           average_pooling2d_1[0][0]        
__________________________________________________________________________________________________
dense_1 (Dense)                 (None, 2)            130         �atten_1[0][0]                  
__________________________________________________________________________________________________
activation_31 (Activation)      (None, 2)            0           dense_1[0][0]                    
==================================================================================================
Total params: 270,882
Trainable params: 270,882
Non-trainable params: 0
__________________________________________________________________________________________________
INFO: Loading existing model from /home/d909b/models/cex_main_1/model.npz
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
input_3 (InputLayer)         (None, 28, 28, 1)         0         
_________________________________________________________________
�atten_3 (Flatten)          (None, 784)               0         
_________________________________________________________________
dense_3 (Dense)              (None, 75)                58875     
_________________________________________________________________
activation_63 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_4 (Dense)              (None, 75)                5700      
_________________________________________________________________
activation_64 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_5 (Dense)              (None, 196)               14896     
_________________________________________________________________
activation_65 (Activation)   (None, 196)               0         
_________________________________________________________________
reshape_1 (Reshape)          (None, 14, 14, 1)         0         
_________________________________________________________________
lambda_2 (Lambda)            (None, 28, 28, 1)         0         
_________________________________________________________________
reshape_2 (Reshape)          (None, 784)               0         
=================================================================
Total params: 79,471
Trainable params: 79,471
Non-trainable params: 0
_________________________________________________________________
INFO: Loading existing CXPlain model from /home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz
build_explanation_model : took 1.81394100189 seconds.
INFO: Saving loss history to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/losses.pickle
INFO: Saving model predictions.
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/train_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/val_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/test_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test AUROC (weighted) = 0.999994917356212 , with AUPRC (weighted) = 0.9999949280930339 , with r^2 (weighted) = 0.9957963109416453 , with f1 (weighted) = 0.9984879166751001 , with accuracy = 0.9984879032258065 , with error = 0.0015120967741935054
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test [n= 100 ] targets = [0.9] observed = [(1.1436718599626305, '+-', 0.5520538782615332)]
INFO: Performance on test [n= 100 ] for target 0.9
observed = [1.3892620290955573, 1.1377237947530967, 0.8350603218815686, 0.8713871427716444, 1.8772789577296631, 1.0421385269639882, 1.2734869085839489, 0.5600630255113783, 1.2435160902712874, 2.0858731684436953, 0.6621914099533671, 0.6070763678776874, 0.8661585671984602, 1.0517880297070337, 2.9146049149183884, 0.6235869496235044, 0.9226209148366383, 0.896227432532063, 0.2670657996896821, 0.013821244358016503, 2.189807259704378, 0.8175433055816894, 1.19488319718703, 1.8930241978639137, 0.7730931068420339, 1.27811588137019, 0.9850174716812721, 1.1216892414631758, 0.573120152159161, 1.0232491128492835, 0.8987605463776784, 1.037649214136879, 0.5118367176339356, 2.083070000264211, 1.302903762457773, 0.8204965828874214, 1.6789029079041142, 1.623794531947206, 1.2545555949371687, 1.0012906768156877, 1.2462736163330106, 0.9057037790232868, 0.9469323067092333, 0.4383414096479612, 0.8104805348408998, 0.8851755920050628, 1.132267732268079, 1.6621074239888216, 0.934013287760548, 0.8349687929106586, 0.5289153327173624, 1.4440371769826026, 2.138591203347149, 1.2270851493051227, 2.142648193073443, 0.3385335850217482, 0.46770572775341435, 0.8527171407093351, 0.47953222713471033, 1.8026274831409246, 1.1812909273907717, 0.9314364881634934, 0.2302455728277166, 1.5633736254880761, 2.3031484613717335, 2.4174470115754003, 1.1201235152098241, 2.266265571565306, 1.3994960435747492, 0.7860688071695486, 1.2776682986304249, 1.6580154383934487, 0.757406483017344, 1.0043128902083016, 0.7231292579067669, 0.740787741347223, 0.7141079559712596, 0.6734593179701929, 0.6616112633542277, 0.9468177183380312, 0.7690791699258368, 1.0155653037702255, 0.6512117579059203, 0.9884971489035145, 0.6675223757172929, 1.7234492486644164, 0.7886172116728509, 1.1807222822302033, 0.8768496962883034, 1.2127882377541048, 1.0925325778269959, 0.5464445929844274, 2.096737223622148, 0.8172319369500524, 1.8495334324613373, 1.2724899666210199, 1.0701363404910589, 1.8738202234307906, 2.195503699637992, 1.8998484264924382]

Process �nished with exit code 0
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Figure S1: Additional qualitative comparisons of the top 10% most important pixels (= Mask) as
identified by CXPlain (U-net), DeepSHAP, SHAP, and LIME on two sample test set images (Source)
of the 8 vs. 3 MNIST benchmark.
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Source MaskedAttribution

ssh://d909b@ssh.schwabpatrick.com:909/usr/bin/python -u /home/d909b/bin/causal_explanations/causal_explanations/apps/main.py --output_directory=/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty --load_existing=/home/d909b/models/cex_main_1/model.npz --load_existing_cxplain=/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz --dataset=mnist --num_epochs=50 --num_units=75 --batch_size=100 --num_layers=2 --dropout=0.0 --learning_rate=0.001 --l2_weight=0.000 --model_type=resnet --explanation_type=cxplain --do_not_save_attributions --source_digit=8 --target_digit=3 --attack_method=random --attack_epsilon=1 --attack_num_samples=100 --defence_method=none --discrete_attack_type=lsga --do_not_calculate_log_odds --do_not_calculate_robustness --num_explanation_samples=1000 --num_boostrap_samples=5
Using TensorFlow backend.
/usr/local/lib/python2.7/dist-packages/sklearn/ensemble/weight_boosting.py:29: DeprecationWarning: numpy.core.umath_tests is an internal NumPy module and should not be imported. It will be removed in a future NumPy release.
  from numpy.core.umath_tests import inner1d
INFO: Args are: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Running at 2019-05-10 16:48:02.083797
INFO: Seed is 909
2019-05-10 16:48:02.092153: I tensor�ow/core/platform/cpu_feature_guard.cc:141] Your CPU supports instructions that this TensorFlow binary was not compiled to use: AVX2 FMA
2019-05-10 16:48:02.200813: I tensor�ow/stream_executor/cuda/cuda_gpu_executor.cc:964] successful NUMA node read from SysFS had negative value (-1), but there must be at least one NUMA node, so returning NUMA node zero
2019-05-10 16:48:02.201281: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1432] Found device 0 with properties: 
name: TITAN Xp major: 6 minor: 1 memoryClockRate(GHz): 1.582
pciBusID: 0000:01:00.0
totalMemory: 11.90GiB freeMemory: 11.55GiB
2019-05-10 16:48:02.201296: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1511] Adding visible gpu devices: 0
2019-05-10 16:48:02.396536: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:982] Device interconnect StreamExecutor with strength 1 edge matrix:
2019-05-10 16:48:02.396563: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:988]      0 
2019-05-10 16:48:02.396569: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1001] 0:   N 
2019-05-10 16:48:02.396735: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1115] Created TensorFlow device (/job:localhost/replica:0/task:0/device:GPU:0 with 11180 MB memory) -> physical GPU (device: 0, name: TITAN Xp, pci bus id: 0000:01:00.0, compute capability: 6.1)
INFO: Loading MNIST data.
INFO: Run with args: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Built generators with 120 training samples,  20 validation samples and 20 test samples.
INFO: Started training feature extraction.
__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
input_1 (InputLayer)            (None, 28, 28, 1)    0                                            
__________________________________________________________________________________________________
conv2d_1 (Conv2D)               (None, 28, 28, 16)   160         input_1[0][0]                    
__________________________________________________________________________________________________
activation_1 (Activation)       (None, 28, 28, 16)   0           conv2d_1[0][0]                   
__________________________________________________________________________________________________
conv2d_2 (Conv2D)               (None, 28, 28, 16)   2320        activation_1[0][0]               
__________________________________________________________________________________________________
activation_2 (Activation)       (None, 28, 28, 16)   0           conv2d_2[0][0]                   
__________________________________________________________________________________________________
conv2d_3 (Conv2D)               (None, 28, 28, 16)   2320        activation_2[0][0]               
__________________________________________________________________________________________________
activation_3 (Activation)       (None, 28, 28, 16)   0           conv2d_3[0][0]                   
__________________________________________________________________________________________________
add_1 (Add)                     (None, 28, 28, 16)   0           activation_1[0][0]               
                                                                 activation_3[0][0]               
__________________________________________________________________________________________________
activation_4 (Activation)       (None, 28, 28, 16)   0           add_1[0][0]                      
__________________________________________________________________________________________________
conv2d_4 (Conv2D)               (None, 28, 28, 16)   2320        activation_4[0][0]               
__________________________________________________________________________________________________
activation_5 (Activation)       (None, 28, 28, 16)   0           conv2d_4[0][0]                   
__________________________________________________________________________________________________
conv2d_5 (Conv2D)               (None, 28, 28, 16)   2320        activation_5[0][0]               
__________________________________________________________________________________________________
activation_6 (Activation)       (None, 28, 28, 16)   0           conv2d_5[0][0]                   
__________________________________________________________________________________________________
add_2 (Add)                     (None, 28, 28, 16)   0           activation_4[0][0]               
                                                                 activation_6[0][0]               
__________________________________________________________________________________________________
activation_7 (Activation)       (None, 28, 28, 16)   0           add_2[0][0]                      
__________________________________________________________________________________________________
conv2d_6 (Conv2D)               (None, 28, 28, 16)   2320        activation_7[0][0]               
__________________________________________________________________________________________________
activation_8 (Activation)       (None, 28, 28, 16)   0           conv2d_6[0][0]                   
__________________________________________________________________________________________________
conv2d_7 (Conv2D)               (None, 28, 28, 16)   2320        activation_8[0][0]               
__________________________________________________________________________________________________
activation_9 (Activation)       (None, 28, 28, 16)   0           conv2d_7[0][0]                   
__________________________________________________________________________________________________
add_3 (Add)                     (None, 28, 28, 16)   0           activation_7[0][0]               
                                                                 activation_9[0][0]               
__________________________________________________________________________________________________
activation_10 (Activation)      (None, 28, 28, 16)   0           add_3[0][0]                      
__________________________________________________________________________________________________
conv2d_8 (Conv2D)               (None, 14, 14, 32)   4640        activation_10[0][0]              
__________________________________________________________________________________________________
activation_11 (Activation)      (None, 14, 14, 32)   0           conv2d_8[0][0]                   
__________________________________________________________________________________________________
conv2d_10 (Conv2D)              (None, 14, 14, 32)   544         activation_10[0][0]              
__________________________________________________________________________________________________
conv2d_9 (Conv2D)               (None, 14, 14, 32)   9248        activation_11[0][0]              
__________________________________________________________________________________________________
activation_13 (Activation)      (None, 14, 14, 32)   0           conv2d_10[0][0]                  
__________________________________________________________________________________________________
activation_12 (Activation)      (None, 14, 14, 32)   0           conv2d_9[0][0]                   
__________________________________________________________________________________________________
add_4 (Add)                     (None, 14, 14, 32)   0           activation_13[0][0]              
                                                                 activation_12[0][0]              
__________________________________________________________________________________________________
activation_14 (Activation)      (None, 14, 14, 32)   0           add_4[0][0]                      
__________________________________________________________________________________________________
conv2d_11 (Conv2D)              (None, 14, 14, 32)   9248        activation_14[0][0]              
__________________________________________________________________________________________________
activation_15 (Activation)      (None, 14, 14, 32)   0           conv2d_11[0][0]                  
__________________________________________________________________________________________________
conv2d_12 (Conv2D)              (None, 14, 14, 32)   9248        activation_15[0][0]              
__________________________________________________________________________________________________
activation_16 (Activation)      (None, 14, 14, 32)   0           conv2d_12[0][0]                  
__________________________________________________________________________________________________
add_5 (Add)                     (None, 14, 14, 32)   0           activation_14[0][0]              
                                                                 activation_16[0][0]              
__________________________________________________________________________________________________
activation_17 (Activation)      (None, 14, 14, 32)   0           add_5[0][0]                      
__________________________________________________________________________________________________
conv2d_13 (Conv2D)              (None, 14, 14, 32)   9248        activation_17[0][0]              
__________________________________________________________________________________________________
activation_18 (Activation)      (None, 14, 14, 32)   0           conv2d_13[0][0]                  
__________________________________________________________________________________________________
conv2d_14 (Conv2D)              (None, 14, 14, 32)   9248        activation_18[0][0]              
__________________________________________________________________________________________________
activation_19 (Activation)      (None, 14, 14, 32)   0           conv2d_14[0][0]                  
__________________________________________________________________________________________________
add_6 (Add)                     (None, 14, 14, 32)   0           activation_17[0][0]              
                                                                 activation_19[0][0]              
__________________________________________________________________________________________________
activation_20 (Activation)      (None, 14, 14, 32)   0           add_6[0][0]                      
__________________________________________________________________________________________________
conv2d_15 (Conv2D)              (None, 7, 7, 64)     18496       activation_20[0][0]              
__________________________________________________________________________________________________
activation_21 (Activation)      (None, 7, 7, 64)     0           conv2d_15[0][0]                  
__________________________________________________________________________________________________
conv2d_17 (Conv2D)              (None, 7, 7, 64)     2112        activation_20[0][0]              
__________________________________________________________________________________________________
conv2d_16 (Conv2D)              (None, 7, 7, 64)     36928       activation_21[0][0]              
__________________________________________________________________________________________________
activation_23 (Activation)      (None, 7, 7, 64)     0           conv2d_17[0][0]                  
__________________________________________________________________________________________________
activation_22 (Activation)      (None, 7, 7, 64)     0           conv2d_16[0][0]                  
__________________________________________________________________________________________________
add_7 (Add)                     (None, 7, 7, 64)     0           activation_23[0][0]              
                                                                 activation_22[0][0]              
__________________________________________________________________________________________________
activation_24 (Activation)      (None, 7, 7, 64)     0           add_7[0][0]                      
__________________________________________________________________________________________________
conv2d_18 (Conv2D)              (None, 7, 7, 64)     36928       activation_24[0][0]              
__________________________________________________________________________________________________
activation_25 (Activation)      (None, 7, 7, 64)     0           conv2d_18[0][0]                  
__________________________________________________________________________________________________
conv2d_19 (Conv2D)              (None, 7, 7, 64)     36928       activation_25[0][0]              
__________________________________________________________________________________________________
activation_26 (Activation)      (None, 7, 7, 64)     0           conv2d_19[0][0]                  
__________________________________________________________________________________________________
add_8 (Add)                     (None, 7, 7, 64)     0           activation_24[0][0]              
                                                                 activation_26[0][0]              
__________________________________________________________________________________________________
activation_27 (Activation)      (None, 7, 7, 64)     0           add_8[0][0]                      
__________________________________________________________________________________________________
conv2d_20 (Conv2D)              (None, 7, 7, 64)     36928       activation_27[0][0]              
__________________________________________________________________________________________________
activation_28 (Activation)      (None, 7, 7, 64)     0           conv2d_20[0][0]                  
__________________________________________________________________________________________________
conv2d_21 (Conv2D)              (None, 7, 7, 64)     36928       activation_28[0][0]              
__________________________________________________________________________________________________
activation_29 (Activation)      (None, 7, 7, 64)     0           conv2d_21[0][0]                  
__________________________________________________________________________________________________
add_9 (Add)                     (None, 7, 7, 64)     0           activation_27[0][0]              
                                                                 activation_29[0][0]              
__________________________________________________________________________________________________
activation_30 (Activation)      (None, 7, 7, 64)     0           add_9[0][0]                      
__________________________________________________________________________________________________
average_pooling2d_1 (AveragePoo (None, 1, 1, 64)     0           activation_30[0][0]              
__________________________________________________________________________________________________
�atten_1 (Flatten)             (None, 64)           0           average_pooling2d_1[0][0]        
__________________________________________________________________________________________________
dense_1 (Dense)                 (None, 2)            130         �atten_1[0][0]                  
__________________________________________________________________________________________________
activation_31 (Activation)      (None, 2)            0           dense_1[0][0]                    
==================================================================================================
Total params: 270,882
Trainable params: 270,882
Non-trainable params: 0
__________________________________________________________________________________________________
INFO: Loading existing model from /home/d909b/models/cex_main_1/model.npz
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
input_3 (InputLayer)         (None, 28, 28, 1)         0         
_________________________________________________________________
�atten_3 (Flatten)          (None, 784)               0         
_________________________________________________________________
dense_3 (Dense)              (None, 75)                58875     
_________________________________________________________________
activation_63 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_4 (Dense)              (None, 75)                5700      
_________________________________________________________________
activation_64 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_5 (Dense)              (None, 196)               14896     
_________________________________________________________________
activation_65 (Activation)   (None, 196)               0         
_________________________________________________________________
reshape_1 (Reshape)          (None, 14, 14, 1)         0         
_________________________________________________________________
lambda_2 (Lambda)            (None, 28, 28, 1)         0         
_________________________________________________________________
reshape_2 (Reshape)          (None, 784)               0         
=================================================================
Total params: 79,471
Trainable params: 79,471
Non-trainable params: 0
_________________________________________________________________
INFO: Loading existing CXPlain model from /home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz
build_explanation_model : took 1.81394100189 seconds.
INFO: Saving loss history to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/losses.pickle
INFO: Saving model predictions.
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/train_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/val_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/test_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test AUROC (weighted) = 0.999994917356212 , with AUPRC (weighted) = 0.9999949280930339 , with r^2 (weighted) = 0.9957963109416453 , with f1 (weighted) = 0.9984879166751001 , with accuracy = 0.9984879032258065 , with error = 0.0015120967741935054
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test [n= 100 ] targets = [0.9] observed = [(1.1436718599626305, '+-', 0.5520538782615332)]
INFO: Performance on test [n= 100 ] for target 0.9
observed = [1.3892620290955573, 1.1377237947530967, 0.8350603218815686, 0.8713871427716444, 1.8772789577296631, 1.0421385269639882, 1.2734869085839489, 0.5600630255113783, 1.2435160902712874, 2.0858731684436953, 0.6621914099533671, 0.6070763678776874, 0.8661585671984602, 1.0517880297070337, 2.9146049149183884, 0.6235869496235044, 0.9226209148366383, 0.896227432532063, 0.2670657996896821, 0.013821244358016503, 2.189807259704378, 0.8175433055816894, 1.19488319718703, 1.8930241978639137, 0.7730931068420339, 1.27811588137019, 0.9850174716812721, 1.1216892414631758, 0.573120152159161, 1.0232491128492835, 0.8987605463776784, 1.037649214136879, 0.5118367176339356, 2.083070000264211, 1.302903762457773, 0.8204965828874214, 1.6789029079041142, 1.623794531947206, 1.2545555949371687, 1.0012906768156877, 1.2462736163330106, 0.9057037790232868, 0.9469323067092333, 0.4383414096479612, 0.8104805348408998, 0.8851755920050628, 1.132267732268079, 1.6621074239888216, 0.934013287760548, 0.8349687929106586, 0.5289153327173624, 1.4440371769826026, 2.138591203347149, 1.2270851493051227, 2.142648193073443, 0.3385335850217482, 0.46770572775341435, 0.8527171407093351, 0.47953222713471033, 1.8026274831409246, 1.1812909273907717, 0.9314364881634934, 0.2302455728277166, 1.5633736254880761, 2.3031484613717335, 2.4174470115754003, 1.1201235152098241, 2.266265571565306, 1.3994960435747492, 0.7860688071695486, 1.2776682986304249, 1.6580154383934487, 0.757406483017344, 1.0043128902083016, 0.7231292579067669, 0.740787741347223, 0.7141079559712596, 0.6734593179701929, 0.6616112633542277, 0.9468177183380312, 0.7690791699258368, 1.0155653037702255, 0.6512117579059203, 0.9884971489035145, 0.6675223757172929, 1.7234492486644164, 0.7886172116728509, 1.1807222822302033, 0.8768496962883034, 1.2127882377541048, 1.0925325778269959, 0.5464445929844274, 2.096737223622148, 0.8172319369500524, 1.8495334324613373, 1.2724899666210199, 1.0701363404910589, 1.8738202234307906, 2.195503699637992, 1.8998484264924382]

Process �nished with exit code 0
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ssh://d909b@ssh.schwabpatrick.com:909/usr/bin/python -u /home/d909b/bin/causal_explanations/causal_explanations/apps/main.py --output_directory=/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty --load_existing=/home/d909b/models/cex_main_1/model.npz --load_existing_cxplain=/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz --dataset=mnist --num_epochs=50 --num_units=75 --batch_size=100 --num_layers=2 --dropout=0.0 --learning_rate=0.001 --l2_weight=0.000 --model_type=resnet --explanation_type=cxplain --do_not_save_attributions --source_digit=8 --target_digit=3 --attack_method=random --attack_epsilon=1 --attack_num_samples=100 --defence_method=none --discrete_attack_type=lsga --do_not_calculate_log_odds --do_not_calculate_robustness --num_explanation_samples=1000 --num_boostrap_samples=5
Using TensorFlow backend.
/usr/local/lib/python2.7/dist-packages/sklearn/ensemble/weight_boosting.py:29: DeprecationWarning: numpy.core.umath_tests is an internal NumPy module and should not be imported. It will be removed in a future NumPy release.
  from numpy.core.umath_tests import inner1d
INFO: Args are: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Running at 2019-05-10 16:48:02.083797
INFO: Seed is 909
2019-05-10 16:48:02.092153: I tensor�ow/core/platform/cpu_feature_guard.cc:141] Your CPU supports instructions that this TensorFlow binary was not compiled to use: AVX2 FMA
2019-05-10 16:48:02.200813: I tensor�ow/stream_executor/cuda/cuda_gpu_executor.cc:964] successful NUMA node read from SysFS had negative value (-1), but there must be at least one NUMA node, so returning NUMA node zero
2019-05-10 16:48:02.201281: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1432] Found device 0 with properties: 
name: TITAN Xp major: 6 minor: 1 memoryClockRate(GHz): 1.582
pciBusID: 0000:01:00.0
totalMemory: 11.90GiB freeMemory: 11.55GiB
2019-05-10 16:48:02.201296: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1511] Adding visible gpu devices: 0
2019-05-10 16:48:02.396536: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:982] Device interconnect StreamExecutor with strength 1 edge matrix:
2019-05-10 16:48:02.396563: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:988]      0 
2019-05-10 16:48:02.396569: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1001] 0:   N 
2019-05-10 16:48:02.396735: I tensor�ow/core/common_runtime/gpu/gpu_device.cc:1115] Created TensorFlow device (/job:localhost/replica:0/task:0/device:GPU:0 with 11180 MB memory) -> physical GPU (device: 0, name: TITAN Xp, pci bus id: 0000:01:00.0, compute capability: 6.1)
INFO: Loading MNIST data.
INFO: Run with args: {'num_boostrap_samples': 5, 'do_adversarial_training': False, 'n_jobs': 4, 'explanation_type': 'cxplain', 'calculate_uncertainties': True, 'num_adversarial_samples': 1000, 'hyperopt_against_eval_set': False, 'num_epochs': 50, 'explanation_model_name': 'explanation.npz', 'copy_to_local': False, 'attack_iterations': 100, 'seed': 909, 'precomputed_attributions_train': '', 'num_layers': 2, 'fraction_of_data_set': 1, 'precomputed_attributions_val': '', 'calculate_log_odds': False, 'do_evaluate': False, 'with_tensorboard': False, 'do_augment': False, 'with_bn': False, 'attack_num_samples': 100, 'do_hyperopt': False, 'attack_epsilon': 1, 'save_attributions': False, 'save_predictions': True, 'target_digit': 3, 'load_existing': '/home/d909b/models/cex_main_1/model.npz', 'source_digit': 8, 'calculate_robustness': False, 'discrete_attack_type': 'lsga', 'num_hyperopt_runs': 35, 'thermometer_encoding_levels': 16, 'learning_rate': 0.001, 'batch_size': 100, 'output_directory': '/home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty', 'load_existing_cxplain': '/home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz', 'do_merge_lsf': False, 'slic_compactness': 10, 'do_hyperopt_on_lsf': False, 'l2_weight': 0.0, 'hyperopt_o�set': 0, 'dataset': 'mnist', 'dropout': 0.0, 'defence_method': 'none', 'num_gpus': 1, 'imagenet_folder': '/home/d909b/backup/imagenettrain-prep/', 'attack_method': 'random', 'num_layers_cxplain': -1, 'early_stopping_patience': 12, 'do_train': False, 'num_explanation_samples': 1000, 'num_units': 75, 'test_set_fraction': 0.2, 'model_type': 'resnet', 'validation_set_fraction': 0.2, 'num_units_cxplain': -1, 'model_name': 'model.npz'}
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Built generators with 120 training samples,  20 validation samples and 20 test samples.
INFO: Started training feature extraction.
__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
input_1 (InputLayer)            (None, 28, 28, 1)    0                                            
__________________________________________________________________________________________________
conv2d_1 (Conv2D)               (None, 28, 28, 16)   160         input_1[0][0]                    
__________________________________________________________________________________________________
activation_1 (Activation)       (None, 28, 28, 16)   0           conv2d_1[0][0]                   
__________________________________________________________________________________________________
conv2d_2 (Conv2D)               (None, 28, 28, 16)   2320        activation_1[0][0]               
__________________________________________________________________________________________________
activation_2 (Activation)       (None, 28, 28, 16)   0           conv2d_2[0][0]                   
__________________________________________________________________________________________________
conv2d_3 (Conv2D)               (None, 28, 28, 16)   2320        activation_2[0][0]               
__________________________________________________________________________________________________
activation_3 (Activation)       (None, 28, 28, 16)   0           conv2d_3[0][0]                   
__________________________________________________________________________________________________
add_1 (Add)                     (None, 28, 28, 16)   0           activation_1[0][0]               
                                                                 activation_3[0][0]               
__________________________________________________________________________________________________
activation_4 (Activation)       (None, 28, 28, 16)   0           add_1[0][0]                      
__________________________________________________________________________________________________
conv2d_4 (Conv2D)               (None, 28, 28, 16)   2320        activation_4[0][0]               
__________________________________________________________________________________________________
activation_5 (Activation)       (None, 28, 28, 16)   0           conv2d_4[0][0]                   
__________________________________________________________________________________________________
conv2d_5 (Conv2D)               (None, 28, 28, 16)   2320        activation_5[0][0]               
__________________________________________________________________________________________________
activation_6 (Activation)       (None, 28, 28, 16)   0           conv2d_5[0][0]                   
__________________________________________________________________________________________________
add_2 (Add)                     (None, 28, 28, 16)   0           activation_4[0][0]               
                                                                 activation_6[0][0]               
__________________________________________________________________________________________________
activation_7 (Activation)       (None, 28, 28, 16)   0           add_2[0][0]                      
__________________________________________________________________________________________________
conv2d_6 (Conv2D)               (None, 28, 28, 16)   2320        activation_7[0][0]               
__________________________________________________________________________________________________
activation_8 (Activation)       (None, 28, 28, 16)   0           conv2d_6[0][0]                   
__________________________________________________________________________________________________
conv2d_7 (Conv2D)               (None, 28, 28, 16)   2320        activation_8[0][0]               
__________________________________________________________________________________________________
activation_9 (Activation)       (None, 28, 28, 16)   0           conv2d_7[0][0]                   
__________________________________________________________________________________________________
add_3 (Add)                     (None, 28, 28, 16)   0           activation_7[0][0]               
                                                                 activation_9[0][0]               
__________________________________________________________________________________________________
activation_10 (Activation)      (None, 28, 28, 16)   0           add_3[0][0]                      
__________________________________________________________________________________________________
conv2d_8 (Conv2D)               (None, 14, 14, 32)   4640        activation_10[0][0]              
__________________________________________________________________________________________________
activation_11 (Activation)      (None, 14, 14, 32)   0           conv2d_8[0][0]                   
__________________________________________________________________________________________________
conv2d_10 (Conv2D)              (None, 14, 14, 32)   544         activation_10[0][0]              
__________________________________________________________________________________________________
conv2d_9 (Conv2D)               (None, 14, 14, 32)   9248        activation_11[0][0]              
__________________________________________________________________________________________________
activation_13 (Activation)      (None, 14, 14, 32)   0           conv2d_10[0][0]                  
__________________________________________________________________________________________________
activation_12 (Activation)      (None, 14, 14, 32)   0           conv2d_9[0][0]                   
__________________________________________________________________________________________________
add_4 (Add)                     (None, 14, 14, 32)   0           activation_13[0][0]              
                                                                 activation_12[0][0]              
__________________________________________________________________________________________________
activation_14 (Activation)      (None, 14, 14, 32)   0           add_4[0][0]                      
__________________________________________________________________________________________________
conv2d_11 (Conv2D)              (None, 14, 14, 32)   9248        activation_14[0][0]              
__________________________________________________________________________________________________
activation_15 (Activation)      (None, 14, 14, 32)   0           conv2d_11[0][0]                  
__________________________________________________________________________________________________
conv2d_12 (Conv2D)              (None, 14, 14, 32)   9248        activation_15[0][0]              
__________________________________________________________________________________________________
activation_16 (Activation)      (None, 14, 14, 32)   0           conv2d_12[0][0]                  
__________________________________________________________________________________________________
add_5 (Add)                     (None, 14, 14, 32)   0           activation_14[0][0]              
                                                                 activation_16[0][0]              
__________________________________________________________________________________________________
activation_17 (Activation)      (None, 14, 14, 32)   0           add_5[0][0]                      
__________________________________________________________________________________________________
conv2d_13 (Conv2D)              (None, 14, 14, 32)   9248        activation_17[0][0]              
__________________________________________________________________________________________________
activation_18 (Activation)      (None, 14, 14, 32)   0           conv2d_13[0][0]                  
__________________________________________________________________________________________________
conv2d_14 (Conv2D)              (None, 14, 14, 32)   9248        activation_18[0][0]              
__________________________________________________________________________________________________
activation_19 (Activation)      (None, 14, 14, 32)   0           conv2d_14[0][0]                  
__________________________________________________________________________________________________
add_6 (Add)                     (None, 14, 14, 32)   0           activation_17[0][0]              
                                                                 activation_19[0][0]              
__________________________________________________________________________________________________
activation_20 (Activation)      (None, 14, 14, 32)   0           add_6[0][0]                      
__________________________________________________________________________________________________
conv2d_15 (Conv2D)              (None, 7, 7, 64)     18496       activation_20[0][0]              
__________________________________________________________________________________________________
activation_21 (Activation)      (None, 7, 7, 64)     0           conv2d_15[0][0]                  
__________________________________________________________________________________________________
conv2d_17 (Conv2D)              (None, 7, 7, 64)     2112        activation_20[0][0]              
__________________________________________________________________________________________________
conv2d_16 (Conv2D)              (None, 7, 7, 64)     36928       activation_21[0][0]              
__________________________________________________________________________________________________
activation_23 (Activation)      (None, 7, 7, 64)     0           conv2d_17[0][0]                  
__________________________________________________________________________________________________
activation_22 (Activation)      (None, 7, 7, 64)     0           conv2d_16[0][0]                  
__________________________________________________________________________________________________
add_7 (Add)                     (None, 7, 7, 64)     0           activation_23[0][0]              
                                                                 activation_22[0][0]              
__________________________________________________________________________________________________
activation_24 (Activation)      (None, 7, 7, 64)     0           add_7[0][0]                      
__________________________________________________________________________________________________
conv2d_18 (Conv2D)              (None, 7, 7, 64)     36928       activation_24[0][0]              
__________________________________________________________________________________________________
activation_25 (Activation)      (None, 7, 7, 64)     0           conv2d_18[0][0]                  
__________________________________________________________________________________________________
conv2d_19 (Conv2D)              (None, 7, 7, 64)     36928       activation_25[0][0]              
__________________________________________________________________________________________________
activation_26 (Activation)      (None, 7, 7, 64)     0           conv2d_19[0][0]                  
__________________________________________________________________________________________________
add_8 (Add)                     (None, 7, 7, 64)     0           activation_24[0][0]              
                                                                 activation_26[0][0]              
__________________________________________________________________________________________________
activation_27 (Activation)      (None, 7, 7, 64)     0           add_8[0][0]                      
__________________________________________________________________________________________________
conv2d_20 (Conv2D)              (None, 7, 7, 64)     36928       activation_27[0][0]              
__________________________________________________________________________________________________
activation_28 (Activation)      (None, 7, 7, 64)     0           conv2d_20[0][0]                  
__________________________________________________________________________________________________
conv2d_21 (Conv2D)              (None, 7, 7, 64)     36928       activation_28[0][0]              
__________________________________________________________________________________________________
activation_29 (Activation)      (None, 7, 7, 64)     0           conv2d_21[0][0]                  
__________________________________________________________________________________________________
add_9 (Add)                     (None, 7, 7, 64)     0           activation_27[0][0]              
                                                                 activation_29[0][0]              
__________________________________________________________________________________________________
activation_30 (Activation)      (None, 7, 7, 64)     0           add_9[0][0]                      
__________________________________________________________________________________________________
average_pooling2d_1 (AveragePoo (None, 1, 1, 64)     0           activation_30[0][0]              
__________________________________________________________________________________________________
�atten_1 (Flatten)             (None, 64)           0           average_pooling2d_1[0][0]        
__________________________________________________________________________________________________
dense_1 (Dense)                 (None, 2)            130         �atten_1[0][0]                  
__________________________________________________________________________________________________
activation_31 (Activation)      (None, 2)            0           dense_1[0][0]                    
==================================================================================================
Total params: 270,882
Trainable params: 270,882
Non-trainable params: 0
__________________________________________________________________________________________________
INFO: Loading existing model from /home/d909b/models/cex_main_1/model.npz
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
input_3 (InputLayer)         (None, 28, 28, 1)         0         
_________________________________________________________________
�atten_3 (Flatten)          (None, 784)               0         
_________________________________________________________________
dense_3 (Dense)              (None, 75)                58875     
_________________________________________________________________
activation_63 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_4 (Dense)              (None, 75)                5700      
_________________________________________________________________
activation_64 (Activation)   (None, 75)                0         
_________________________________________________________________
dense_5 (Dense)              (None, 196)               14896     
_________________________________________________________________
activation_65 (Activation)   (None, 196)               0         
_________________________________________________________________
reshape_1 (Reshape)          (None, 14, 14, 1)         0         
_________________________________________________________________
lambda_2 (Lambda)            (None, 28, 28, 1)         0         
_________________________________________________________________
reshape_2 (Reshape)          (None, 784)               0         
=================================================================
Total params: 79,471
Trainable params: 79,471
Non-trainable params: 0
_________________________________________________________________
INFO: Loading existing CXPlain model from /home/d909b/models/cex_main_1_cxplain_20.1h/best_explanation.npz
build_explanation_model : took 1.81394100189 seconds.
INFO: Saving loss history to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/losses.pickle
INFO: Saving model predictions.
INFO: Loaded generator with 11982 samples. Doing 120 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/train_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/val_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Saved model predictions to /home/d909b/models/cex_main_1_cxplain_20.1h_uncertainty/test_predictions.csv
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test AUROC (weighted) = 0.999994917356212 , with AUPRC (weighted) = 0.9999949280930339 , with r^2 (weighted) = 0.9957963109416453 , with f1 (weighted) = 0.9984879166751001 , with accuracy = 0.9984879032258065 , with error = 0.0015120967741935054
INFO: Loaded generator with 1984 samples. Doing 20 steps of size 100
INFO: Performance on test [n= 100 ] targets = [0.9] observed = [(1.1436718599626305, '+-', 0.5520538782615332)]
INFO: Performance on test [n= 100 ] for target 0.9
observed = [1.3892620290955573, 1.1377237947530967, 0.8350603218815686, 0.8713871427716444, 1.8772789577296631, 1.0421385269639882, 1.2734869085839489, 0.5600630255113783, 1.2435160902712874, 2.0858731684436953, 0.6621914099533671, 0.6070763678776874, 0.8661585671984602, 1.0517880297070337, 2.9146049149183884, 0.6235869496235044, 0.9226209148366383, 0.896227432532063, 0.2670657996896821, 0.013821244358016503, 2.189807259704378, 0.8175433055816894, 1.19488319718703, 1.8930241978639137, 0.7730931068420339, 1.27811588137019, 0.9850174716812721, 1.1216892414631758, 0.573120152159161, 1.0232491128492835, 0.8987605463776784, 1.037649214136879, 0.5118367176339356, 2.083070000264211, 1.302903762457773, 0.8204965828874214, 1.6789029079041142, 1.623794531947206, 1.2545555949371687, 1.0012906768156877, 1.2462736163330106, 0.9057037790232868, 0.9469323067092333, 0.4383414096479612, 0.8104805348408998, 0.8851755920050628, 1.132267732268079, 1.6621074239888216, 0.934013287760548, 0.8349687929106586, 0.5289153327173624, 1.4440371769826026, 2.138591203347149, 1.2270851493051227, 2.142648193073443, 0.3385335850217482, 0.46770572775341435, 0.8527171407093351, 0.47953222713471033, 1.8026274831409246, 1.1812909273907717, 0.9314364881634934, 0.2302455728277166, 1.5633736254880761, 2.3031484613717335, 2.4174470115754003, 1.1201235152098241, 2.266265571565306, 1.3994960435747492, 0.7860688071695486, 1.2776682986304249, 1.6580154383934487, 0.757406483017344, 1.0043128902083016, 0.7231292579067669, 0.740787741347223, 0.7141079559712596, 0.6734593179701929, 0.6616112633542277, 0.9468177183380312, 0.7690791699258368, 1.0155653037702255, 0.6512117579059203, 0.9884971489035145, 0.6675223757172929, 1.7234492486644164, 0.7886172116728509, 1.1807222822302033, 0.8768496962883034, 1.2127882377541048, 1.0925325778269959, 0.5464445929844274, 2.096737223622148, 0.8172319369500524, 1.8495334324613373, 1.2724899666210199, 1.0701363404910589, 1.8738202234307906, 2.195503699637992, 1.8998484264924382]

Process �nished with exit code 0

Gorilla or Zebra?

SHAP

CXPlain (U-net)

LIME

Figure S2: Additional qualitative comparisons of feature importance scores (= Attribution) as
estimated by CXPlain (U-net), SHAP, and LIME on two same sample test set images (Source) of the
Gorilla vs. Zebra ImageNet benchmark.
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Table S5: Examples of short messages and the importances assigned by CXPlain (MLP) in the
Twitter Sentiment Analysis benchmark. Deeper colors indicate higher importances, as indicated in
the labelled examples in the header row of the table. All samples are labelled as positive in sentiment.

Short messages highest importance lowest importance

you re welcome glad you enjoyed it

is awesome thanks got some good lolz needed it xxx

today its already busy i wish it was slow maybe later hopefully

whooooooo finally done with high school thank god just graduation now yay

happy emox awe i d be sad if you bear napped him

thank you all so much for your kindness

bout half way done packing gon na be a long ride thanks for the sketch hanna

thanks for all the gr follows in the last hrs i m awed with each of you

what are yall doing in the lb you guys should kick it at my place

looking forward to his birthday tomorrow
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