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Abstract

We study the power of different types of adaptive (nonoblivious) adversaries in
the setting of prediction with expert advice, under both full-information and ban-
dit feedback. We measure the player’s performance using a new notion of regret,
also known as policy regret, which better captures the adversary’s adaptiveness
to the player’s behavior. In a setting where losses are allowed to drift, we char-
acterize —in a nearly complete manner— the power of adaptive adversaries with
bounded memories and switching costs. In particular, we show that with switch-
ing costs, the attainable rate with bandit feedback is ©(72/3). Interestingly, this
rate is significantly worse than the ©(1/T') rate attainable with switching costs in
the full-information case. Via a novel reduction from experts to bandits, we also
show that a bounded memory adversary can force ©(72/3) regret even in the full
information case, proving that switching costs are easier to control than bounded
memory adversaries. Our lower bounds rely on a new stochastic adversary strat-
egy that generates loss processes with strong dependencies.

1 Introduction

An important instance of the framework of prediction with expert advice —see, e.g., [8]— is defined
as the following repeated game, between a randomized player with a finite and fixed set of available
actions and an adversary. At the beginning of each round of the game, the adversary assigns a loss to
each action. Next, the player defines a probability distribution over the actions, draws an action from
this distribution, and suffers the loss associated with that action. The player’s goal is to accumulate
loss at the smallest possible rate, as the game progresses. Two versions of this game are typically
considered: in the full-information feedback version, at the end of each round, the player observes
the adversary’s assignment of loss values to each action. In the bandit feedback version, the player
only observes the loss associated with his chosen action, but not the loss values of other actions.

We assume that the adversary is adaptive (also called nonoblivious by [8]] or reactive by [16]), which
means that the adversary chooses the loss values on round ¢ based on the player’s actions on rounds
1...t — 1. We also assume that the adversary is deterministic and has unlimited computational
power. These assumptions imply that the adversary can specify his entire strategy before the game
begins. In other words, the adversary can perform all of the calculations needed to specify, in
advance, how he plans to react on each round to any sequence of actions chosen by the player.

More formally, let A denote the finite set of actions and let X; denote the player’s random action on
round ¢t. We adopt the notation X.; as shorthand for the sequence X; ... X;. We assume that the
adversary defines, in advance, a sequence of history-dependent loss functions f1, fa,. ... The input
to each loss function f; is the entire history of the player’s actions so far, therefore the player’s loss
on round ¢ is f;(X1.;). Note that the player doesn’t observe the functions f;, only the losses that
result from his past actions. Specifically, in the bandit feedback model, the player observes f:(X7.+)
on round ¢, whereas in the full-information model, the player observes f;(X1.;—1,z) forall z € A.



On any round 7', we evaluate the player’s performance so far using the notion of regret, which
compares his cumulative loss on the first 7" rounds to the cumulative loss of the best fixed action in
hindsight. Formally, the player’s regret on round 7 is defined as
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Ry is arandom variable, as it depends on the randomized action sequence X7.;. Therefore, we also
consider the expected regret E[Ry]. This definition is the same as the one used in [18] and [3] (in
the latter, it is called policy regret), but differs from the more common definition of expected regret
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The definition in Eq. is more common in the literature (e.g., [4} 17,110, 16]), but is clearly inade-
quate for measuring a player’s performance against an adaptive adversary. Indeed, if the adversary is
adaptive, the quantity f;(X71.+—1,)is hardly interpretable —see [3]] for a more detailed discussion.

In general, we seek algorithms for which E[Ry] can be bounded by a sublinear function of T,
implying that the per-round expected regret, E[Rr|/T, tends to zero. Unfortunately, [3]] shows that
arbitrary adaptive adversaries can easily force the regret to grow linearly. Thus, we need to focus on
(reasonably) weaker adversaries, which have constraints on the loss functions they can generate.

The weakest adversary we discuss is the oblivious adversary, which determines the loss on round ¢
based only on the current action X;. In other words, this adversary is oblivious to the player’s past
actions. Formally, the oblivious adversary is constrained to choose a sequence of loss functions that
satisfies V¢, V1., € Af, and Vi, _, € A1,

fe(xre) = fel@hy_1 @) - (3)

The majority of previous work in online learning focuses on oblivious adversaries. When dealing
with oblivious adversaries, we denote the loss function by ¢; and omit the first t — 1 arguments. With
this notation, the loss at time ¢ is simply written as £;(X}).

For example, imagine an investor that invests in a single stock at a time. On each trading day he
invests in one stock and suffers losses accordingly. In this example, the investor is the player and the
stock market is the adversary. If the investment amount is small, the investor’s actions will have no
measurable effect on the market, so the market is oblivious to the investor’s actions. Also note that
this example relates to the full-information feedback version of the game, as the investor can see the
performance of each stock at the end of each trading day.

A stronger adversary is the oblivious adversary with switching costs. This adversary is similar to the
oblivious adversary defined above, but charges the player an additional switching cost of 1 whenever
X # Xy 1. More formally, this adversary defines his sequence of loss functions in two steps: first
he chooses an oblivious sequence of loss functions, ¢1, {5 . . ., which satisfies the constraint in Eq. .
Then, he sets f1(z) = ¢1(z), and

Vtz 2» ft(l'l:t) = ‘et(wt)"i_]l{fct;ﬁxt,l} . (4)

This is a very natural setting. For example, let us consider again the single-stock investor, but now
assume that each trade has a fixed commission cost. If the investor keeps his position in a stock for
multiple trading days, he is exempt from any additional fees, but when he sells one stock and buys
another, he incurs a fixed commission. More generally, this setting (or simple generalizations of it)
allows us to capture any situation where choosing a different action involves a costly change of state.
In the paper, we will also discuss a special case of this adversary, where the loss function ¢;(x) for
each action is sampled i.i.d. from a fixed distribution.

The switching costs adversary defines f; to be a function of X; and X;_;, and is therefore a special
case of a more general adversary called an adaptive adversary with a memory of 1. This adversary
is constrained to choose loss functions that satisfy V¢, Vz1.; € A?, and Vo), , € A2,

ft(ﬂclzt) = ft($/1;t72,$t717$t) . )

This adversary is more general than the switching costs adversary because his loss functions can
depend on the previous action in an arbitrary way. We can further strengthen this adversary and



define the bounded memory adaptive adversary, which has a bounded memory of an arbitrary size.
In other words, this adversary is allowed to set his loss function based on the player’s m most recent
past actions, where m is a predefined parameter. Formally, the bounded memory adversary must
choose loss functions that satisfy, Vt, V1., € A?, and Va,,_,,_; € A=m7 L

ft(zlzt) = ft(xllzt—m—hxt—m:t) .

In the information theory literature, this setting is called individual sequence prediction against loss
functions with memory [[18]].

In addition to the adversary types described above, the bounded memory adaptive adversary has
additional interesting special cases. One of them is the delayed feedback oblivious adversary of
[19], which defines an oblivious loss sequence, but reveals each loss value with a delay of m rounds.
Since the loss at time ¢ depends on the player’s action at time ¢ — m, this adversary is a special case
of a bounded memory adversary with a memory of size m. The delayed feedback adversary is not a
focus of our work, and we present it merely as an interesting special case.

So far, we have defined a succession of adversaries of different strengths. This paper’s goal is
to understand the upper and lower bounds on the player’s regret when he faces these adversaries.
Specifically, we focus on how the expected regret depends on the number of rounds, T, with either
full-information or bandit feedback.

1.1 The Current State of the Art

Different aspects of this problem have been previously studied and the known results are surveyed
below and summarized in Table[I] Most of these previous results rely on the additional assumption
that the range of the loss functions is bounded in a fixed interval, say [0, C]. We explicitly make note
of this because our new results require us to slightly generalize this assumption.

As mentioned above, the oblivious adversary has been studied extensively and is the best under-
stood of all the adversaries discussed in this paper. With full-information feedback, both the Hedge
algorithm [15} [11] and the follow the perturbed leader (FPL) algorithm [14] guarantee a regret of
O(VT), with a matching lower bound of Q(v/T) —see, e.g., [8]. Analyses of Hedge in settings
where the loss range may vary over time have also been considered —see, e.g., [9]. The oblivious
setting with bandit feedback, where the player only observes the incurred loss f;(X7.¢), is called the
nonstochastic (or adversarial) multi-armed bandit problem. In this setting, the Exp3 algorithm of [4]
guarantees the same regret O(+/T) as the full-information setting, and clearly the full-information

lower bound Q(+/T) still applies.

The follow the lazy leader (FLL) algorithm of [14] is designed for the switching costs setting with
full-information feedback. The analysis of FLL guarantees that the oblivious component of the
player’s expected regret (without counting the switching costs), as well as the expected number of

switches, is upper bounded by O(+/T'), implying an expected regret of O(v/T).

The work in [3] focuses on the bounded memory adversary with bandit feedback and guarantees
an expected regret of O(72/3). This bound naturally extends to the full-information setting. We
note that [18| [12]] study this problem in a different feedback model, which we call counterfactual
Sfeedback, where the player receives a full description of the history-dependent function f; at the end
of round ¢. In this setting, the algorithm presented in [12]] guarantees an expected regret of O(v/T).

Learning with bandit feedback and switching costs has mostly been considered in the economics
literature, using a different setting than ours and with prior knowledge assumptions (see [[13] for
an overview). The setting of stochastic oblivious adversaries (i.e., oblivious loss functions sampled
i.i.d. from a fixed distribution) was first studied by [2]], where they show that O(log T') switches are
sufficient to asymptotically guarantee logarithmic regret. The paper [20] achieves logarithmic regret
nonasymptotically with O(log T') switches.

Several other papers discuss online learning against “adaptive” adversaries [4, |10} 16, [17]], but these
results are not relevant to our work and can be easily misunderstood. For example, several bandit
algorithms have extensions to the “adaptive” adversary case, with a regret upper bound of O(v/T)
[1]. This bound doesn’t contradict the 2(7") lower bound for general adaptive adversaries mentioned



| || oblivious | switching cost | memory of size I | bounded memory | adaptive |

Full-Information Feedback
%) VT VT T2/3 T2/3 T
Q VT VT VT VT — T?/3 T
Bandit Feedback
O VT T2/3 T2/3 T2/3 T
Q VT VT — T?/3 | T — T?/3 VT — T?/3 T

Table 1: State-of-the-art upper and lower bounds on regret (as a function of 7") against different
adversary types. Our contribution to this table is presented in bold face.

earlier, since these papers use the regret defined in Eq. (2)) rather than the regret used in our work,
defined in Eq. (I).

Another related body of work lies in the field of competitive analysis —see [5l], which also deals
with loss functions that depend on the player’s past actions, and the adversary’s memory may even
be unbounded. However, obtaining sublinear regret is generally impossible in this case. Therefore,
competitive analysis studies much weaker performance metrics such as the competitive ratio, making
it orthogonal to our work.

1.2 Our Contribution
In this paper, we make the following contributions (see Table [I)):

e Our main technical contribution is a new lower bound on regret that matches the existing
upper bounds in several of the settings discussed above. Specifically, our lower bound
applies to the switching costs adversary with bandit feedback and to all strictly stronger
adversaries.

e Building on this lower bound, we prove another regret lower bound in the bounded memory
setting with full-information feedback, again matching the known upper bound.

e We confirm that existing upper bounds on regret hold in our setting and match the lower
bounds up to logarithmic factors.

e Despite the lower bound, we show that for switching costs and bandit feedback, if we
also assume stochastic i.i.d. losses, then one can get a distribution-free regret bound of
O(v/TlogloglogT) for finite action sets, with only O(loglogT') switches. This result
uses ideas from [7]], and is deferred to the supplementary material.

Our new lower bound is a significant step towards a complete understanding of adaptive adversaries;
observe that the upper and lower bounds in Table[T|essentially match in all but one of the settings.

Our results have two important consequences. First, observe that the optimal regret against the
switching costs adversary is © (v/T') with full-information feedback, versus ©(7%/3) with bandit
feedback. To the best of our knowledge, this is the first theoretical confirmation that learning with
bandit feedback is strictly harder than learning with full-information, even on a small finite action set
and even in terms of the dependence on 1" (previous gaps we are aware of were either in terms of the
number of actions [4]], or required large or continuous action spaces —see, e.g., [0} 21]). Moreover,
recall the regret bound of O (\/T log log log T) against the stochastic i.i.d. adversary with switching
costs and bandit feedback. This demonstrates that dependencies in the loss process must play a
crucial role in controlling the power of the switching costs adversary. Indeed, the 2(72/3) lower
bound proven in the next section heavily relies on such dependencies.

Second, observe that in the full-information feedback case, the optimal regret against a switching
costs adversary is @(\/T), whereas the optimal regret against the more general bounded memory
adversary is Q(7?/3). This is somewhat surprising given the ideas presented in [18] and later ex-
tended in [3]: The main technique used in these papers is to take an algorithm originally designed
for oblivious adversaries, forcefully prevent it from switching actions very often, and obtain a new
algorithm that guarantees a regret of O(7'%/3) against bounded memory adversaries. This would



seem to imply that a small number of switches is the key to dealing with general bounded memory
adversaries. Our result contradicts this intuition by showing that controlling the number of switches
is easier then dealing with a general bounded memory adversary.

As noted above, our lower bounds require us to slightly weaken the standard technical assumption
that loss values lie in a fixed interval [0, C]. We replace it with the following two assumptions:

1. Bounded range. We assume that the loss values on each individual round are bounded
in an interval of constant size C, but we allow this interval to drift from round to round.
Formally, Vt, V21, € A and V), € A,

|fi(z1e) = filahy)] < C . (6)

2. Bounded drift. We also assume that the drift of each individual action from round to round
is contained in a bounded interval of size D, where D; may grow slowly, as (’)(\ / log(t)).
Formally, Vt and Vz1.; € A?,

| fi(z1:4) = fear(zra,me)| < Dy . (7)

Since these assumptions are a relaxation of the standard assumption, all of the known lower bounds
on regret automatically extend to our relaxed setting. For our results to be consistent with the current
state of the art, we must also prove that all of the known upper bounds continue to hold after the
relaxation, up to logarithmic factors.

2 Lower Bounds

In this section, we prove lower bounds on the player’s expected regret in various settings.

2.1 Q(T?/3) with Switching Costs and Bandit Feedback

We begin with a Q(7%/3) regret lower bound against an oblivious adversary with switching costs,
when the player receives bandit feedback. It is enough to consider a very simple setting, with only
two actions, labeled 1 and 2. Using the notation introduced earlier, we use {1, {5, ... to denote the
oblivious sequence of loss functions chosen by the adversary before adding the switching cost.

Theorem 1. For any player strategy that relies on bandit feedback and for any number of rounds T,
there exist loss functions f1, ..., fr that are oblivious with switching costs, with a range bounded

by C = 2, and a drift bounded by Dy = \/31log(t) + 16, such that E[Ry] > =T%/>.

The full proof is given in the supplementary material, and here we give an informal proof sketch.
We begin by constructing a randomized adversarial strategy, where the loss functions /1, . . ., {7 are
an instantiation of random variables Ly, . .., Ly defined as follows. Let &1, ..., & be i.i.d. standard
Gaussian random variables (with zero mean and unit variance) and let Z be a random variable that
equals —1 or 1 with equal probability. Using these random variables, define forallt =1...T

t
Li(1) = ng , Li(2) = L)+ 2T Y3 . (8)
s=1

In words, {L;(1)}%_, is simply a Gaussian random walk and {L;(2)}._, is the same random walk,

slightly shifted up or down —see figure[I|for an illustration. It is straightforward to confirm that this
loss sequence has a bounded range, as required by the theorem: by construction we have |¢;(1) —
(:(2)] = T~1/3 < 1 for all ¢, and since the switching cost can add at most 1 to the loss on each
round, we conclude that |f;(1) — f:(2)] < 2 for all ¢. Next, we show that the expected regret
of any player against this random loss sequence is (7%/3), where expectation is taken over the
randomization of both the adversary and the player. The intuition is that the player can only gain
information about which action is better by switching between them. Otherwise, if he stays on
the same action, he only observes a random walk, and gets no further information. Since the gap
between the two losses on each round is 771/3, the player must perform Q(7°/%) switches before
he can identify the better action. If the player performs that many switches, the total regret incurred
due to the switching costs is ©(7'%/3). Alternatively, if the player performs o(72/3) switches, he



Figure 1: A particular realization of the random loss sequence defined in Eq. (8). The sequence of
losses for action 1 follows a Gaussian random walk, whereas the sequence of losses for action 2
follows the same random walk, but slightly shifted either up or down.

can’t identify the better action; as a result he suffers an expected regret of Q(7'~/3) on each round
and a total regret of Q(T2/3).

Since the randomized loss sequence defined in Eq. (§)), plus a switching cost, achieves an expected
regret of (7'%/3), there must exist at least one deterministic loss sequence ¢; . .. {7 with a regret of
Q(T?/3). In our proof, we show that there exists such ¢; . . . {7 with bounded drift.

2.2 Q(T?/3) with Bounded Memory and Full-Information Feedback

We build on Thm. |1|and prove a Q(Tg/ 3) regret lower bound in the full-information setting, where
we get to see the entire loss vector on every round. To get this strong result, we need to give the
adversary a little bit of extra power: memory of size 2 instead of size 1 as in the case of switching
costs. To show this result, we again consider a simple setting with two actions.

Theorem 2. For any player strategy that relies on full-information feedback and for any number of
rounds T > 2, there exist loss functions f1,..., fr, each with a memory of size m = 2, a range
bounded by C' = 2, and a drift bounded by Dy = +/3log(t) + 18, such that E[Ry] > (T —1)2/3.

The formal proof is deferred to the supplementary material and a proof sketch is given here. The
proof is based on a reduction from full-information to bandit feedback that might be of independent
interest. We construct the adversarial loss sequence as follows: on each round, the adversary assigns
the same loss to both actions. Namely, the value of the loss depends only on the player’s previous two
actions, and not on his action on the current round. Recall that even in the full-information version of
the game, the player doesn’t know what the losses would have been had he chosen different actions
in the past. Therefore, we have made the full-information game as difficult as the bandit game.
Specifically, we construct an oblivious loss sequence ¢; ... {7 as in Thm.[l|and define

Je(@re) = bea(@e—1) + Ly 2y 0} - )

In words, we define the loss on round ¢ of the full-information game to be equal to the loss on round
t — 1 of a bandits-with-switching-costs game in which the player chooses the same sequence of
actions. This can be done with a memory of size 2, since the loss in Eq. () is fully specified by the
player’s choices on rounds ¢,¢ — 1,¢ — 2. Therefore, the Q(TQ/ 3) lower bound for switching costs
and bandit feedback extends to the full-information setting with a memory of size at least 2.

3 Upper Bounds

In this section, we show that the known upper bounds on regret, originally proved for bounded
losses, can be extended to the case of losses with bounded range and bounded drift. Specifically, of
the upper bounds that appear in Table[T} we prove the following:

e O(V/T) for an oblivious adversary with switching costs, with full-information feedback.
) 5(\/T) for an oblivious adversary with bandit feedback (where O hides logarithmic factors).
e O (T%/3) for a bounded memory adversary with bandit feedback.



The remaining upper bounds in Table[I] are either trivial or follow from the principle that an upper
bound still holds if we weaken the adversary or provide a more informative feedback.

3.1 O(\/T) with Switching Costs and Full-Information Feedback

In this setting, fi(z1.4) = li(2¢) + Iz, 4, .3 If the oblivious losses /; ... {7 (without the addi-
tional switching costs) were all bounded in [0, 1], the Follow the Lazy Leader (FLL) algorithm of
[14] would guarantee a regret of O(+/T') with respect to these losses (again, without the additional

switching costs). Additionally, FLL guarantees that its expected number of switches is O(v/T).
We use a simple reduction to extend these guarantees to loss functions with a range bounded in an
interval of size C' and with an arbitrary drift.

On round ¢, after choosing an action and receiving the loss function ¢;, the player defines the modi-
fied loss ¢;(z) = & (¢:(x) — miny, £ (y)) and feeds it to the FLL algorithm. The FLL algorithm
then chooses the next action.

Theorem 3. If each of the loss functions f1, fa, ... is oblivious with switching costs and has a range
bounded by C' then the player strategy described above attains O(C~/T) expected regret.

The full proof is given in the supplementary material but the proof technique is straightforward. We
first show that each ¢} is bounded in [0, 1] and therefore the standard regret bound for FLL holds
with respect to the sequence of modified loss functions 7, £, . . .. Then we show that the guarantees

provided for FLL imply a regret of O(+/T') with respect to the original loss sequence fi, fo, . . ..

3.2 O(v/T) with an Oblivious Adversary and Bandit Feedback

In this setting, f;(x1.;) simply equals ¢;(z;). The reduction described in the previous subsection
cannot be used in the bandit setting, since min, ¢;(x) is unknown to the player, and a different
reduction is needed. The player sets a fixed horizon 7" and focuses on controlling his regret at time
T'; he can then use a standard doubling trick [8] to handle an infinite horizon. The player uses the
fact that each f; has a range bounded by C'. Additionally, he defines D = max;<7 D; and on each
round he defines the modified loss

1 1
H(21.4) = =——= (¢ — 0 - —. 10
fi(z1:t) 2(C—|—D)( () = b1 (z4-1)) + 5 (10)
Note that f{(X7.+) can be computed by the player using only bandit feedback. The player then feeds

f{(X1.¢) to an algorithm that guarantees a O(v/T) standard regret (see definition in Eq. ) against
a fixed action. The Exp3 algorithm, due to [4]], is such an algorithm. The player chooses his actions
according to the choices made by Exp3. The following theorem states that this reduction results in

a bandit algorithm that guarantees a regret of o (\/T) against oblivious adversaries.

Theorem 4. If each of the loss functions fi ... fr is oblivious with a range bounded by C' and

a drift bounded by D, = O(+/log(t)) then the player strategy described above attains 6(0\/T)
expected regret.

The full proof is given in the supplementary material. In a nutshell, we show that each f is a loss
function bounded in [0, 1] and that the analysis of Exp3 guarantees a regret of O(VT) with respect to
the loss sequence f] ... f4. Then, we show that this guarantee implies a regret of (C'+D)O(V/T) =
O(CV/T) with respect to the original loss sequence f; ... fr.

3.3 O(T?/3) with Bounded Memory and Bandit Feedback

Proving an upper bound against an adversary with a memory of size m, with bandit feedback,
requires a more delicate reduction. As in the previous section, we assume a finite horizon 7" and we
let D = max; D;. Let K = |.A| be the number of actions available to the player.

Since fr(z1.t) depends only on the last m + 1 actions in x7.;, we slightly overload our notation
and define f;(x¢_,.+) to mean the same as f;(x1.;). To define the reduction, the player fixes a base



action xy € A and for each ¢ > m he defines the loss function
1

C+(m+1)

Next, he divides the T rounds into .J consecutive epochs of equal length, where J = ©(T%/ 3). We
assume that the epoch length T'/.J is at least 2K (m + 1), which is true when T is sufficiently large.
At the beginning of each epoch, the player plans his action sequence for the entire epoch. He uses
some of the rounds in the epoch for exploration and the rest for exploitation. For each action in A,
the player chooses an exploration interval of 2(m + 1) consecutive rounds within the epoch. These
K intervals are chosen randomly, but they are not allowed to overlap, giving a total of 2K (m + 1)
exploration rounds in the epoch. The details of how these intervals are drawn appears in our analysis,
in the supplementary material. The remaining 7'/J — 2K (m + 1) rounds are used for exploitation.

ﬁ(mtfm:t) = 2( D) (ft(xtfm:t) — ft—m—1(z0 . ~-9C0)) + % .

The player runs the Hedge algorithm [11] in the background, invoking it only at the beginning of
each epoch and using it to choose one exploitation action that will be played consistently on all of the
exploitation rounds in the epoch. In the exploration interval for action x, the player first plays m + 1
rounds of the base action x followed by m + 1 rounds of the action . Letting ¢, denote the first
round in this interval, the player uses the observed losses fi, ym (2o ...20) and fi, yomi1(2...x)

to compute f;_tam+1(2...2). In our analysis, we show that the latter is an unbiased estimate of

the average value of fi(x ...x) over ¢ in the epoch. At the end of the epoch, the K estimates are fed
as feedback to the Hedge algorithm.

We prove the following regret bound, with the proof deferred to the supplementary material.
Theorem 5. If each of the loss functions f1 ... fr is has a memory of size m, a range bounded
by C, and a drift bounded by D; = O( log(t)) then the player strategy described above attains

O(T?/3) expected regret.

4 Discussion

In this paper, we studied the problem of prediction with expert advice against different types of
adversaries, ranging from the oblivious adversary to the general adaptive adversary. We proved
upper and lower bounds on the player’s regret against each of these adversary types, in both the
full-information and the bandit feedback models. Our lower bounds essentially matched our up-
per bounds in all but one case: the adaptive adversary with a unit memory in the full-information
setting, where we only know that regret is Q(v/7T) and O(T%/?). Our bounds have two important
consequences. First, we characterize the regret attainable with switching costs, and show a setting
where predicting with bandit feedback is strictly more difficult than predicting with full-information
feedback —even in terms of the dependence on 7', and even on small finite action sets. Second, in
the full-information setting, we show that predicting against a switching costs adversary is strictly
easier than predicting against an arbitrary adversary with a bounded memory. To obtain our re-
sults, we had to relax the standard assumption that loss values are bounded in [0, 1]. Re-introducing
this assumption and proving similar lower bounds remains an elusive open problem. Many other
questions remain unanswered. Can we characterize the dependence of the regret on the number of
actions? Can we prove regret bounds that hold with high probability? Can our results be generalized
to more sophisticated notions of regret, as in [3]]?

In addition to the adversaries discussed in this paper, there are other interesting classes of adversaries
that lie between the oblivious and the adaptive. A notable example is the family of deterministically
adaptive adversaries, which includes adversaries that adapt to the player’s actions in a known de-
terministic way, rather than in a secret malicious way. For example, imagine playing a multi-armed
bandit game where the loss values are initially oblivious, but whenever the player chooses an arm
with zero loss, the loss of the same arm on the next round is deterministically changed to zero. Many
real-world online prediction scenarios are deterministically adaptive, but we lack a characterization
of the expected regret in this setting.
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Appendices

A Distribution-free regret bound for bandits with switching costs

In this appendix we adapt results of 7] to show a strategy that achieves O(\/T log log log T) regret
against any i.i.d. oblivious adversary in the bandit setting with switching costs, assuming a finite
action set A = {1... K'}. The strategy used by this stochastic adversary is specified by a probability
distribution over oblivious loss functions. The oblivious loss function for each step ¢t = 1,2,... is
the realization on an independent draw L; from this distribution. The regret of a player choosing
actions Xy = X1, Xs, ... is defined by

T T
Rr = ) B [Lo(X0) +Iix,2x, )] —ggg;E[Lt(w)]

t=1

where the expectation E is over the random draw of each L; and the possible randomization of the
player, and the expectation E; is conditioned over X1, L1(X1),..., X¢—1, Li—1(X¢—1).

Our result focuses on loss distributions such that the law of each marginal L;(x) is subgaussian.
A random variable Z is subgaussian if there exist constants b, ¢ such that for any a > 0 ]P’(Z >

EZ+a) < be—<” and P(Z<EZ-a) < be=°®". One can then show that, for any i.i.d. sequence

Z1, ..., Z7r of subgaussian random variables,
/1126, 1
>34/ —In=-| <6. 11
cT . 5) - (in

1 T
]P’(thletEZl

In the following, we use the notation E[L;(z)] = pu(z) and p* = miﬂ w(x) .
TE

Theorem 6. Consider a finite action set A = {1... K}. Then for each T there exists a deterministic
player strategy for the bandit game with i.i.d. oblivious adversaries and switching costs, whose
regret after T steps is O (\/T log log log T) with high probability, provided the distribution of L (x)
is sugaussian for each x € A.

Proof. Consider the following player that proceeds in stages. At each stage s = 1,2,...,5, the
player maintains a set A; C A of active actions. Each action is played T5/|As| times in a round-

robin fashion, where Ty = T'~2 " is the total number of plays in stage s and 7" is the known
horizon. Note that the overall number of switches is at most XS, where

J
S:min{j EN: Y T, >T} =O(lnlnT) .

s=1
Let fis(x) the sample mean of losses for action z in stage s, and define

Zs = argmin fig(x)
TEA,

the best empirical action in stage s. The sets A, of active actions are defined as follows: A; = A
and

A, = {x €A1 fs—1(x) < frs—1(Ts—1) + 205—1}

where

K K

Note that Ag C --- C A; by construction. Also, using and the union bound we have that
max fi () — ()| < C; (12)

simultaneously for all s = 1,..., S with probability at least 1 — 4.

We claim the following.
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Claim 1. With probability at least 1 — 6,

S
S ﬂAs and 0 <ps(a™) —pus(Zs) <2Cs foralls=1,...,85.

Proof of Claim. We prove the lemma by inductionon s = 1, ...,S. We first show that the base case
s = 1 holds with probability at least 1 — §/.S. Then we show that if the claim holds for s — 1, then
it holds for s with probability at least 1 — 6/S over all random events in stage s. Therefore, using a
union bound over s = 1,...,.S we get that the claim holds simultaneously for all s with probability
at least 1 — 9.

~

For the base case s = 1 note that 2* € A; by definition, and thus ji; (1) < fi1(2*) holds. Moreover,
using (I2) we obtain that

pir(z®) —p(z®) <C1 and  p(Zy) — (@) < Cy
holds with probability at least 1 — ¢/S. Since pu(z*) — u(Z;) < 0 by definition of *, we obtain
0 < iy (2") — 1 (71) <2C
as required. We now prove the claim for s > 1 using the inductive assumption
x* e As and 0 < fs—1(z") — frs—1(Ts—1) <2Cs_1 .

The inductive assumption directly implies that * € A,. Thus we have [i;(Zs) < fis(x*), because
Zs minimizes Jis over a set that contains x*. The rest of the proof of the claim closely follows that
of the base case s = 1. U

Now, for any s = 1,..., S and for any z € A; we have that

p(x) = p(z®) < fsa(x) —p(z") + Comn - by (12)
< fs—1(Zs—1) — p(a™) + 3Cs—1 by definition of A,_1, sincex € A, C A,_;
< fs—1(x*) — p(x™) +3Cs—1 since T,_1 minimizes fis_1 in A5_1
S 40 1 by .

holds with probability at least 1 — 6/S. Hence, recalling that

T
Z ]I{XﬁéXt—l} <KS

t=1

holds deterministically, the regret of the player over the T plays can be bounded as follows

KS+Y " (n(Xy) - KS+Z| N > (u(z) - p*)
t=1 s TEA,
& 5

S
K. K
< KS+Tu* +Z4T\/112(b/c)T TS
1=2 s

T,
\/91

Now, since Ty = VT, T [/ Ts—1 = VT and S = O(ln InT ), we obtain that with probability at
least 1 — § the regret is at most of order

=KS+Tip* + 4\/112(b/c)K1n kS Z

K
KInlnT + p*VT + \/KT (ma —|—ln1nlnT)

as desired. O

11



B Proof of Thm.[1l

As mentioned in the text, we first consider the player’s expected regret against a randomized adver-
sary. Specifically, we define

t
Vt Li(1) = Y & and Ly(2) = Ly(1) + Ze ,
s=1

where &; . .. & are independent standard Gaussians, Z equals —1 or 1 with equal probability, and €
is the gap between the losses of the two actions (which will later be set to ¢ = T—1/3).

Next, we assume for now, without loss of generality, that the player is deterministic. A determin-
istic player chooses each action X; as a deterministic function of the random losses suffered on
the previous rounds, L1(X1)...Li—1(X;—1). We can make this assumption because any random-
ized player strategy can be seen as a distribution over deterministic player strategies, and since the
randomization used by the adversary is independent of the player’s strategy.

In the results below, [P denotes the distribution of the randomized adversary. We also introduce the
conditional distributions S = P(- | Z > 0) (i.e., 1 is the better action) and Q = P(- | Z < 0) (i.e.,
2 is the better action). Since Z has an equal probability of being negative or positive, it holds that
P=1(S+Q).

2

We begin with the following technical lemma.

Lemma 1. LetI;,, | ., indicate whether the player switched actions on round t (and 1 fort = 1).
Then for any event A,

T
S(4) —Q(A)| < ¢y |E [Z H{Xt¢th}]
t=1
where the expectation in the right-hand side is with respect to P.

Proof. To show this, we use the chain rule for relative entropy, which implies

T
Dk (S| Q) = > Dkr(Sei-1 || Qi-1) (13)

t=1

where S;_; and @Q;_; denote the distributions of the player’s loss L;(x:) conditioned on
Lq,...,L; 1, when the joint distribution of L4, ..., Ly is, respectively, S and Q.

Let us focus on a particular term Dk, (St, 1 H Qs 1) and a particular realization of the random losses
Lq,...,Ls—4. Since we assume a deterministic player strategy, for any such realization the player’s
choices 1., are all determined, and we deterministically have that the player either switched or not
at time ¢. If he did not switch, then L;(z;) is distributed as L;_1(x¢—1) + & under both measures
S¢—1 and Q;_1, so the relative entropy between them is zero. If he did switch, then L;(x;) is
distributed as L;_1(x;—1) — € + £ under S;_; (where the switch is towards the best action), and as
Li—1(x¢—1) + € + € under Q;_; (where the switch is towards the worst action). Hence, the relative
entropy is the same as two standard Gaussians whose means are shifted by 2¢, namely 2¢2. So
overall, we can upper bound Eq. (13) by

T
26°E ZH{X#XH}‘Z>0 (14)

t=1

Using a similar argument, we also show that Dky, (Q || S) is upper bounded by Eq. in which the

conditioning on Z > Qis replaced by Z < 0. Then, Pinsker’s inequality implies that |S(A) —-Q(A4) }2
is at most

€2 T T , T
5 (E ;H{Xﬁéxf,_l} ‘ Z>0|+E ;H{Xﬁéxf,_l} ‘ Z<0||=¢€E ;H{Xﬁéxf,_l}
which gives the desired bound. O
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With this lemma, we can prove a lower bound on the expected regret for randomized adversaries.
Lemma 2. By picking e = T~/3, the expected regret of any deterministic player strategy, over the

randomness of the adversary, is at least ﬁT 2/3,

Proof. Let A be the event that the worst action (action 2 if Z > 0, and 1 if Z < 0) was picked by the

player at least 7'/2 times. Also, let S = Zthl Iy x,2x,_,) be the number of switches the player
performs. Then

E[Rr] > E {max {ST, fH{A}}:| >E B (ST + fH{A}>:| = %E[ST] + %]P’(A) .

Moreover, letting A; denote the event that the player chose action 1 at least 7'/2 times, and letting
Aj denote the event that the player chose action 2 at least T'/2 times, we have P(A) = 1 (S(42) +
Q(Ay)). Substituting this, we get
1 el
§E[ST] + g(S(Aﬂ +Q(A1)).

Using Lemma[l]to lower bound Q(A;) via S(4;), we get a lower bound of

fIE[ST] = (S(A2)+S(A) E[ST]) > IE[ST] 68 (S(AluAg)—e ]E[ST})
= 1B+ T (1 eVESH]) = GBSy - SCVEST + O

where we used a union bound and the fact that either A; or A, always holds. This is a quadratic

function of \/E[S7], and it is easily verified that the lowest possible value it can attain (for any value
of E[S7]) is

A
8 128"
Picking e = T~ %/3, this equals (1 — 13¢) 7%/ > LT%/3. O

The lemma above tells us that for the randomized adversary strategy we have devised, the expected
regret for any deterministic player is at least %OTW 3. This implies that there exist some deterministic
adversarial strategy, for which the expected regret of any possibly randomized player is at least

10 T2/3. However, we are not done yet, since this strategy doesn’t guarantee that the losses have
bounded drift: In our case, the variation is governed by a potentially unbounded Gaussian random
variable, so the deterministic adversary strategy that we picked might have an arbitrarily large drift.
So now, our goal will be to show that there exists some deterministic adversarial strategy for which
the expected regret is large, and the variation is bounded. To do this, the plan is to show that the
probabilities (over the adversary’s strategy) of the two events are large, summing to a number larger
than one. This means there is some realization of the losses such that both events occur. We first state
and prove two auxiliary lemmas, and then provide two more fundamental lemmas which together
give us the required result.

Lemma 3. Let Y be a random variable in [—b, b] (where b > 0), and E[Y'] > cfor some c € [0,b/2].

Then we have c

P(Y >¢/2) > ST > —b
Proof.
c<EY]=PY >c¢/2QEY |Y >¢/2] + P(Y < ¢/2)E[Y | Y < ¢/2]
<PY >¢/2)b+ (1 -P(Y > ¢/2))c/2
Solving for P(Y > ¢/2) gives the desired result. O
Lemma 4. Let &1,&o, ... be an infinite sequence of independent standard Gaussian random vari-

ables. Then for any 6 € (0,1)
}P’(Elt L&l > 3log(2t/6)) <4
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Proof. By a standard Gaussian tail bound, we have that P(|¢;| > z) < exp(—2?/2) for any = > 0.
This implies that

5\3/2
B(lg:| > v/3Tog(20/9)) < () |

2t

By a union bound, we get that

[eS) 3/2
P (Elt b &l = \/3log(2t/5)) <> (;t) <832 < 4.

t=1

Lemma 5. For any (possibly randomized) player strategy, it holds that

1 1
P ( Epiayer > —723) > —
( paerl Br] 2 5 )—40’

where P is over the adversary’s randomization, and Epjaye,[Rr] is the player’s expected regret (over
the player’s randomization).

Proof. By Lemmal[2] we already know that

1
E[Eptayer[R7]] > 1—0T2/3, (15)

since if we have a 72/ /10 lower bound on the regret for any deterministic player strategy, the same
holds for any randomized player strategy. Our approach is to apply Lemma3]in order to convert this
into a probability lower bound as in the lemma statement. However, we cannot apply Lemma [3]as-is,
since Eyjayer[R7] can be as large as (1), and the resulting bound is too weak. Instead, we show

that there exists a different player strategy, with expected regret E p/@ér[RT]’ such that |E ﬁ@ér[RTH

is always at most 27°%/3 and
E-—~— [RT] S 2 IEplaye]'[l%T} (16)

player

for any realization of the adversary’s random strategy. Also, analogous to Eq. (I3), we have
E[E MI[RTH > 5T 2/3 by Lemma Therefore, using Eq. and Lemma we get that
1

L o3 L a3
P (Eplayer[RT} Z ET ) Z P (EpTzEgr[RT} Z %T Z 40

as required.

The new player strategy we consider depends on the horizon 7', and is very simple: It is identical to
the original player strategy, but whenever the number of action switches reaches LTQ/ 3|, the player
“freezes” in its current action, and keeps playing the same action till 7" rounds are elapsed. Clearly,
the number of switches with this strategy can never be more than 72/3, and since the regret in terms
of the loss /; at each round is either 0 or 7~1/3, we get that the total regret Rz can never be more
than T2/3 4 T % T—1/3 = 272/3,

To prove Eq. (I6), we consider some instantiation of the adversary’s random strategy, and note
that for any realization of the player’s random coin tosses, the regret can only differ between
the two strategies if St (the total number of switches) is at least |7%/3]. Therefore, we have

Pplayer (ST < I_TQ/BJ) = P@a (ST < I_TQ/SJ)’ Pplayer (ST > |_T2/3J) = P@e/r (ST > I_T2/3J)

and Epjayer[R7|ST < LT2/3J] = Ep/l\aygr[RﬂST < LT2/3J]. Also, we recall that R > 0 with the
adversary strategy that we consider (since one action is always worse than the other action at all
rounds). Finally, we note that if S7 > |T%/3], then the regret for both strategies is at least |7%/3]

(since with the adversary strategy that we consider, the number of switches is a lower bound on the
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regret). Using these observations, we have

E p’1§y'€r[RT]

(St < [T*°)E s
e (ST < | T )E |

- IEDplayer(ST < LTQ/BJ) player[RT|ST < LTQ/SJ] + Pplayer(ST 2 LT2/3J)2T2/3
S 2 (Pplayer(ST < LTz/gJ) player[RT‘ST < LT2/3J] + ]P)player(ST LTQ/BJ)T2/3>

Ry|Sp < |T?2]] + P (Sr = [T ) B

Rr|St < |T*° ]+ P, (S > [T ])21%/°

player

Rr|Sr > [T%/3]]

player player [ player [

< 2 (P (S7 < |7 Bpsyee Rr|S1 < |7°]] + Pragee(St 2 T |)Epaye[Rr S 2 |77 ])
=2 IEple\yer [RT]v

where in the second-to-last step we used the fact that if Sz > |T2/3], then the regret is at least
|T%/3|, plus we must have picked the worst action (worst by 7~ /3 than the best action) at least
Q(T?/3) times, hence the total regret is certainly at least 7%/2. O

Finally, we use Lemma |4 with § = 1/80, to get that with probability at least 1 — 1/80, the drift
factor D, of the adversarial strategy is at most \/ 3log(160t) < \/ 3log(t) + 16 for all t. Moreover,
Lemma 5| tells us that ]Epldyer[RT] is at least T2/ 3 with probability at least 1/40. This implies
that the intersection of the two events is non- empty, and there exists some deterministic adversarial
strategy, such that the drift D; < \/3log(t) + 16 for all ¢, and the expected regret is at least —TQ/ 3
as required.

C Proof of Thm.

Thm. [T] guarantees that given any player’s strategy, there is some deterministic adversary strategy
with a lower bound on the regret. However, as part of proving Thm. [T} we actually showed that there

exists some randomized adversary strategy { ft}t ; with memory size 1, such that for any (possibly
randomized) player strategy 1.4,

T
E > fi(Xeo1, Xo) manftxx > T2/3 (17)
t=1

(see Lemma[2). We now use this strategy to define a randomized adversary strategy for our setting
(with memory size 2), for a game of T' + 1 rounds. We let fi(x1) = O for any x4, fo(z1,x2) =

fl(gcl), and foreveryt =3...T + 1,
fe(@i—o, w1, 20) = foo1(zi_0,xi1) - (18)

Now, suppose we had some (possibly randomized) player strategy X ... X711, so that in expecta-
tion over the player and adversary strategies, we have

T+1 T+1

Z Ji( X2, Xo—1, Xy) mlnz fe(z, 35)] < *OTQ/?’

t=1 t=1

In particular, since f; is always 0, it would imply that

T+1 T+1 ]
; fi(Xe—o, X4, Xy) — gélil ; ft(l',w,$)‘| < ET2/3 .

By Eq. (I8), this implies
T T 1

E > fi(Xe-1, Xi) —min Y f L 2/3
2 Je(Xi—1, Xy) ;rél;}tﬂ ft(x,x)] <1

Thus, if we could implement the player strategy X ... X7 in the bandits-with-switching-costs set-
ting, it will contradict Eq. (I7). To see that this indeed can happen, note that each X is a (possibly
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randomized) function of X;.;1 as well as { f(X;_2, X; -1, X;) 5;11. But again, due to Eq.
and the fact that f; is always 0, X; can in fact be defined using X;.;_; and

{fT(XT—QaXT—laXT)}:_:lz = {fT—l(XT—27XT—1)}

The right hand side is an observable quantity in the bandit setting: In each round ¢, we know what
are the set of losses { fT_l (X2, Xr21) ’;;12 that we obtained. Thus, we can simulate the strategy
z1. in the bandit-with-switching-costs setting, and get an expected regret smaller than %TQ/ 3,
contradicting Eq. (I7). Thus, the expected regret (for a game of 7"+ 1 rounds) must be at least
%TQ/ 3. Substituting 7 instead of T’ + 1, we get that the expected regret for a game with 7' rounds

is at least (T — 1)%/3,

t—1

T=2"

The regret bound we just now obtained is in expectation over the randomized adversary strategy,
and holds for any player’s strategy. We now use the same line of argument as in the last part of
Thm. [Is proof, to show that for any (possibly randomized) player’s strategy, there exists some
deterministic adversary strategy, with a similar expected regret bound, and with losses of bounded
drift. Specifically, a result completely analogous to Lemma 5]implies that

1 1 /(T —1\*3
: (Ep‘ayer[RT] 2307~ ”2/3> 10 <T> ,

which is at least 1/80 for any 7' > 1 (if 7" = 1 the bound in the theorem is trivial from the non-

negativity of Ry for the adversary strategy that we consider). Moreover, using Eq. (@) as in the

proof of Thm. |1} the probability of the loss drift being at most /3 log(320¢) < \/3log(t) + 18 is
at least 1 — 1/160. Thus, the intersection of the two events is not empty, and this implies that there

exists some deterministic adversary strategy causing expected regret > 4% (T —1)%/3, and loss drift
at most /3 log(¢) + 18 for all .

D Proofs of Upper Bounds

Proof of Thm. 3] Each loss functions equals f;(z1.;) = €(2¢) +I13,45, 1, Where £; is an oblivious
loss function. Since the range of f; is contained in an interval of size C, the range of ¢; must be
contained in an interval of size C' — 1. In other words,

Ve € A ly(x) —mint(y) <C —1 .
y
Therefore, by definition, the range of ¢ is contained in the interval [0, 1], and the analysis of the

FLL algorithm holds. Namely, if X7, Xo, ... is the sequence of actions chosen by FLL, then, for
any T’

T T
E Zez(xt)] —miny f(x) = O(VT) (19)
t=1 t=1
and
T
E Zﬂ{xﬁaxu}] = O(T) . (20)
t=1

Plugging the definition of ¢} into Eq. and rearranging terms, we get

T

men] ~mint,(z) = (C = 1)OWVT) .

t=1

E

Summing the above with Eq. (20) gives

E

;ft(xlrt)] _ggi}ft(x...x) = O(CVT) .
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Proof of Thm.J} Recall that f{(21.4) = gratpy (6e(we) — €i—1(24-1)) + 3. and note that our as-
sumptions imply that

|£t(xt) - ft—l(£t—1)| = |£t(xt) - Zt—l(xt) + ft—1(ﬂ?t) - ft—l(l‘t—lﬂ
< |le(xe) — o1 (e)] + [le—1(24) — L1 (mp—1)|
<D+C .

Therefore, f/(x1.) is always bounded in [0,1]. Moreover, the action z which minimizes

S fi(X1.—1,2) does not depend on the player’s actions (only on S, f;(x)). Letting z*
denote such an action, the standard analysis for Exp3 implies that

N T
E LZ; Fi( X)) — géi}‘};fg(Xl:t_l7x)

=E lz fi(X14) — th/(Xl:t—lvx*)

where X1.7 is the sequence of actions chosen by Exp3. Using the definition if f/, the left hand side
above can be rewritten as

C’+D XT: Ce(Xp) = be-1(Xe1)) = Eé'ﬂé(gt(m)_&l(xtl))}
= C’+D th Xt] —mlnz&
Therefore,
E[Rr] = E [Zz X, ] —mlnz& 2(C + D)O(VT) .
t=1
Using the assumption that D; = O(/log(T)), we conclude that E[Ry] = O(CVT). O

Proof of Thm. [} First, note that, due to the bounded range and drift assumptions, ft € [0,1]. Also
note that

o~

Fi@im) = fo(@. . 2) = 2(C + (m+ D)D) (fi(@i—ms) — filz...2)).

As previously mentioned, we divide the 7" rounds into J consecutive epochs of the same length
T/J, where T/J > 2K (m + 1), plus an additional final epoch of length at most T'/.J. We let ¢,
denote the index of the first round in the j-th epoch. We run a mini-batched version of the Hedge
algorithm [[11] over the epochs: at the beginning of each epoch j, Hedge draws an action X; € A
which is played consistently throughout the epoch. Now assume that at the end of each epoch j, loss
estimates g;(z) € [0, 1] for each action x are available such that

tj41—1
1 ~
P =g 2 e

where the randomness used to compute each g; is independent of that used by Hedge to draw X;.
At the end of epoch j, we feed loss estimates g;(z) for each x € A to Hedge. The resulting regret
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can be bounded as follows,

XT:IE (Xem) = fulr )]
t=1

J tjy1—1

=1 t=t;
J tj+2m

—2(C+m+1)D)Y. Y E[ﬁ(Xt,m;t) - ..g;)}

J=1 t=t;

+2(C+(m+1)D)Y . Y E[ﬁ(xj...xj)—ﬁ(x...x)} +Q

j=1t=t;+2m+1
<2(C+ (m+1)D)(2m+1)J

[
+2(C+ (n+1)D)TE | S E[g;(6) — 050X, | +
:2(C+(m+1)D)(2m+i)J

- _
+2(C+(m+1>D)§E Z(gj(Xﬁfgj(x)) +$

<2(C+ (m+ 1)D)(2m+1)J+4(C+(m+1)D)§\/J1nK+ C—JT :

In the last step we applied the known upper bound on the regret of Hedge with respect to losses
g; € [0, 1], where K is the number of actions. This is valid if, in particular, losses g; are oblivious.
We now explain how to obtain oblivious estimates g; with the desired properties. At the beginning
of each epoch j, we use the independent randomization to draw K exploration steps {¢, : = € A}
from the set 7; = {t;,...,tj41 — 2m — 2} with the property that these steps are well separated.
Namely, between any two ¢, and ¢, there are at least 2m + 1 consecutive free time steps in T}.
During epoch j, when we arrive at step ¢, we freeze Hedge and play action z( for m + 1 time steps,
then we play action x for m + 1 more time steps. We use the two observed losses fi, +m (o ... Zo)
and fi, 1om+1(2 ... x) to compute f;_iom+1(z...x). Because the ¢, are well separated, the explo-

ration steps do not interfere with each other. Suppose now that we can draw these points such that
the marginal of each ¢, is uniform in 7;. Then

tj+172m72
N 1 .
E[froroms1(z...2)] = /T —2m—1 Y Ferema(z...x)
t=t;
1 tjt1—1
SR Fle...a).
T/J—-2m—1 t_tj;mH

This shows that ftﬁgmﬂ (x...z)is a valid estimate g; (). Moreover, for each « € A the quantity

ftot2m+1(x ... x) does not depend on Hedge’s action X; for the current epoch j. It does not even
depend on Hedge’s past actions. Hence, Hedge is indeed run on a set of oblivious losses and the
standard regret bound applies.

The last thing to prove is that we can draw {t, : € A} C Tj such that the marginal of each ¢,
is uniform in 7). Note that giving equal probability to all well separated configurations of {t, :
x € A} does not work, because the times steps closer to the beginning and to the end of T appear
in more configurations (for example, check the case |T;| = 8 and m = 1). This problem can be
fixed simply by arranging the points of T on a circle, so that the first point ¢; follows the last point
tj+1 — 2m — 2, and then enforcing well-separatedness on the circle. This makes the sample space
completely symmetric, excluding those configurations of exploration points that exploited border
effects.
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The additional regret due to the computation of the K exploration points is 2(m -+ 1)C K per epoch.
The final regret, including these additional costs, is then bounded by

T CcT
2(C+ (m+1)D)(2m+1)J +4(C + (m + I)D)j\/Jan +—+ 2(m+1)CKJ .
Choosing J of order 7%/3 concludes the proof. O
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