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Abstract

We derive the limiting form of the eigenvalue spectrum for sample co-
variance matrices produced from non-isotropic data. For the analysis of
standard PCA we study the case where the data has increased variance
along a small number of symmetry-breaking directions. The spectrum
depends on the strength of the symmetry-breaking signals and on a pa-
rameter α which is the ratio of sample size to data dimension. Results are
derived in the limit of large data dimension while keeping α fixed. As α
increases there are transitions in which delta functions emerge from the
upper end of the bulk spectrum, corresponding to the symmetry-breaking
directions in the data, and we calculate the bias in the corresponding
eigenvalues. For kernel PCA the covariance matrix in feature space may
contain symmetry-breaking structure even when the data components are
independently distributed with equal variance. We show examples of
phase-transition behaviour analogous to the PCA results in this case.

1 Introduction

A number of data analysis methods are based on the spectral decomposition of large ma-
trices. Examples include Principal Component Analysis (PCA), kernel PCA and spectral
clustering methods. PCA in particular is a ubiquitous method of data analysis [1]. The prin-
cipal components are eigenvectors of the sample covariance matrix ordered according to
the size of the corresponding eigenvalues. In PCA the data is projected onto the subspace
corresponding to the n first principal components, where n is chosen according to some
model selection criterion. Most methods for model selection require only the eigenvalue
spectrum of the sample covariance matrix. It is therefore useful to understand how the
sample covariance spectrum behaves given a particular data distribution. Much is known
about the asymptotic properties of the spectrum in the case where the data distribution is
isotropic, e.g. for the Gaussian Orthogonal Ensemble (GOE), and this knowledge can be
used to construct model selection methods (see e.g. [2] and references therein). However, it
is also instructive to consider the limiting behaviour in the case where the data does contain
some low-dimensional structure. This is interesting as it allows us to understand the limits
of learnability and previous studies have already shown phase-transition behaviour in PCA
learning from data containing a single symmetry-breaking direction [3]. The analysis of



data models which include a signal component are also useful if we are to correct for bias
in the estimated eigenvalues corresponding to retained components.

PCA has limited applicability because it is a globally linear method. A promising non-
linear alternative is kernel PCA [4] in which data is projected into a high-dimensional
feature space and PCA is carried out in this feature space. The kernel trick allows all com-
putations to be carried out efficiently so that the method is practical even when the feature
space has a very high, or even infinite, dimension. In this case we are interested in prop-
erties of the eigenvalue spectrum of the sample covariance matrix in feature space. The
covariance of the features will typically be non-isotropic even when the data itself has in-
dependently distributed components with equal variance. The sample covariance spectrum
will therefore show quite rich behaviour even when the data itself has no structure. It is im-
portant to understand the expected behaviour in order to develop model selection methods
for kernel PCA analogous to those used for standard PCA. Model selection methods based
on data models with isotropic noise (e.g. [2, 5]) are certainly not suitable for kernel PCA.

In this paper we apply methods from statistical mechanics and random matrix theory to de-
termine the limiting form of eigenvalue spectrum for sample covariance matrices produced
from data containing symmetry-breaking structure. We first show how the replica method
can be used to derive the spectrum for Gaussian data with a finite number a symmetry-
breaking directions. This result is confirmed and generalised by studying the Stieltjes
transform of the eigenvalue spectrum, suggesting that it may be insensitive to details of
the data distribution. We then show how the results can be used to derive the limiting form
of eigenvalue spectrum of the feature covariance matrix (or Gram matrix) in kernel PCA
for the case of a polynomial kernel.

2 Statistical mechanics theory for Gaussian data

We first consider a data set of N -dimensional data vectors {xµ}p
µ=1 containing a signal

and noise component. Initially we restrict ourselves to the case where xµ is drawn from a
Gaussian distribution whose covariance matrix C is isotropic except for a small number of
orthogonal symmetry-breaking directions, i.e.,

C = σ2I + σ2
S
∑

m=1

AmBmBT
m , BT

n Bm = δnm , Am > 0 . (1)

We define the sample covariance Ĉ = p−1
∑

µ xµxT
µ and study its eigenvalue spectrum

in the limit N → ∞ when the ratio α = p/N is held fixed and the number of symmetry-
breaking directions S is finite. We work with the trace of the resolvent G(λ) = (λI−Ĉ)−1

from which the density of eigenvalues ρ(λ) can be calculated,

ρ(λ) = lim
ε→0+

(Nπ)−1Im trG(λ − iε) where trG(λ) =

N
∑

i=1

1

λ − λi

(2)

and λi are eigenvalues of Ĉ. The trace of the resolvent can be represented as,

trG(λ) =
∂

∂λ
log det(λI − Ĉ) =

∂

∂λ
log Z(λ) . (3)

Using the standard representation of the determinant of a matrix,

[det A]−
1
2 = (2π)−

N

2

∫

exp
[

− 1
2φT Aφ

]

dφ ,

we have,

log Z(λ) = N log 2π − 2 log

∫

exp

[

−λ

2
||φ||2 +

1

2p

∑

µ

(φ · xµ)
2

]

dφ . (4)



We assume that the eigenvalue spectrum is self-averaging, so that the calculation for a
specific realisation of the sample covariance can be replaced by an ensemble average for
large N that can be performed using the replica method (see e.g. [6]). Details are presented
elsewhere [7] and here we simply state the results. The calculation is similar to [3] where
Reimann et. al. study the performance of PCA on Gaussian data with a single symmetry-
breaking direction, although there are also notable differences between the calculations.

We find the following asymptotic result for the spectral density,

ρ(λ) = (1 − α)Θ(1 − α)δ(λ) +
1

N

S
∑

m=1

δ(λ − λu(Am, σ2))Θ(α − A−2
m )

+

(

1 − 1

N

S
∑

m=1

Θ(α − A−2
m )

)

α

2πλσ2

√

Max(0, (λ − λmin)(λmax − λ)) , (5)

where we have defined,

λmax,min = σ2α−1(1 ±
√

α)2 λu(A, σ2) = σ2(1 + A)(1 +
1

αA
) . (6)

The first term in equation (5) sets a proportion 1 − α eigenvalues to zero when the rank of
Ĉ is less than N , i.e. when α < 1. The last term represents the bulk of the spectrum and is
identical to the well-known Marčenko-Pastur law for isotropic data with variance σ2 [8, 9].
In [7] we also give the O(1/N) corrections to this term, but here we are mainly interested
in the leading order. The second term contains contributions due to the underlying structure
in the data. The mth symmetry-breaking term in the data covariance C only contributes
to the spectrum if α > A−2

m . This transition must be exceeded before signals of a given
strength can be detected, i.e. the signal must be sufficiently strong or the data set sufficiently
large. This corresponds to the same learning transition point observed in studies of PCA
on Gaussian data with a single symmetry-breaking direction [3]. Above this transition
the sample covariance eigenvalue over-estimates the true variance corresponding to this
component by a factor 1 + 1/(αAm) which indicates a significant bias when the data set is
small or the signal is relatively weak. Our result provides a method of bias correction for
the top eigenvalues in this case.

In figure 1 we show results for Gaussian data with three symmetry-breaking directions,
each above the transition point. On the left we show how the top eigenvalues separate
from the bulk while the inset compares the density of the bulk with the theoretical result,
showing excellent agreement. On the right we show convergence to the theoretical result
for λu(A, σ2) in equation (6) as the data dimension N is increased for fixed α.

3 Analysis of the Stieltjes transform

The statistical mechanics approach is useful because it allows the derivation of results from
first principles and it is possible to use this method to determine other self-averaging quanti-
ties of interest, e.g. the overlap between the leading eigenvectors of the sample and popula-
tion covariances [3]. However, the method as presented here is restricted to Gaussian data.
A number of results from the statistics literature have been derived under much weaker and
often more explicit assumptions about the data distribution. It is therefore interesting to ask
whether equation (5) can also be derived from these results.

Marčenko and Pastur [8] studied the case of data with a general covariance matrix. The
limiting distribution was shown to satisfy,

ρ(λ) = lim
ε→0+

π−1Im αmρ(λ + iε) where mρ(z) = α−1

∫

dλ
ρ(λ)

λ − z
. (7)
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Figure 1: In (a) we show eigenvalues of the sample covariance matrix for Gaussian data
with σ2 = 1, N = 2000 and α = 0.5. The data contains three symmetry-breaking direc-
tions with strengths A2

1 = 20, A2
2 = 15 and A2

3 = 10 all above the transition point. The
inset shows the distribution of all non-zero eigenvalues except for the largest three with the
solid line showing the theoretical result. In (b) we show the fractional difference between
the three largest eigenvalues λi and the theoretical value λu(Ai, σ

2) for i = 1, 2, 3. We set
α = 0.2, averaged λi over 1000 samples to get 〈λi〉, set ∆λi = |1 − 〈λi〉/λu(Ai, σ

2))|
and set other values as in (a).

Here, mρ(z) is the Stieltjes transform of α−1ρ(λ) and is equal to −p−1trG(z). The above
equation is therefore exactly equivalent to equation (2) and we see that this approach starts
from the same point as the statistical mechanics theory. Marčenko and Pastur showed that
the Stieltjes transform satisfies the following relationship,

z(mρ) = − 1

mρ

+ α−1

∫

dH(t)

t−1 + mρ

. (8)

The measure H(t) is defined such that N−1
∑

i dk
i converges to

∫

tkdH(t) ∀k where
di are the eigenvalues of C. An equivalent result is also derived by Wachter [10] and
more recently by Sengupta and Mitra using the replica method [11] (for Gaussian data).
Silverstein and Choi have shown that the support of ρ(λ) can be determined by the intervals
between extrema of z(mρ) [12] and this has been used to determine the signal component
of a spectrum when O(N) equal strength symmetry-breaking directions are present [13].

Since C in equation (1) only contains a finite number of symmetry-breaking directions
then in the limit N → ∞ these will have zero measure as defined by H . Thus, in this limit
the eigenvalue density would appear to be identical to the isotropic case. However, it is the
behaviour of the largest eigenvalues that we are most interested in, even though these may
have vanishing measure. For the case of a single symmetry-breaking direction (S = 1,
A1 = A) we take dH(t) = (1− ε)δ(t−σ2)dt+ εδ(t−σ2(1+A))dt, with ε ' 1/N . This
gives,

z(mρ) = − 1

mρ

+
(1 − ε)α−1

σ−2 + mρ

+
εα−1

σ−2(1 + A)−1 + mρ

, (9)

and stationary points satisfy,

0 =
1

m2
ρ

− (1 − ε)α−1

(σ−2 + mρ)2
− εα−1

(σ−2(1 + A)−1 + mρ)2
. (10)

Since ε � 1 we do not expect the behaviour of z(mρ) to be modified substantially in
the interval [λmin, λmax]. Therefore we look for additional stationary points close to the
singularity at mρ = −σ−2(1+A)−1. Setting mρ = −σ−2(1+A)−1+δ and expanding (10)



yields δ = ε
1
2 /σ2(1 + A)

√

(α − A−2)+O(ε). Substituting this into (9) gives z(−σ−2(1+

A)−1 + δ) = σ2(1 + A)(1 + (αA)−1) +O(ε
1
2 ). Thus, as N → ∞, if the stationary points

at −σ−2(1 + A)−1 + δ exist they will define a small interval of z centred on λu(A, σ2)
and so define an approximate contribution of N−1δ(λ − λu(A, σ2)) to the spectrum, in
agreement with the previous calculations using replicas. We also see that for δ to be real
requires α > A−2, in agreement with our previous calculation for the learning transition
point. A similar perturbative analysis when C contains more than one symmetry-breaking
direction gives a set of contributions N−1δ(λ − λu(Am, σ2)), m = 1, . . . , S, to ρ(λ).
Again this is in agreement with our previous replica analysis of the resolvent.

The relationship in equation (8) can be obtained with only relatively weak conditions on
the data distribution. One requirement is that the second moment of each element of Ĉ
exists. Bai has considered the case of data vectors with non-Gaussian i.i.d. components
(e.g. [14]) while Marčenko and Pastur show that the data vector components do not have
to be independently distributed for the relation to hold and they give sufficient conditions
on the 4th order cross-moments of the data vector components [8]. In [7] we study PCA
on some examples of non-Gaussian data with symmetry-breaking structure (non-Gaussian
signal and noise) and show that the separated eigenvalues behave similarly to figure 1.

4 Eigenvalue spectra for kernel PCA

Equation (8) holds under quite weak conditions on the data distribution. It is therefore
hoped that we can apply these results to the feature space of kernel PCA [4]. In ker-
nel PCA the data x is transformed into a feature vector φ(x) and standard PCA is car-
ried out in the feature space. The method requires that we can define a kernel function
k(x,y) = φ(x) · φ(y) that allows efficient computation of the dot-product in a high, or
even infinite, dimensional space. The eigenvalues of the sample covariance in feature space
are identical to eigenvalues of the Gram matrix Kµν with entries k(xµ,xν) and the eigen-
values can therefore be computed efficiently for arbitrary feature-space dimension as long
as the number of samples p is not too large (NB. The Gram matrix first has to be centred [4]
so that the data has zero mean in the feature space).

One common choice of kernel function is the polynomial kernel k(x,y) = (c + x · y)d in
which case, for integer d, the features are all possible monomials up to order d involving
components of x. We limit our attention here to the quadratic kernel (d = 2). We con-
sider data vectors with components that are independently and symmetrically distributed
with equal variance σ2 and choose a set of features φ(x) = (

√
2cx, Vec[xxT]) where

Vec[xxT]j+N(i−1) = xixj . The covariance in feature space is block diagonal,

C =





2c〈xxT〉 0

0 〈Vec[xxT]Vec[xxT]T〉
−〈Vec[xxT]〉〈Vec[xxT]T〉





di number
2cσ2 N
2σ4 N(N − 1)/2

2σ4 + κi
4 N

where angled brackets denote expectations over the data distribution. The non-zero eigen-
values of C are shown on the right where κi

4 = 〈x4
i 〉 − 3σ4 is the 4th cumulant of the

ith component of x. We see that although each component of the data is independently
distributed with equal variance, the covariance structure in feature space may be quite com-
plex.

• Gaussian data, c = 0

For isotropic Gaussian data and c = 0 there is a single degenerate eigenvalue of C and the
asymptotic result for the spectrum is identical to the case of an isotropic distribution [8, 9]
with variance 2σ4 and α defined as the ratio of the number of examples p to the effective
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Figure 2: On the left we show the Gram matrix eigenspectrum for a sample data set and
compare it to the theoretical result. The kernel is purely quadratic (c = 0) and we use
isotropic Gaussian data with 2σ4 = 1, N = 63 and p = 1000 so that α ' 0.5. On the right
we show the averaged top eigenvalue against p for fixed α. Each point is averaged over 100
samples except for the right-most which is averaged over 50. The dashed line shows the
theoretical result λ1 = 5.8284 and inset is a log-log plot of the same data.

dimension in the feature space N(N+1)/2 (i.e. the degeneracy of the non-zero eigenvalue)
so that α = 2p/N(N + 1) and p = O(N 2) is the appropriate scaling.

On the left of figure 2 we compare the spectra for a single sample data set to the theory for
p = 1000 and N = 63 which corresponds to α ' 0.50 and the theoretical curve is almost
identical to the one used in the inset to figure 1(a). The finite size effects are much larger
than would be observed for PCA with isotropic data and on the right of figure 2 we show
the average of the top eigenvalue for this value of α as p is increased, showing a very slow
convergence to the asymptotic result.

• Gaussian data, c > 0

For isotropic Gaussian data and c > 0 there are two eigenvalues of C with degeneracy
N and N(N + 1)/2 respectively. For large N and c > σ2 the top N eigenvalues play
an analogous role to the top S eigenvalues in the PCA data model defined in section 2.
A similar perturbative expansion to the one described in section 3 shows that when α <
(c/σ2 − 1)−2 (where α ' 2p/N2 is defined relative to the feature space) the distribution
is identical to the c = 0 case. For α above this transition point the N top eigenvalues
separate from the bulk. In the limit N → ∞ with p = O(N 2) the spread of the upper
N eigenvalues will tend to zero and they will become localised at λu(c/σ2 − 1, 2σ4) as
defined by equation (6). For finite N and when the two components of the spectra are well
separated, we can approximate the eigenvalue spectrum of the top N eigenvalues as though
the data only contains these components, i.e. we model this cluster as isotropic data with
α = p/N and variance 2cσ2. We obtain an improved approximation by correcting the
mean of the separated cluster by the value predicted for the mean in the large N limit.

On the left of figure 3 we compare this approximation to the Gram matrix spectrum aver-
aged over 300 data sets for large c, with the inset showing the separated cluster. The theory
is shown by the solid line and provides a good qualitative fit to the data although there are
significant discrepancies. For the bulk we believe these to be due to finite size effects but
the theory for the spread of the upper N eigenvalues is only approximate since the spread
of this cluster will vanish as N → ∞ for fixed c and p = O(N 2). On the right of figure 3
we plot the average of the top N eigenvalues against c, showing good agreement with the
theory. The top eigenvalue of the population covariance is shown by the line and the theory
accurately predicts the bias in the sample estimate.
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Figure 3: On the left we show the Gram matrix eigenvalue spectrum averaged over 300
data sets and compare it to the theoretical result. The inset shows the density of the top N
eigenvalues which are separated from the bulk. The kernel is quadratic with c = σ2(1 +√

500) with other parameters as in figure 2. On the right we show the average of the top N
eigenvalues against the theoretical result as a function of c.

0 5 10 15 20

Rank

5

6

7

8

9

10

11

<
λ>

<λ
1
>

Theory

<λ
2
>

Theory

0 1 2 3 4 5 6 7
Eigenvalue

0

0.2

0.4

0.6

0.8

Pr
ob

ab
ili

ty
 D

en
si

ty

0 5 10 15 20

Rank

5

6

7

8

9

10

11
<

λ>

0 1 2 3 4 5 6 7
Eigenvalue

0

0.2

0.4

0.6

0.8

Pr
ob

ab
ili

ty
 D

en
si

ty

Figure 4: Results from a purely quadratic kernel (c = 0) on data containing a single dimen-
sion having positive kurtosis. We show the top 20 eigenvalues of the Gram matrix with the
bulk spectrum as an inset. On the left κ4 = 5 and we are above the transition where the top
eigenvalue is separated from the bulk. On the right κ4 = 1 is below the transition. Other
parameters were 2σ4 = 1, N = 70, p = 1500 and results were averaged over 25 data sets.

• Non-Gaussian data, c = 0

If the data has components with positive kurtosis then these will break the symmetry of the
covariance. This is analogous to the case for PCA studied in section 2 and the result for the
limiting spectrum carries over. We have α ' 2p/N 2 defined with respect to the dimension
of the feature space. For each component of the data with κi

4 > 2σ4/
√

α there will be a
delta function in the spectrum at λu(κi

4/2σ
4, 2σ4) as defined by equation (6).

In figure 4 we show the Gram matrix eigenvalues for a data set containing a single dimen-
sion having positive kurtosis. On the left we have κ4 = 5 which is above the transition. We
have indicated with arrows the theoretical prediction for the top two eigenvalues and we
see that there is a significant difference, although the separation is quite well described by
the theory. We expect that these discrepancies are due to large finite size effects and further
simulations are required to verify this. On the right we have κ4 = 1 which is below the
transition and the spectrum is very similar to the case for isotropic Gaussian data.



5 Conclusion

We studied the asymptotic form of the sample covariance eigenvalue spectrum from data
with symmetry-breaking structure. For standard PCA the asymptotic results are very ac-
curate even for moderate data dimension, but for kernel PCA with a quadratic kernel we
found that convergence to the asymptotic result was slow. The limiting form of sample co-
variance spectra has previously been studied in the neural networks literature where it can
be used in order to determine the optimal batch learning rate for large linear perceptrons.
Indeed, the results derived in section 2 for Gaussian data can also be derived by adapting an
elegant method developed by Sollich [15], without recourse to the replica method. Halkjær
& Winther used this approach to compute the spectral density for the case of a single sym-
metry breaking direction and obtained a similar result to us, except that the position of the
separated eigenvalue was at σ2(1 + A) which differs from our result [16]. In fact they as-
sumed a large signal in their derivation and their derivation can easily be adapted to obtain
an identical result to ours. However this method, as well as the replica approach used here,
is limited because it only applies to Gaussian data, while the Stieltjes transform relationship
in equation (8) has been derived under much weaker conditions on the data distribution.

Our current work is focussed on extending the analysis to more general kernels, such as
the radial basis function (RBF) kernel where the feature space dimension is infinite. In the
general case we find that the Stieltjes transform can be derived by a variational mean field
theory and therefore provides a principled approximation to the average spectral density.
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